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1 Overview of the project

Spoken language processing is maturing as a tech-
nology, and there is now a wide range of tools and
platforms to support construction of large-scale ap-
plications. The two most important design decisions
when building a system are 1) the opposition be-
tween system-initiative dialogue and user-initiative
dialogue, and 2) the choice between statistical and
grammar-based modelling for speech recognition.

Although system-initiative architectures are now
well-understood, it is still difficult to build good
user-initiative dialogue applications. Construction
of statistical language models adequate for real-
world applications requires an investment in data
collection beyond the reach of most projects. De-
velopment and maintenance of substantial grammar-
based recognisers has been challenging with tradi-
tional tools, and users often perceive the resulting
systems as brittle, since it is too easy to stray outside
grammar coverage without warning.

The Open Source Regulus platform1 addresses
this problem by focussing more on controlled-
language user-initiative applications. It offers a prin-
cipled method for constructing large grammar-based
speech recognisers, extracting them out of large
resource grammars using example-based methods
driven by small corpora (Rayner et al., 2006). Reg-
ulus applications attack the problem of brittleness
by combining grammar-based and statistical ap-
proaches. Although the quantities of training data
available are typically insufficient to train a high-
performance statistical recogniser, they can still be
used to build a recogniser good enough to drive an
embedded intelligent help module which assists the
user in learning the grammar’s coverage. The sys-
tem is provided with a library of examples, com-
piled during system development, which are known
to be within grammar coverage. At runtime, the help
module performs an approximate match between the
recognition result produced by the statistical recog-
niser and the contents of the library, and displays

1http://www.issco.unige.ch/projects/
regulus

the closest matches to the user. Our informal ob-
servation has been that the help module makes a
huge difference. With help available, most users
rapidly become confident in their ability to use the
system; without it, they flounder. These impressions
have been confirmed by several formal user stud-
ies within the MedSLT project (Rayner et al., 2005;
Chatzichrisafis et al., 2006).

Regulus has already been used to build sev-
eral substantial applications, including the MedSLT
speech translation system for emergency diagnosis2,
the Clarissa procedure navigator3 and a Regulus-
based interface to the IM2 Archivus system. Sys-
tems like these are now at a level where it is very
reasonable to think of using them in real-world situ-
ations. This has brought to the forefront another im-
portant consideration: speech enabled systems need
to be deployed on easily portable platforms if they
are to realise their full potential. For example, doc-
tors who have seen the MedSLT prototype have fre-
quently commented that it would be more useful to
them if it could be run on a handheld device that
can be taken on ward rounds; similarly, astronauts
involved in the Clarissa project said that a handheld
version would enable them to use the system in con-
fined spaces where it would be infeasible to bring a
laptop.

The central goal of the project has been to ex-
tend the Regulus infrastructure in such a way that
Regulus-based applications can be run on mobile
platforms. The specific solution we have imple-
mented uses a distributed environment, where the
user interface is run on a palmtop, and heavy pro-
cesses, including recognition, run on a server con-
nected over a wireless network. We have also devel-
oped an example application, “Multilingual, Multi-
modal Meeting Calendar” (M3C), which has been
used to evaluate performance. The M3C application
permits access using voice or text to a database of
meetings, using either English or Japanese.

2http://www.issco.unige.ch/projects/
medslt/

3http://ic.arc.nasa.gov/projects/
clarissa/



2 Results

WP1. Infrastructure for mobile devices: We
have implemented a stable client/server in-
frastructure that allows Regulus applications
to be deployed on a Nokia palmtop. This
infrastructure is described in (Tsourakis et al.,
2008a).

WP2. Basic resources:We constructed sample En-
glish and Japanese databases. The lists of
names used in the M3C application are auto-
matically extracted from the database by a sim-
ple script.

WP3. Ontology and representations:All lan-
guage understanding and dialogue processing
components used in M3C have been developed
inside the generic Regulus dialogue application
framework (Rayner et al., 2006, Chapter 5).
This involved extending the framework in a
few ways, in particular to include “hooks”
for optional addition of reference and ellipsis
resolution phases.

WP4. Linguistic resources: For the English ver-
sion of M3C, building the recognition grammar
only involved writing suitable lexical entries.
The Japanese version also required addition of
several grammar rules to the general Japanese
grammar, in particular for time and date expres-
sions. Japanese-specific work is described in
(Rayner et al., 2009).

The mapping from surface semantic forms to
dialogue move format is performed using a
simple semantic translation formalism, which
creates nested representations by applying rules
that match specified pieces of semantic struc-
ture. The necessary compilers and runtime sup-
port have been integrated into the Regulus envi-
ronment, and have already been used in several
other projects.

WP5. Dialog manager: The M3C dialogue man-
ager (DM) is implemented using the side-
effect free architecture described in (Rayner
et al., 2006, Chapter 5). DM rules,
which in M3C are language-independent, map
pairs〈LastContext,DialogueMove〉 to pairs

〈NextContext,AbstractAction〉. The most
complex aspects of the DM involve reference
resolution for names, dates and times.

WP6. Output manager: The output manager
(OM) translates abstract actions produced
by the DM into concrete actions, and exe-
cutes them. The only concrete actions in the
current implementation of M3C consist of
formulating replies to the user. The OM is
language-dependent.

WP7. Help system: M3C contains an embedded
help component built using the generic help
framework included in the Regulus platform.
Recognition is performed using both the main
grammar-based recogniser, and also a backup
statistical recogniser. Recognition results from
the statistical recogniser are matched against
a library of examples taken from the develop-
ment corpus, and the most closely matching ex-
amples are shown to the user.

WP8. Integration: The M3C application has been
fully integrated into the mobile client/server
framework, and runs robustly there. We have
also created a mobile version of the MedSLT
system (Bouillon et al., 2008).

WP9. Evaluation: We have carried out several
evaluations. The experiments described in
(Tsourakis et al., 2008a) and (Bouillon et
al., 2008) show that speech recognition per-
formance in the mobile versions of both the
M3C and MedSLT applications is not infe-
rior to that in the corresponding desktop-based
versions, as long as a similar microphone is
used. (Georgescul et al., 2008) describes how
we were able to use N-best rescoring, based
on Support Vector Machines and deep seman-
tic features, to effect a large improvement
in speech understanding performance for the
M3C application.

3 Contributions of project personnel

3.1 Personnel paid by FNSNF

Nikos Tsourakis developed the generic
client/server framework, and used it to
implement mobile versions of the M3C and



MedSLT applications. He has also been
responsible for carrying out a large proportion
of the empirical evaluations performed during
the project.

Manny Rayner developed the greater part of both
versions of the M3C application, and imple-
mented the extensions and enhancements to the
Regulus toolkit required to support work in the
project.

3.2 Personnel paid by ETI

Pierrette Bouillon has been responsible for over-
all coordination of the project, and has helped
develop linguistic processing resources for the
English-language version of M3C.

Maria Georgescul has been responsible for devel-
oping the SVM-based framework used to carry
out N-best rescoring in the M3C application,
and also implemented the desktop version of
M3C used for initial data collection.

Agnes Lisowskahas worked on aspects of the
project concerned with interface design and
human-computer interaction.

3.3 Personnel paid by NICT, Japan

Yukie Nakao constructed the corpus and lexical re-
sources required for the Japanese version of
M3C, and in general assisted in the develop-
ment of this application.

4 Summary of publications

• (Tsourakis et al., 2008a) gives an overview of
the generic client/server framework used to de-
ploy mobile Regulus applications, shows how it
was used to build the mobile M3C application,
and describes an evaluation comparing speech
recognition performance in mobile and desktop
versions of M3C.

• (Tsourakis et al., 2008b) describes the M3C
application, focussing on multi-modal aspects
and the help system.

• (Bouillon et al., 2008) describes an initial mo-
bile version of the MedSLT system, includ-
ing an evaluation comparing speech recogni-
tion performance in the mobile and desktop
versions.

• (Georgescul et al., 2008) describes how N-best
rescoring using SVM-based methods with deep
semantic features was used to improve speech
understanding performance in M3C.

• (Rayner et al., 2009) describes the Japanese
version of M3C.

5 Other presentations

• N. Tsourakis. “Developing Multilingual Multi-
modal Applications in Maemo. A Mobile Med-
ical Speech Translator and a Mobile Meeting
Calendar”. Invited presentation at the Nokia
Maemo Summit, September, 2008, Berlin, Ger-
many.
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