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Abstract

Motivated by the expressive power of speech as a natural means of

intuitive interaction, the overarching goal of the current thesis is to

address specific issues related to the deployment and evaluation of

mobile applications that use speech, combined with different modal-

ities. Our study is organized around three different pillars each of

which exemplifies one of the following principles: design, interaction

and evaluation. The design process involves work on both the front-

end and the back-end of the mobile application, and aims to make it

available to a variety of devices. Interaction, on the other hand, pre-

sumes the creation of new interaction schemes that enhance existing

paradigms in the front-end of the application. Evaluation constitutes

an integral part of any system development process throughout its de-

sign life cycle. Applications that formerly required desktop computers

are migrating more and more into the mobile world. As smartphones

and other handheld devices are becoming the mass computation plat-

form of the future, unique opportunities are available for creating

powerful multimodal interfaces.

The Regulus open source platform, which supports the construction

of rule-based medium-vocabulary spoken dialogue applications, holds

a pivotal place in carrying out the current thesis. Regulus is already

a mature platform and has been used to build several substantial

speech-enabled applications, some of which were used in the context

of the current work, including a calendar application, a medical speech

translator and a second language learning system. Our main contribu-

tion is the extension of Regulus to the realm of the mobile world and

the provision of the necessary resources for creating speech-enabled

applications in this area.



We start by presenting our framework for designing multilingual spo-

ken dialogue systems on mobile devices. In this respect, we incor-

porate two architectures that present different advantages and disad-

vantages. More specifically, the first architecture uses a pure network

based recognition scheme and was created from scratch. The sec-

ond extends a commercial platform for cloud-based computing. Both

infrastructures are based on a distributed architecture and use state-

of-the-art integration techniques to combine pre-existing Regulus re-

sources with commercial speech recognition systems.

The next part of the thesis deals with issues related to interaction,

where we focus on both input and output modalities. We present dif-

ferent kind of studies in this context utilizing different mixtures of mul-

timedia as output modalities and hand gestures as input ones. During

these studies, we have experimented with diverse target groups, in

particular school students, experimental subjects recruited through

crowd-sourcing services and people with functional diversity, that

present different needs and goals.

In the final part of the thesis, we focus on a particular case study

and propose a quality model based on the ISO/IEC 9126 standard

that could serve as a basis for comparison among mobile medical

speech translation systems. We believe that there is a lack of such

a methodology that would provide a fair comparison framework; our

intention has been to explore ways to alleviate this deficiency and

introduce the necessary tools as part of this process.



Résumé

La parole étant un moyen naturel d’interaction puissant, l’objectif pri-

mordial de cette thèse est de traiter de questions liées au déploiement

et à l’évaluation d’applications mobiles utilisant la parole en combi-

naison avec différentes autres modalités. Notre étude est organisée

autour de trois piliers : la conception, l’interaction et l’évaluation.

Premièrement, le processus de conception implique un travail à la fois

au niveau de l’interface (� front-end �) et de l’arrière-plan (� back-end �)

de l’application mobile et vise à la rendre accessible à une variété

de dispositifs. Deuxièmement, l’interaction implique la création de

nouveaux schémas améliorant les paradigmes existant au niveau de

l’interface de l’application. Troisièmement, l’évaluation fait partie

intégrante de tout développement de systèmes au fil du processus de

conception. Les logiciels qui fonctionnaient auparavant sur des ordi-

nateurs de bureau passent de plus en plus dans un univers mobile.

Les smartphones et les autres appareils portables devenant des plate-

formes technologiques d’avenir, il est de plus en plus important de

développer des interfaces multimodales puissantes.

La plateforme open source Regulus, qui permet de construire des ap-

plications de dialogue linguistique à vocabulaire limité, occupe une

place centrale dans la présente thèse. La plateforme Regulus a déjà

été utilisée pour construire plusieurs applications à reconnaissance vo-

cale importantes, dont certaines sont utilisées dans le cadre du présent

travail, comme une application de calendrier, un outil de traduction

spécialisé dans le langage médical et un système d’apprentissage des

langues. Notre principale contribution est l’extension de Regulus à

l’univers mobile et le développement des ressources nécessaires pour

créer des applications mobiles utilisant la reconnaissance vocale.



Dans un premier temps, nous présentons notre cadre pour concevoir

des systèmes de dialogues multilingues à reconnaissance vocale sur

des dispositifs mobiles. Pour ce faire, nous intégrons deux architec-

tures présentant des avantages et des inconvénients. Plus précisément,

la première architecture utilise un système de reconnaissance vocale

en réseau et a été créée par nos soins. La seconde développe une

plateforme commerciale pour l’informatique en nuage (� cloud-based

computing �). Les deux infrastructures se fondent sur une architec-

ture distribuée et utilisent des techniques d’intégration de pointe pour

combiner les ressources de Regulus existantes avec des systèmes com-

merciaux de reconnaissance vocale.

Dans un deuxième temps, cette thèse s’intéresse à l’interaction ainsi

qu’aux modalités d’entrée-sortie. Dans cette optique, nous présentons

plusieurs types d’études combinant différents médias comme modalités

de sortie et des gestes de mains comme modalités d’entrée. Ces études

ont été menées avec divers groupes cibles, notamment avec des élèves

du secondaire, des sujets recrutés par des services de crowd-sourcing

et des personnes en situation de handicap physique, dont les besoins

et les objectifs sont différents.

Dans un dernier temps, nous nous consacrons à une étude de cas et

proposons un modèle de qualité inspiré de la norme ISO / IEC 9126,

qui pourrait permettre de comparer entre eux des systèmes mobiles

de traduction du langage médical. À notre avis, il n’existe pas de

méthodologie qui fournirait un cadre de comparaison adapté. Par

conséquent, nous avons tenté de pallier cette lacune et d’introduire

les outils nécessaires dans le cadre de ce travail.
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Chapter 1

Introduction & Motivation

1.1 Introduction

The language phenomenon is the unique ability of humans to communicate through

speech. The reasons for its emergence still remain unclear, with theories sug-

gesting that it occurred for exchanging information, as a byproduct of our tool

development or as a means to maintain group cohesion [55]. Human language

either in oral or in written form is the most complex medium and the acquisition

of language proficiency in all them is an elusive goal. It is believed that a record

keeper in multilingualism was Mezzofanti Giuseppe Caspar (1774-1849) an Ital-

ian cardinal, who spoke with considerable fluency some fifty or sixty languages

of the most widely separated families [39]. Currently, the world’s population of

7 billion speaks more than 7,000 languages [164].

The study of the different aspects of the language phenomenon still inspires

numerous researchers with diverse academic backgrounds all around the world.

Motivated by the expressive power of speech as a natural means of intuitive

interaction, the overarching goal of the current thesis is to address specific issues

related to the deployment and evaluation of applications of this kind on mobile

devices. Addressing all the possible aspects is more than a modest goal, as

it requires the fusion of different emerging fields into a massive undertaking.

The resources of a doctoral thesis however require one to focus on specific sub-

issues, where the extracted results can be extrapolated to general conclusions.
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Specifically, we have focused on how human speech can be used to interact with

a mobile machine, which combinations of other modalities can be incorporated

to enhance this type of interaction and how one can assess the quality of relevant

systems.

Technologies related to language necessitate a multidisciplinary approach and

normally combine the expertise of diverse fields like linguistics, psychology, engi-

neering and computer science. Language applications are by definition compre-

hensible, as humans are tuned for speech production and processing from about

the age of eighteen months [220]. Talking, listening and later writing and reading

are universal activities, which, either combined or alone, can trigger interaction

with a conversational interface.

Figure 1.1: Radio Rex toy

Since the first successful product using speech recognition in 1911, Radio

Rex (Figure 1.1), numerous, more sophisticated efforts have taken the route to

commercialization or to academic investigation. Radio Rex was a children’s toy

using a one-word vocabulary, the word “Rex”. When the dog’s name was called

an electromagnetic circuit resonant to 500Hz (the frequency of “E”) made the

dog exit out of his house in response to his owner’s call. Research in speech

technologies has started in the 50s in the area of digit recognition [66] and later

through IBM Shoebox, an innovative device that recognized and responded to 16

spoken words. Since then the technology has progressed significantly and state-

of-the-art systems are capable of understanding natural speech in a large number
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of languages.

Alongside to the tremendous growth in speech and language related tech-

nologies, the research on how to interact with systems of this kind has attracted

significant attention by studying people, computer technology, and the ways these

influence each other [69]. Since the success of a product largely depends on end-

users’ experience, fulfilling their expectations is of prime concern. Undoubtedly,

the research towards richer user experience has become increasingly important,

enabling consumers to leverage different input and output methods based on their

choices and preferences. Especially in the case of smartphones, which will surpass

the regular mobile phones in sold units in the next few years [112], a new gen-

eration of speech-enabled applications are already available to high-end devices

such as iPhone, Blackberry, Android, Symbian, or Windows Mobile smartphones.

Special limitations and opportunities stemming from the device per se necessitate

the enhancement of existing interaction paradigms, the creation of new ones and

the development of concrete and standardized design principles.

1.2 Our Research Goals

Our study is organized around three different pillars each of which embraces one

of the following principles: design, interaction and evaluation. The design process

involves work on both the front-end and the back-end of the mobile application,

and aims to make it available to a variety of devices. Interaction, on the other

hand, presumes the creation of new interaction schemes that enhance existing

paradigms in the front-end of the application. Evaluation constitutes an integral

part of any system development process throughout its design life cycle, and the

nature of the applications described in this work necessitates the introduction of

new evaluation techniques. In particular, we have focused on questions like:

• Design. What architectures for mobile platforms can be incorporated in

order to offer efficient and robust systems? Will the design be based on

open standards? Will this infrastructure be easily extensible and usable by

others?

• Interaction. What are the appropriate output modalities for each situa-

3



tion? What kinds of different user interactions should be supported by the

system?

• Evaluation. What makes a system more successful compared to another?

What kind of evaluation should be performed, taking into account technology-

centered and human-centered metrics?

Having at our disposal the Open Source Regulus platform [240], a mature

platform for constructing spoken language processing applications, it is obvious

to consider exploiting its resources in order to examine the aforementioned ques-

tions. Regulus has already been used to build several substantial speech-enabled

applications, some of which were used in the context of the current work. Our

distinguishing contribution is the extension of Regulus to the realm of the mobile

world and providing the necessary resources for creating speech-enabled applica-

tions in this area. In the following subsections we further describe the previous

research questions and goals.

1.2.1 Design

A plethora of efforts aimed at the creation of speech-enabled systems have ap-

peared during the last decades. According to the processing capabilities of the

end-user terminal, all of these systems use different strategies for distributing

speech recognition tasks [96]. For example, the traditional dumb telephone set

can only capture and transmit speech, whereas a fully-fledged personal com-

puter can accommodate the complete speech recognition system. The advances

in consumer electronics, especially on mobile devices, offer numerous options for

end-user devices, with smartphones becoming the predominant option. Smart-

phones are evolving beyond the device for just doing phone calls, with developers

and carriers racing to endow users with the ability to do just about everything

with them.

Many speech-enabled systems need to be deployed on easily portable plat-

forms if they are to realize their full potential and these platforms provide the

opportunity to demonstrate that related speech technologies have matured to the

point where they can support powerful applications. Although it is feasible to put
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medium-vocabulary applications on a mobile device, performance is significantly

worse than on a desktop, and most standard recognition software will not run in

this environment. Even if powerful recognizers on mobile devices are available in

the near future, client/server approaches will still play an important role. Speech

recognition that is carried out on the server side can be combined with consider-

ably more elaborate server-side functionality, based, for example, on large-scale

grammar-based language processing and generic dialogue management.

In this respect the proliferation of the World Wide Web (WWW) on portable

devices and cloud-based computing offer unique possibilities for realizing systems

of this kind, stimulating a paradigm shift from standalone speech applications to

speech services. As a matter of fact, most of the commercially launched spoken

dialogue systems are services that provide information similar to human operated

services. There is already work suggesting that users’ subjective opinion for

mobile spoken dialogue systems can be better assessed when these are approached

more as a service and less as an application [104, 184]. Client/server architectures

using cloud-based computing are an appropriate fit to this concept, and that is

why we have decided to put our research efforts towards this direction.

We are interested in investigating distributed architectures that use state-of-

the-art integration techniques to combine pre-existing Regulus resources with di-

verse ASR systems. In this way we do not restrict ourselves solely to the speech

recognition task but we also acquire a holistic view on how to create speech-

enabled services. Furthermore, we can exploit applications that have already been

implemented with Regulus and also utilize results from their numerous evalua-

tions in desktop environments. Our research goals can be summarized as follows:

(1) find topologies that alleviate the load on end-user devices (2) implement the

mobile counterparts of Regulus applications, (3) examine the degradation in per-

formance when the same application is deployed on a mobile device, (4) help

developers to extend our architectures and create scalable applications and (5)

provide the means to make data collection more efficient.
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1.2.2 Interaction

Compared to existing human-to-human communication mechanisms human com-

puter interaction techniques are still too constrained. The everlasting need for

natural, easy, ergonomic and supportive interaction with speech applications and

services is more acute than ever. Conversational interfaces have already been on

the market for several years and enjoy a wide adoption, largely because they are

readily available via a telephone set. Despite the fact that speech is the most

natural interaction modality there are situations where it is not the most efficient

way to access information (e.g. in noisy environments). This fact has shifted

the research efforts towards multimodal interfaces [208], where the interaction

involves the synergies of different input and output modalities besides speech,

like visual-interfaces, body gestures, gaze, etc.

The aforementioned demand of people to interact with machines in as natural

a way as possible, has been the major driving force towards multimodal interfaces.

It has been reported that these kind of systems are preferred by users, as they

can accommodate diverse situations, tasks, or user types [61, 207]. Moreover,

they can speed up the task completion rate by 10% [206] and in general task

performance is typically better when the tasks rely on different input-output

modalities [314]. As smartphones and other handheld devices are becoming the

mass computation platform of the future [15], unique opportunities are available

for creating multimodal interfaces. Future forecasts from IBM anticipate that by

2018 smartphones will be able to mimic and augment all human senses, e.g. your

phone will be able to smell when you are getting sick.

Among multiple mixtures of input/output modalities we have decided to focus

on one specific area - blending speech input and multimedia output. Multimedia

offers more design options but also necessitates design discipline, as ad hoc usage

of multimedia confuses users and impedes their understanding of information

[197]. In our case multimedia is used as prompts either to expose the system’s

understanding, or prompt users to perform a new interaction. Considering the

first case, we argue that for specific kinds of applications it is important to confirm

what the system has understood before proceeding in the dialogue flow. In this

way users can avoid misconceptions and problems occurring in the flow, and they
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can enhance their confidence in the system. Nevertheless this has an impact

on the interaction, as the mental workload increases, and the user’s behavior

can adapt to the system’s output. By combining different versions of text in two

mobile multimodal applications, we investigate issues related to mental workload,

task performance and user experience.

On the other side, prompts are used to inform users about what they are

supposed to say. In our case the mixture of different multimedia is derived from

the same underlying representation and conveys exactly the same semantic infor-

mation. This enables a fair comparison between different versions of a system, as

the only thing that alters is the surface multimedia representation. We utilize a

computer assisted second language learning system developed in our group, where

the student is given prompts by the machine, which they have to render in the

language they are trying to learn. The versions differ with respect to the modality

of the prompt, which can appear in text, pictorial or video representations. We

also use crowd-sourcing services, which are particularly well suited to the tasks

of generating and processing natural language [269] and in the near future we

expect to see more utilization in the field of interface design.

Besides the work on multimedia output, we have decided to investigate an-

other area concerning multimodal input from users. We focus on human hand

gestures, which combined with speech, constitute the most natural modalities

for everyday human-to-human interaction. According to [105], people prefer a

combination of speech and gestures over speech and gestures alone while inter-

acting with a computer system. The proliferation of accelerometers on consumer

electronics, especially on mobile devices, allows the introduction of new interac-

tion paradigms. However, little attention has been paid to the question of how

to control spoken dialogue systems with gestures, whilst most efforts were di-

rected to parallel combine these two distinct input modalities in order to control

multimodal interfaces [165, 168].

We try to alleviate this deficiency by introducing a novel solution to the prob-

lem, where concise and intuitively meaningful gestures are used to trigger the

commands to any spoken dialogue system. These can be used during situations

of induced disability [260] (e.g. interacting while wearing gloves), by functionally

diverse users (e.g. vision-impaired, lack of fine motor control) or by less repre-
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sentative groups (e.g. elderly). Our aim is to investigate how a system like this

can be deployed on a mobile device, examine its social acceptability and evaluate

the interaction with real users.

From previous studies subjects seemed to prefer different gestures for the same

activity, so our work can be seen as an inspiration to designers that intend to

embed motion sensing functionalities in their speech-enabled applications. Visual

user interfaces have significantly benefited from the introduction of the Windows,

Menus, Icons and Pointers (WIMP) widgets that offered a unified interaction

scheme. A new visual interface can rely on the knowledge accumulated over the

years, so that users do not need to learn new ways of doing things. We lack

however a good analogy for gesture based interfaces and we believe that our work

is a contribution towards this direction.

1.2.3 Evaluation

Evaluation is the process of determining the worth or value of something in terms

of quantity and quality. It has eventually become an important part of every

software development process, examining the extent to which the latter achieves

its stated objectives and anticipated results. Numerous pertinent techniques have

been proposed in the literature for evaluating speech-enabled systems (cf. [77])

that commonly leverage different computer- and human-centered metrics. Most

of the times however, these metrics assess a facet of the problem and from our

point of view there is a lack of methodologies that would provide a fair comparison

framework for systems of this kind.

Providing a unique assessment technique for all speech-enabled systems would

not be a feasible aim in the context of a doctoral thesis, so we decided to focus on

medical translation systems in order to exploit our previous experience from de-

veloping similar applications. Medical translation systems bridge the gap between

the need for and availability of language services in health care and they present

an intriguing research area as language barriers can become life-threatening when

health issues come into place. Different quantitative studies have already shown

that limited English proficiency correlates with a vastly increased probability of

negative outcomes across a variety of objective indicators [35, 74, 86, 221].

8



Yet again, comparing medical translation systems is a difficult task as there

are no common evaluation methodologies despite some early efforts towards this

direction [235]. Our intention is to explore ways to alleviate this deficiency and

to introduce the necessary tools as part of this process. Moreover, we restrict

ourselves a little bit further as we focus on the mobile world believing that it suits

patients’ needs better, as they experience diverse scenarios along the pathway to

health care. We can imagine a patient carrying a mobile device and interacting

with other staff in the hospital, for example, with a secretary at the welcome

reception desk, with a nurse during an examination procedure or hospitalization,

etc. We therefore adopt the view of [271], which considers patients as the primary

users of such a system.

Our research goal is threefold: (1) investigate ways to offer a common eval-

uation ground, (2) help developers focus on those aspects of quality that bring

more value to their systems and (3) propose metrics associated with the frame-

work. To accomplish (1), we intent to shape our problem into a hierarchy of the

different factors that influence the success of the system. These factors can be

further decomposed into several sub-factors, which provide a more fine-grained

picture of the evaluation task. However all these factors are not of equal im-

portance for determining the success of the system. As stated in (2), we need

a mechanism to distinguish the ones that bring more value, so that developers

can allocate their resources accordingly. Deciphering factors’ importance is not

always straightforward, as issues of subjectivity may lurk. Different target groups

need to be considered in order to reach to a consensus or to find the necessary

trade-offs. Finally, in order to facilitate the comparison of the different systems

all factors must be measurable. To accomplish (3), we need to propose a set of

metrics that we deem pertinent for our global framework. Far than being exhaus-

tive, the proposed set should at least contemplate all the facets of the evaluation

and therefore be used as a point of reference for others intending to implement a

similar scheme.
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1.3 Thesis Outline

We provide a short summary and a list of highlights of the work included in this

thesis, which we will delineate in the subsequent chapters. Each chapter discusses

a different topic on the research issues presented earlier; they are structured as

self-contained entities and can be read in random order. The only prerequisite is

that the reader needs some familiarity with the Regulus applications presented

in Chapter 3, Section 3.5. Specifically:

• Chapter 2. We present the reader with all the pertinent technologies

related to the research area under study. User interaction, multimodal

technologies and the mobile world constitute the major research fields of

our work.

• Chapter 3. The Regulus open source platform developed in our group

holds a pivotal place in the work presented in the current thesis. In this

chapter we provide a high-level overview of the framework along with a

description of three applications that were used in the experiments.

• Chapter 4. In this chapter we present two scalable architectures for net-

work based speech recognition that were designed and implemented for

carrying out the experiments, along with a series of evaluation tasks.

• Chapter 5. The specific chapter deals with the effects of rephrasing user

input in two mobile spoken dialogue systems. In the our study users had

to confirm their spoken input presented into two different textual represen-

tations.

• Chapter 6. This chapter gives the results of three experiments that incor-

porate different types of output realized with multimedia in our computer

assisted second language learning system.

• Chapter 7. In this chapter we propose a set of six concise and intuitively

meaningful gestures for controlling any mobile spoken dialogue system, we

examine their social acceptability and we present various results after re-

cruiting participants from diverse target groups.
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• Chapter 8. In this chapter we define a quality model based on the ISO/IEC

9126 standard, by proposing internal and external quality characteristics,

quantifying their importance and assigning relevant metrics.

• Chapter 9. The final chapter of the current thesis summarizes the conclu-

sions of our work and proposes future directions for academic research.

1.4 Research Context

The thesis was carried out in the context of different research projects of the

Swiss National Science Foundation (FNSNF) including: (1) MedSLT - Medi-

cal Spoken Language Translator, (2) Regulus - A Swiss Platform for Controlled

Spoken Dialogue Applications, (3) CALL-SLT - A Generic Platform for Call As-

sisted Language Learning based on Speech Translation and (4) IM2 - Interactive

Multimodal Information Management, development of prototypes in the field of

multimodal information management and man-machine interaction. Part of this

work was also funded by the Ernest Boninchi Foundation in the context of the

project: Web-Based Deployment of Speech-Enabled Applications for Medicine

and Education.
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Chapter 2

Background

In this chapter we try to provide a flavor of the pertinent technologies related to

the research area under study. User interaction, multimodal technologies and the

mobile world constitute the major research fields of our work. We also present

different state-of-the-art systems, available standards and evaluation techniques.

2.1 Introduction

Technology is, more than ever, affecting everyday life. The harsh debate over

which direction serves human needs better, does not prevent technology from

becoming more and more ubiquitous. ENIAC, the first computer ever made in the

1940s, occupied the size of a warehouse and had the same amount of computing

power as is nowadays available with a chip a few millimeters across. [154] makes

an astonishing claim that a $1000 computer will have the computational power

of a human brain before the year of 2020. Even so, what takes place today in the

context of technology penetration is still very impressive.

As it has already been reported in the introduction of the current thesis our

work moves between different research areas in order to investigate issues related

to the design and evaluation of mobile multimodal systems. The prominent re-

search field of Human Computer Interaction (HCI) is the place where our research

questions can best be set, as it provides the means to investigate how humans

and machines exchange information. Building systems for end-users is more than
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a trivial task as human diversity in terms of age, gender, culture, special dis-

abilities, etc, shapes the needs and expectations of end-users and inevitably the

directions of our technology. Differences in the universal meaning of symbols

and colours, the use of gestures, the direction of reading, etc, are some typical

examples. Additionally, more than 7,000 languages are spoken all over the world

[164] and from the current earth’s population of 7 billion, approximately 15% are

considered disabled people according to the World Report on Disability 20111.

Similarly, the number of people older than 65 will reach 14% of the world’s pop-

ulation in the next 30 years, rising to 1.4 billion by 2040 [42]. Our designs should

therefore contemplate the diversity of end-user types, while at the same time

offering even better ways of usage and access.

As a subset of HCI, multimodality comes to provide innovative solutions in

interface design, as it can interpret input and output from several channels and

produce semantically driven information. The growing interest in multimodal

interaction is inspired largely by the need to offer friendlier interfaces that impose

a more natural user interaction. Motivated by the expressive power of speech as

a natural means of intuitive interaction, we build and evaluate speech systems.

Specifically, we focus on how human speech can be used to interact with a machine

and which combinations of other modalities can be incorporated to enhance this

type of interaction. Despite the fact that speech is the predominant modality

in our work, we blend other modalities into the design and investigate possible

implications.

We also restrict ourselves a little further and focus on the realm of mobile sys-

tems. According to a recent report from the International Telecommunications

Union (ITU) [125], one third of the world’s population is using the Internet while

mobile-cellular subscriptions now total 5.9 billion, reaching a global penetration

of 87%. Mobile operators have already launched fourth generation (4G) wireless

network services, which promise transfer rates of 100 Mbps or more. The pene-

tration of mobile systems and their ability to access huge amount of information

allow them to become the mass computation platform of the future [15]. With

developers and carriers racing to endow users with the ability to do just about

everything on their mobile devices, it is not surprising that future forecasts from

1http://www.who.int/
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IBM1 (published in 2012) anticipate that smartphones will be able to mimic and

augment all human senses by 2018, making them the mass multimodal platform

of the future.

This chapter is dedicated to technologies related to the research area under

study, with special emphasis on human computer interaction (Section 2.2), multi-

modal related technologies (Section 2.3) and the mobile world (Section 2.4). We

also present different state-of-the-art systems and available standards. Evaluation

techniques in this context are briefly presented in Section 2.5.

2.2 Human Computer Interaction

HCI is a vast and well-established field that involves the study of people, computer

technology, and the ways these influence each other [69]. It aims to enhance exist-

ing interaction paradigms, create new interaction schemes, and develop concrete

and standardized design principles. HCI is a multidisciplinary area that combines

the expertise of diverse fields including social sciences, cognitive psychology, lin-

guistics, ergonomics and computer science. In the experiments of Chapters 5, 6

and 7 we implement mobile systems for end-users and we examine how people

interact with them. Although it is not possible to cover all the relevant aspects

of HCI in just one section, we believe that the reader will get a good flavour of

this vast research field.

2.2.1 Interface Design

An inteface is the point where humans and machines can exchange information

in both directions. We can identify many types of interfaces according to which

body function/part is engaged in the interaction, e.g. vision for Graphical User

Interfaces (GUI), human touch for Tangible User Interfaces (TUI), speech for

Voice User Interfaces (VUI), human brain for Brain User Interface (BUI), and

lots of others. There are many conventional input devices for this gamut of

interfaces, some more conducive to performing certain types of tasks than others.

It is therefore important to choose the correct mixture of input devices in order

1http://www.ibm.com/
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to maximize the usability of an application [107]. A relevant example will be

examined in Chapter 7.

The development of efficient interfaces is more than a trivial task. Consider,

for example, the case of graphical interfaces. The task can become challenging

when simple requirements concerning user perception and cognitive processing

are not met. In the design of menu hierarchies, for example, the Hick-Hyman law

states that the reaction time increases logarithmically as the number of alterna-

tives increases. It is therefore important to group all menu items in a way that

will reduce reaction time. On the other hand according to the Fitts’ law, the

movement time to a target increases logarithmically with distance to target and

inverse logarithmically with the target’s width. Both laws have been extensively

used in the HCI literature and in diverse domains; for example, in measuring the

impact of distracters and multi-users on pointing efficiency [155]. The decision

component (Hick-Hyman law) and the movement component (Fitts’ law) have to

be combined in harmony in order to achieve efficient interaction. The gestalt the-

oretic principles for visual perception try to shed light on how we perceive parts

of objects and how we form whole objects on the basis of these. The gestalt laws

(e.g. the law of similarity, proximity, symmetry, etc) have been used in HCI and

in interaction design to determine how perceptual processes influence the user’s

interpretation. Failing to fulfill the requirement posed by the inherent limitations

of the human brain can derail any ambitious design.

Every interface development process begins by first identifying the user’s needs

and objectives. When designing an HCI system, however, it is difficult to deter-

mine all system requirements in advance as according to [69]: “[. . . ] the tasks a

user will perform are often only known by the user after he is familiar with the

system on which he performs them [. . . ]”. The initial design should be as close as

possible to the intended final application, although meeting these requirements

with a completely new interface for a new domain is significantly more difficult

[200]. Many researchers put the end-user in the center of the design process, so

the discussion in the next subsections will be around relevant issues we deem

important.
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2.2.2 Designing for Users

The user-centered system design concept was first introduced by [99] and later

extended by [202]. According to this school of thinking the designer’s attention

should be directed towards end-users in each stage of the design process. The

final result should therefore accommodate the needs and expectations of users

rather than forcing their behaviour to comply with the features of the product.

In the work of [232], user-centered design is criticized as being too restrictive to

task-oriented needs of users and the author promotes the importance of human-

centered design for understanding cognitive capabilities and human limitations

in order to apply these principles to systems design. The work from [232] steers

an intermediate approach and considers both factors important in order to create

successful interfaces. Some key methodological issues are described in the ISO

Standard on Human-Centred Design Processes for Interactive Systems [118]. Ac-

cording to this standard, there are four key stages in planning a human-centred

design process:

1. Understand and specify the context of use. For example, there may be

different interaction requirements when the system is intended to be used

in an indoor environment compared to a public setting.

2. Specify user and organizational requirements, which means that the user

needs and the actions taken by the system to address them are well defined.

3. Produce designs and prototypes. Design ideas have to be tested iteratively

with the users in order to produce systems that match their requirements.

4. Undertake user based assessment. Evaluation either in the early stages of

the design process or after the system has been developed will help ensure

that the product is used successfully.

Determining how easy it is to use and learn to use a system is predominately

expressed under the term usability. More specifically, usability is a measure of the

“effectiveness, efficiency and satisfaction with which specified users can achieve

specified goals in a particular environment” [117]. Usability plays a crucial role in

the market success of a system. For example in 2009, the Apple iPhone and iPod
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Touch were responsible for 65% of mobile Internet usage, although they enjoyed

only 17% of the global market penetration1.

There are two inherent usability weaknesses of personal computers as stated

in [199]: (1) by their nature, they try to be all-purpose and all-user devices,

which amplifies their complexity and (2) the mismatch in the way information is

processed by computers and by humans, which makes the execution of simple

tasks by the latter far than intuitive. Several researchers and agencies have

proposed generic usability principles, which can be used to improve software

systems [69, 196, 204, 266]. In the work from [69], for example, major usability

issues are grouped under three general categories:

1. Learnability. The ease with which one can learn a system, measured by

how quickly a user can begin to effectively use it.

2. Flexibility. The variety of different ways in which the user and the system

can exchange information.

3. Robustness. The help of the system determining whether the goals of the

user have been achieved.

There is no single established design methodology that can meet the design

needs of all types of systems [175]. On the contrary, design guidelines must

be tailored for and validated against each system special requirements. Several

guidelines for user interface design have been proposed to alleviate the burden of

the developer, e.g. [4, 92, 181]. In essence, these guidelines promote the use of

HCI design patterns that try to provide an established solution to a known re-

curring problem. ISO-related standards have also come to fill the gap concerning

the ergonomics of human-computer interaction for visual display terminals [121],

or for multimedia user interfaces [119]. Despite the obvious benefits of follow-

ing design guidelines, development in real world situations may be affected by

competing guidelines and conflicting metrics of success.

Most of the design principles applied in the previous century had focused on

a single person using a single device. A paradigm shift is already taking place

1http://www.morganstanley.com/institutional/techresearch/mobile internet report122009.html/
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towards the design for social interaction and groups, something that will be a

major theme for the years to come [201]. A group is not just a sum of its parts,

so the design should differ compared to the one for individuals. Social networks

are a useful tool for studying social relationships and social phenomena through

the connections among individuals instead of examining the properties for each

one of them separately. It has been shown that all people are connected to one

another by an average of “six degrees of separation” (your friend is one degree

away from you) [72], while in Facebook, the most popular social network, this

number has been reduced to 3.74 “degrees of separation”. The flow of information

in our social entourage is constant, as what we do and think has an impact as

far as our friends’ friends’ friends, following the “three degrees of influence rule”

[55]. A good design should contemplate the personal incentives of each member

in the group or else it could derail the achievement of the common goal (if there

is any). We present a relevant experiment in Chapter 6, Section 6.4.

2.2.3 Understanding the Users

During our studies we have experimented with different target groups, e.g. school

students (Chapter 6, Section 6.2), experimental subjects from crowd-sourcing

services (Chapter 6, Section 6.3), people with functional diversity (Chapter 7,

Section 7.7), etc, that present different needs and goals. An implicit requirement

during interface design is that it must satisfy the needs and desires of different

user types. Moreover it has been shown that users have a tendency to project

personalities onto computer systems [291]. For example, it has been claimed that

there is a difference in users’ attitude towards mobile phones compared to other

technologies, as the first are treated in an emotional way [88].

The categorization of human personality goes back to Hippocrates, the an-

cient Greek physician, who offered a first distinction of user types. More recent

studies in the domain of psychology have shown that all personality traits can

be organized into five basic dimensions. In [178] it is reported that these are:

extroversion, agreeableness, conscientiousness, neuroticism and openness to ex-

perience; psychologists refer to them as “the Big Five”. The phenotype of these

traits can differ among individuals and cultures, but their underlying influence is
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shared by all humans.

Figure 2.1: Personality (left) and Emotional (right) circumplexes

According to another distinction, related to how people interact with each

other, personality traits can be characterized in terms of two dimensions: friend-

liness and dominance [160]. In the circumplex of Figure 2.1(left) the upper-right

quadrant (dominant-friendly) signifies extrovert personalities and the down-left

(submissive-unfriendly) introvert ones. Emotional states can also be described in

terms of two dimensions, namely value and arousal [252]. Value expresses a judg-

ment that distinguish how much pleasant or unpleasant something is and arousal

determines the readiness of a person to act. For example, the situation in the

extremes of feeling pleasant and anxious can be characterized as ecstasy, whereas

feeling extremely unpleasant and boredom signifies despair. Figure 2.1(right)

presents the emotional states circumplex.

Deciphering the user’s personality is a useful tool for understanding how peo-

ple interact with a system or service but also for exploring their willingness to

adopt new applications and technologies. The differentiation of user types has

an impact on the willingness to adopt new technologies, as it has been shown by

[16]. Users can be categorized as innovators, early adopters, early majority, late

majority and laggards according to their acceptance of a new product or inno-

vation. The technology adoption lifecycle as presented in Figure 2.2 shows that

when discontinuous innovations are introduced there is a gap between the first

two groups and the groups that follow. The chasm represents the gap between

the early phase of the technology and its adoption in the next phase. A new
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technology that sounds appealing to innovators and early adopters might fail to

cross the chasm and become generally accepted. Notorious example is the artifi-

cial intelligence industry of the early 1980s, that despite its initial overwhelming

acceptance by universities and target groups did not manage to reach mainstream

users. In his book Crossing the Chasm [186], G. A. Moore stresses that the focus

should be placed on one group per time and used as a base for marketing to the

next one.

Figure 2.2: Technology adoption lifecycle

The Technology Acceptance Model (TAM), first introduced by [65], aims to

offer a more profound understanding of the behavioural intentions of users with

regard to their willingness to use a system. According to this model, two factors

influence when and how users will adopt a new technology: (1) Perceived Useful-

ness (PU), which refers to the degree to which a person believes that the use of

a system will improve his performance and (2) Perceived Ease of Use (PEOU),

being the degree to which a person believes that the use of a system will be ef-

fortless. These two factors form the Behaviour Intention (BI) of users [162], in

essence the likelihood that a person will use a system in the near future. Since

then the model has undergone substantial replication, refinement and extension

and different technology acceptance models for different domains have appeared

in the literature.

An alternative perspective stemming from the work of [243] in the social

sciences, induced a new understanding on how the interaction between humans

and machines occur. Their theory, The Media Equation, claims that people tend

to treat computers and other media as if they were either real people or real
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places. After conducting several studies, they concluded that people’s responses

to media are fundamentally social and natural. This outcome is attributed to the

de facto slow biological evolution of the human brain, which has not had time to

adapt and assimilate the technological advances of the 20th century.

According to their findings, people tend to behave politely to machines under

certain situations. They performed a test where different users were asked to use

a software system and afterwards evaluate its performance. Each of the subjects

did the evaluation either on the same machine, on a different one or by using

a pencil and paper questionnaire. The results suggest that when the evaluation

took place on the same PC the feedback was more positive. We have taken that

into consideration so that all subjective questionnaires for the experiments in

Chapters 5, 6 and 7 were never available on the machine under test. Another

interesting implication is that people remember better information that comes

after a negative event during the interaction, something that designers can exploit

when something goes wrong, e.g. offer valuable information instead of plain error

messages. Finally, creating a sense of interdependency enhances the identification

of the user with the machine, which is perceived as a teammate towards a common

goal.

However, it is not only personality that matters in human computer inter-

action. Designers should also contemplate issues related to the mechanisms of

human perception and information processing. Different models have been pro-

posed in the literature concerning memory types, cognitive load, performance

prediction, etc. Short-term memory, also known as working memory, refers to

representations that are currently being used or have recently been used and

that last for a short period of time. The most prominent model of this type of

memory is the one proposed by [9], which is comprised of three main parts: (1)

the central executive responsible for the flow of information, (2) the phonolog-

ical loop responsible for processing of auditory-verbal information, and (3) the

visuo-spatial sketchpad for retaining information regarding visual and spatial in-

formation. The model suggests that there is no degradation in performance when

two tasks that use different perceptual domains, e.g. verbal and visual, are exe-

cuted in parallel. In the realm of long term memory fall all the representations

that are permanently encoded from the short term one. The level of information
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processing in working memory determines how strongly it will be encoded in the

long term one [64]. According to the findings of [116], when users were asked to

recall words for which they did shallow processing (e.g. determine if they con-

tained capital letters) or deep processing (e.g. specifying its grammatical type),

they remembered words of the second approach more easily.

The Model Human Processor (MHP) [47] is a simplified descriptive model of

the human information processing and also a way to predict how long it takes

to perform a certain task. The processing involves sequential steps between the

stimuli and the response, where the output of one step is input for the subsequent.

Other models in HCI that make quantitative predictions about execution time

for a particular task are the Keystroke-Level Model (KLM) [46] and the Goals,

Objects, Methods, and Selection (GOMS) rules [133]. Besides the sequential ap-

proach there are models that allow all processing steps to take place concurrently.

A well-known example is the cascade model of [177], where the output of the one

step is always available to the next one and the response to the stimuli is based

on all possible alternatives.

2.2.4 Simplicity in a Complex World

There is an inherent tendency in humans to seek simplicity when interacting

with any automated system or service and there is always an immediate negative

response when these are perceived as complex. Maeda [172] proposes ten laws

for balancing simplicity and complexity in business, technology and design and

three keys for achieving it. A notorious example that is based on simplicity is

Google’s search engine, where a single text box allows access to a vast network

of information.

However complexity is a fact of life. Even in its absence people seek complex-

ity, as it makes things emotionally and intellectually more interesting. Mastering

a hobby, for example, entails a continuous addition of complexity, an ideal level

of which is a moving target. In [201] there is a fundamental distinction between

the words complex, which describes a state of the world and complicated, which

describes a state of mind. Simplicity or complexity is related to whether or not

users have the correct conceptual model of how a system or service operates.
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According to the “Tesler’s law of the conservation of complexity” [255], the

total complexity of a system remains constant. This emanates from the fact that

as designers introduce changes that make the life of users easier, the complexity in

the background increases. The challenge is to decide how many visual controls and

displays to offer, as more may degrade the perceived simplicity and less may affect

the simplicity of use. The scientific calculator with around fifty buttons has not a

very high perceived simplicity but it would be impossible to obtain simplicity in

usage with a single button calculator. One can hide the complexity as in the case

of the Swiss army knife, where only the tool you wish to use is exposed, while the

others are hidden. The reader will find some interesting guidelines in [201] about

how designers and end-users can cope with complexity. We have tried to reduce

the perceived complexity of the systems used in the experiments of Chapters

5, 6 and 7, as this could skew the aim of our studies. We have incorporated

constrains on the interfaces to prevent unwanted actions (forcing functions), for

example, by not allowing any other user action until speech recognition finishes.

Additionally, automation eliminates the need for doing a task, e.g. we have

introduced the playback of the user’s voice after speech recognition completes, in

order to identify problems with the audio recording.

In the next section we move to a more focused area of HCI, the multimodal

interaction, which is the main research area of the current thesis.

2.3 Multimodal Interaction

Multimodal interaction is based on the idea that people want to interact with

machines in a more natural and transparent way. Moreover, studies have shown

that it is easier for users to perform tasks together when they use different modal-

ities, than when they use the same one. Multimodal interfaces can benefit from

the fact that task performance is typically better when the tasks rely on different

input-output modes [314], and thus offer more flexibility and reliability compared

to other human/machine interaction means [208]. They couple speech interaction

with different types of input methods such as pen, mouse, touch, manual gestures,

gaze, head or body movements, and output methods such as synthesized speech,

audio, plain text, motion video or graphics [149, 208, 304]. According to [76],
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Table 2.1: Human senses and associated input and output types (Source: [130])

Sense Input Types Output Types

Sight Eye tracking
Retinal scan

Visual displays (small and
large) of graphics and text

Hearing Speech Text-to-speech

Speaker identification Recorded audio

Humming Auditory icons and earcons

Sonification

Touch/ Keyboard Tactile display

Gesture Mouse/pointing device Braille display

Handwriting Haptic/force feedback display

Gesture and motion

Pressure sensing

Heat sensing

Fingerprint recognition

Smell Chemical odor-detecting sensors Olfactory output

Taste (currently none) Gustatory output

efficiency should not be considered the main advantage of multimodal interfaces

as they only speed up task completion by 10% [206]. More important, multi-

modality offers enhanced error avoidance and correction accommodates a wide

range of situations, users, and tasks and is preferred by users [61, 207]; for guide-

lines concerning multimodal interface design refer to [244]. Table 2.1 presents an

association between input/output modalities and the five human senses. For the

systems implemented in Chapters 5, 6 and 7 we have used speech and gestures

as input modalities, while visual, audio and text-to-speech as output ones.

Users typically provide input in one or more modalities, and receive output

in one or more modalities. According to [301] multimodal input can be classified

into three types of categories, namely: (1) sequential, when the input is received

by a single modality, (2) simultaneous, when it is received by multiple modalities

which are treated separately (there is an example in Chapter 7) or (3) composite,

when the input is again received on multiple modalities at the same time but is

treated as a single one.

25



The first category is the most common one in the literature, however with the

advent of new ways of interaction (e.g. body gestures) the shift is more towards

simultaneous and composite multimodal input interfaces. A further distinction

in modality types stems from their synergistic behaviour in accomplishing a task.

Specifically, as stated in [301], multimodality can be identified either as supple-

mentary or as complementary. In the first case users can pick which modality

suits them best and perform the task required, whereas in the second case interac-

tion in one modality is used to complement interaction in another (e.g. an input

such as “Is this a report?” while pointing at a file [114]). The complementarity

makes the interaction faster since the modalities can be used to convey shorter

messages.

2.3.1 The Speech Modality

Despite the scientific advantages in speech technologies of the last decades, unhin-

dered recognition and understanding of human voice is still an insurmountable

problem. In speech recognition tasks, human subjects produce one to two or-

ders of magnitude less errors than machines [90]. However, numerous successful

speech-related applications are already available in the market and in academia.

Speech is the predominant modality used throughout this work and in Chapter 4

we describe more thoroughly how we managed to support it on a mobile device.

In this section we provide a brief overview of the topic.

2.3.1.1 Speech Recognition

State-of-the-art ASR systems are stochastic in nature and typically are based on

Hidden Markov Models (HMM) [230]. A successful ASR system must address a

series of challenges including: variability of user speech, various dialects, different

voices, prosody, coarticulation, etc. The recognition process seeds to maximize

the likelihood of a given word sequence W when the audio sequence O is observed.

This can be expressed in the following way:

∧
W = arg max

W
P (W |O)
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According to the Bayes rule the equation can be written as:

∧
W = arg max

W

P (W )P (O|W )

P (O)

As the denominator does not play any role in the maximization of the result,

the equation can be finally written as:

∧
W = arg max

W
P (W )P (O|W )

P(W) is the probability that the word string W is spoken and constitutes

the language model. P(O|W) expresses the probability of observing audio data

O when the word string W is spoken and constitutes the acoustic model. Figure

2.3 shows some typical steps of the speech recognition process.

Figure 2.3: Typical speech recognition process components

The acoustic model is the statistical representation of the distinct sounds of a

language, which are called phonemes. As stated in [6], a phoneme is “the smallest

segmental unit of sound employed to form meaningful contrasts between utter-

ances”. The number of phonemes varies across languages, with British English

having around 40 (depending on the interpretation of the individual researcher).

The maximum number of phonemes is 141 for the Khoisan language !Xũ, while

the typical number of phonemes lies between 20 and 37 according to [171]. There

are different approaches to modeling them, of which the most prominent is based

on Hidden Markov Models. After creating a large database of speech - a speech
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corpus - we use specific training algorithms in order to create an HMM for each

phoneme. A generic one-size-fits-all acoustic model is still an elusive goal. How-

ever, most speech systems claiming to be speaker-independent achieve high rates

of performance by specializing the models to the language, dialect and age of the

target group.

The language model specifies which words and in which order can be rec-

ognized by the system. There are two approaches in order to build a language

model, either with data-driven or with rule-based techniques. Data-driven lan-

guage models also known as corpus-based or statistical, are based on the statistical

probability that a given word is followed by another given word. Most of the time

either bigrams (2-word-sequences) or trigrams (3-word-sequences) are used in or-

der to calculate this probability. The main drawbacks of this approach are that

a large quantity of data are needed to perform the previous calculations and

grammatical errors can be left undetected since there is no underlying grammar.

Rule-based models (also known as grammar-based language models) on the other

hand actually need no training data, instead a so-called Context Free Grammar

(CFG) is used to describe all acceptable word sequences. A clear disadvantage of

this approach is that a large number of rules must be written in order to cover all

possible grammatically correct structures, which makes the creation of a CFG for

a complex domain a challenging task. The reader should note that the platform

used for the experiments of this thesis, which will be presented in Chapter 3,

utilizes language models of the second type.

2.3.1.2 Speech Synthesis

While speech recognition is the transcription of speech to written text, speech

synthesis is the reverse procedure. Automatic waveforms are generated according

to an input text and based on previously analyzed speech data. The two most

common methods for generating the synthesized speech are concatenative syn-

thesis and formant synthesis. The first approach is based on the concatenation of

segments of prerecorded speech, and normally produces more natural synthesized

speech. The length of these segments can vary from individual phonemes up to

complete phrases. On the other hand, formant synthesis tries to model human
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speech production and generates artificial, robotic sounding speech.

Besides being comprehensible, modern speech synthesis systems should cope,

for example, with appropriateness in dialect or gender and provide sufficiently

natural quality to avoid irritating the listener. Furthermore, special consideration

must be taken to certain commonly used structures. Consider, for example, the

announcing of a telephone number that can be performed by grouping the number

in sets of two or three digits.

On the other hand cultural issues may arise as the expression and perception

of emotions may vary from one culture to another [174]. These differences have

an impact on how people perceive a speech synthesis system. According to [193]

synthetic speech of a person from the same ethnic group as the one of the evaluator

is perceived to be more socially attractive and trustworthy than speech from

apparently someone with a different background. In a similar direction, once

the emotional state of the user is identified, the Text-to-Speech (TTS) can adapt

accordingly by responding in a way that shows empathy.

2.3.1.3 Speech Interfaces

Speech interfaces or voice user interfaces are what a person interacts with when

communicating with a spoken language application [60]. VUIs are temporal (rely

on the dimension of time), while most common visual interfaces are spatial, (rely

on the three dimensional of space). The interaction normally follows a dialogue

flow, which can be described as a series of related conversational steps. The his-

tory and the current context of the interaction must be maintained in order to

notify users about the information required to satisfy their goals. When design-

ing a VUI, we have two possible dialogue strategies. The first is called system

initiative or directed dialogue, where in essence the system initiates and closely

directs all interaction. You can think this turn based system/user interaction as

though they were filling a form. In the second strategy, called mixed-initiative,

the system accumulates pieces of information asynchronously and with no par-

ticular order. An answer to a question like: “What are your travel plans?”, may

contain information about the place of departure, the place of arrival, the date,

different combinations of those elements or none of them. The system should
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take action and prompt for the missing information.

Figure 2.4: Different microphone activation strategies: (a) speak after the
prompt, (b) barge-in, (c) push-and-hold and (d) push-to-talk

There are different techniques for triggering recording from a microphone,

which are correlated with the technology available and the deployment plat-

form. Traditionally, telephone-based speech interfaces have incorporated two of

the strategies shown in Figure 2.4, where the recording initiates just after the

system prompt has ended (a), or when the user “barges-in” and interrupts the

playback of the prompt (b). If a graphical interface is present the recording can

be activated using a push-and-hold strategy (c), where the start and the end of

the process are signified by the press and the release of a button respectively.

Finally, most state-of-the-art speech applications adopt a push-to-talk approach

(d), where the system is responsible to identify when to stop recording. The

reader should note the last two techniques (c-d), as each of them was used in one

of the two architectures presented in Chapter 4.

An inherent deficiency of speech interfaces, especially those available on the

telephone, is the quantity of information presented to users. According to [182]

humans can hold on average 7 ± 2 objects in their working memory. The fusion

of speech and graphical interfaces alleviates this issue as the screen display can

be used as a constant reference point. Other source of inconvenience includes

background noise, which may degrade recognition performance but also alter the

user’s behaviour. The “Lombard effect”, for example, is a name given to the

behaviour pattern where talkers change their articulation effort when speaking in
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a noisy environment and raise their voice to be understood by the listener.

In alignment with previous work of [243] on social implications when inter-

acting with media, further studies reveal that we respond to voice technologies

as we respond to actual people [193]. As reported in [194]: “Individuals be-

have toward and make attributions about voice systems using the same rules and

heuristics they would normally apply to other humans”. These findings urged

many designers to create speech interfaces which attributed human characteris-

tics to them (anthropomorphism). Intelligibility, for example, is enhanced when

a talking head is added to a natural voice system according to [22] (that is why

we have used it in Chapter 6, Section 6.3.2). Similar features have been discussed

in the context of tangible interactions [259], where it is reported that the presence

of a voice, including natural language, is a strong trigger for anthropomorphic

perception. In previous speech-enabled systems, especially on those created over

the telephone, callers where often misled into thinking they were interacting with

a human. This had the result that they asked for things beyond the capabilities

of the system. Many theories of conversation suggest that dialogue partners seek

and provide evidence about the success of their interaction [59, 285].

Critical of the previous approach, B. Balentine identified some pitfalls when

speech interfaces try to behave as humans. As stated in [12]: “a machine that

pretends to be a person is invariably a bad person”. Without challenging the

scientific merit of the work in [243] and [193] - actually he agrees that people are

able to treat machines as though they are humans - he objects to the assumption

that these results are somehow useful to interface design, especially when they

encourage a machine to interact in a social manner.

These objections stem from issues related to: (1) users’ set and setting, (2)

effects of the interaction, (3) cumulative impact after repeated interactions and

(4) assumptions of the user interface goals. Specifically, the mental and the

emotional state of users along with the environmental circumstances are very

different in the laboratory compared to normal conditions, e.g. users have no

stake in the outcome of the experiment. Similarly, interactivity compared to

passive observation (used in many of the previous experiments) creates internal

mental models that change constantly. When a conversation with a speech system

initiates it is normal to encounter behaviours like the previous approach predicts
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[243], [193]. As the interaction proceeds however (especially if it is unsuccessful)

users discover quickly that the application has no intelligence. Finally, concerning

the goals of the interfaces under study, too much value was attributed to likability

and satisfaction rather than to task completion or error rates.

2.3.1.4 Speech-to-Speech Translation

Another emerging field that uses the speech modality is speech-to-speech transla-

tion; we will present a relevant application in Chapter 3, Section 3.5.2. The “Star

Trek” universal translator appeared several decades ago was the first, at least con-

ceptually, device that could accommodate unhindered and perfect translation of

languages between humans (or even aliens). Ever since the high expectations

fueled by this vision have not been fully realized. The inherent limitations to

accomplish this task are not related only to recognizing what word was spoken

but more importantly deciphering its meaning. Consider, for example, the word

“soup”, which can be interpreted as a kind of food but it can equally refer to a

particular kind of fog. Taking this into account, the implementation of a universal

translator for the almost 7,000 languages spoken around the world is a massive

undertaking.

Although construction of a universal speech-to-speech translator still seems

an insurmountable problem, significant progress has been made in recent years

towards the more modest goal of building domain specific translators for one

pair of languages. Different efforts towards the deployment of speech-to-speech

translation systems have been pursued in recent years in the context of several

DARPA projects1 including Babylon and the Spoken Language Communication

and Translation System for Tactical Use (TRANSTAC), and European projects

like the Technology and Corpora for Speech to Speech Translation (TC-STAR)2.

Especially in the last decade significant progress in two-way speech-to-speech

translation has be made, including work from CMU [303], IBM [95], SRI [2],

BBN [272], and USC [20].

New trends in speech-to-speech translation shift the scenario of use from lim-

ited domain to unlimited domain translators for broadcast news, parliamentary

1http://www.darpa.mil/
2http://www.tcstar.org/
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speeches, academic lectures, telephone conversations, meetings, etc. Despite the

fact that most emerging systems for unlimited domain adopt data-driven learning

approaches (statistical or example based) [225], knowledge-based design can be

proved more effective when the translation is safety-critical (e.g. in the medi-

cal domain [29]). Hybrid architectures that combine the benefits of both worlds

have also been developed, where multiple ASR engines and multiple translation

engines are employed [87]. Finally, there are situations that systems like these

would be far more useful to users if they were available on a hand-held device,

so the convergence with the mobile world offered various systems of this kind (cf.

[96, 225, 286, 319]).

2.3.2 Multimodal Architectures

In multimodal interface design one should address two challenges, one with re-

spect to the combination of the input modalities, known as fusion and one related

with the combination of the output modalities, known as fission. In order to ex-

ploit their full potential, multimodal interfaces should not just rely on the mere

juxtaposition of the different modalities but rather invest in the seamless syn-

ergies among them [219, 281]. For example, the visual dominance effect [276]

reveals that information gathered via vision has a greater perception impact, as

opposed to percepts of other modalities of the same relative intensity.

Traditionally, multimodal applications use a pipeline architecture to interact

with users. Input is processed in sequential steps to obtain an output that may

include the fusion of the different multimodal inputs, decisions taken by a dia-

logue manager and the presentation of the output according to the fission module.

However this architecture has the drawback of being slow as the processing flow

has to pass through every step in the pipeline and no parallel tasks can be per-

formed. For interactive systems this approach is suboptimal [97] and especially

for mobile systems it can lead to bulky deployments.

The inherent deficiencies of the pipeline architecture have prohibited its adop-

tion by many multimodal frameworks. In the work of [261] for the Galaxy-II

Communicator a separate module is put in the middle of the pipeline to control

the flow of the processing. Specifically, a hub decides when it is time for each
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component to perform its task. Other frameworks, also used for multimodal ap-

plications, exploit an agent-based topology where each agent communicates with

another when needed and they can be customized for each application [50, 153].

An agent-based architecture was also adopted by the Jaspis framework [294],

which divides processing into small software components (agents) each of which

is selected by another set of evaluator modules to take part in the processing

chain. Agents and evaluators can be grouped into larger collections and can be

called dynamically.

The splitting of the pipeline architecture can take place at different points

[247]. The simplest approach is a client/server scheme, where the remote server

accommodates all the heavy processing and the client (normally a mobile phone)

is used as a terminal. Many systems follow this approach however with different

proportions of tasks assigned to each of the two peers. In [26], for example,

the client offers the necessary GUI and audio I/O functionalities and the server

takes care of the rest using the hub architecture described earlier. Others have

offered a more efficient distribution of tasks, where parts of the dialogue processing

are performed in both sides [292]. In this way device-dependent and device-

independent parts are kept separate and the architecture can be more easily

extended to a new device.

2.3.3 Related Standards

Many of the standards available for developing speech recognition applications are

directly aligned to the standards available for web applications. This approach

unifies both worlds so that voice-enabled applications can be accessed through

a normal web-browser. The World Wide Web Consortium (W3C) has pro-

posed a series of standards like Voice Extensible Markup Language1 (VoiceXML),

Speech Recognition Grammar Syntax 2 (SRGS), Speech Synthesis Markup Lan-

guage3 (SSML), Multimodal Architecture and Interfaces4, etc.

VoiceXML uses HTML-like syntax and the application’s logic consists of a se-

1http://www.w3.org/TR/voicexml20/
2http://www.w3.org/TR/speech-grammar/
3http://www.w3.org/TR/speech-synthesis/
4http://www.w3.org/TR/mmi-arch/
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ries of pages. Web content is accessed using only voice as an input modality, mak-

ing web information accessible from fixed or mobile phones. The voice browser

is responsible for rendering the VoiceXML pages, interpreting them and also in-

teracting with the telephone channel. Most commercial voice browsers support

VoiceXML and there are also open source VoiceXML tools, such as Carnegie Mel-

lon’s OpenVXI interpreter1. Voice browsers normally reside on a remote server

and are accessed using a dumb telephone device. With the proliferation of more

powerful smartphones however, client side speech processing is also feasible. In

this direction an extension of VoiceXML was also proposed by [231] that includes

tags specifying where the processing should be done. There are also some other

languages besides VoiceXML that still exist in the market like the Speech Appli-

cation Language Tags (SALT). SALT is a lightweight set of extensions to HTML,

WML, and XHTML that enable multimodal and telephony access to informa-

tion, applications, and Web services. SALT adds a spoken dialogue interface to

Web applications for both voice-only browsers (e.g. over the telephone) and mul-

timodal browsers. The SRGS specifies what the user is supposed to say, which

constitutes the recognition grammar of the application. By utilizing special tags

it is possible to express complex phrases that a user can utter. Besides XML

syntax one can use augmented Backus-Naur Form (BNF), however the XML ap-

proach is more common. SSML is an XML-based markup language for speech

synthesis applications. It offers a set of tags to control the style and the prosody

of the speech output in order to improve the quality of the synthesized content.

There are other standards related to multimodal interaction that include vari-

ous markup languages like the Extensible HyperText Markup Language (XHTML)

+ Voice2, informally known as “X+V”, the Multimodal Markup Language (MML)

[249] and the eXtensible Interaction Scenario Language (XISL) [144]. Efforts like

[156] and [267] have also used the User Interface Markup Language (UIML)3

in mobile multimodal systems. The Synchronized Multimodal User Interfaces

Markup Language (SMUIML) is proposed in the work of [75], which allow de-

velopers to describe the human-machine multimodal dialogue and to control the

1http://www.speech.cs.cmu.edu/openvxi/
2http://www.w3.org/TR/xhtml+voice/
3http://www.uiml.org/
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fusion of multiple input modalities.

The next section is dedicated to the third research area of this work - the

world of mobile devices. We consider the special issues that a mobile device

imposes on the interaction and we also present efforts to deploy multimodal mobile

applications.

2.4 Mobile World

The cell phone is the most ubiquitous example of mobile platform (87% of global

penetration [125]) that in recent years has evolved beyond a device for just making

phone calls. Current cell phones subsume many of the functionalities offered by

other devices, as they can be used like cameras, personal digital assistants, e-mail

clients, web browsers, navigation systems, etc. The modern cell phone (a.k.a.

smartphone) already changes the way people from different backgrounds and

experiences are connected to the digital world, becoming the mass computation

platform of the future [15]. According to [112] smartphones will surpass regular

mobile phones in sold units in the next few years. Unlike early computers, where

many users used the same machine, and personal computers with usually one user

per machine, a single user is likely to own more than one mobile devices [199],

and interact with them in different ways and for diverse tasks.

The fusion of mobile and Internet domains, using packet-based networks as a

common infrastructure, brought a new perspective on how people communicate

and also enabled access to services independent of the type of access. With Inter-

net Protocols (IP) it is possible to enrich end-user experience by combining voice,

video, text, and content seamlessly for person-to-person communication. More

specifically the transmission of voice over data networks has attracted attention

mainly due to economic reasons. A new genre of applications that use Voice over

IP (VoIP) have emerged (a notable example is Skype) but without being free of

cost, as there is a significant degradation of speech quality. We will deal with

similar issues in Chapter 4, where two different architectures for streaming audio

from a mobile device will be presented.

With developers and carriers racing to endow users with the ability to do

just about everything on their mobile devices, e.g. improving seniors capability
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to travel [101], tele-monitoring of patients [302], etc, the design of application

interfaces offer unique challenges for the best user experience. There is some

evidence, for example, that users regard smartphones with more sophisticated

display capabilities and keyboards as extensions of their desktop [139]. Mobile

devices demand unique usability solutions stemming from properties of the de-

vice: small screen size, low resolution, limited input capabilities, slow hardware

resources, interaction in public settings and unreliable connectivity [318]. The

work of [38], for example, proposes a set of guidelines in order to overcome the

problems posed by the limited screen space normally available on a mobile de-

vice. All these factors can create problems that, if not carefully considered, can

degrade even very good applications into a brittle design.

Unlike the case of personal computers where a handful of operating systems

dominate the market (Windows, Unix, MacOS, etc), in the realm of mobile de-

vices the type of operating system is mainly influenced by the manufacturer. The

processing and memory resources of a device along with power battery limitations

vary significantly from one vendor to another. This has led to a diversification

of the available mobile platforms and made the development of compatible ap-

plications for all of them a problematic task. However in recent years a similar

convergence of operating systems, like the personal computer paradigm, takes

place and major hardware manufacturers adopt off-the-shelf solutions (cf. Win-

dows Mobile, Android, iOS).

The social impact of this behaviour is yet another aspect that should be taken

into account. For example, as reported in the work of [166], people perceive

mobile phone use in restaurants as unacceptable. Talkers tend to speak louder

to the mobile phone and people nearby feel coerced into eavesdropping into the

conversation. It is normal to see signs in public places that prohibit the use of

mobile phones due to similar reasons. In addition, user’s non-verbal behaviour is

also altered under these circumstances. As cited in [190] after studying mobile

usage in trains, people tend to change their gaze and turn their body away from

the person next to them. Generally speaking, people have rules that determine

their behaviour in public settings to which mobile systems and services must

conform.

Besides the social implications of the interaction with a mobile device, social

37



factors have an influence on technology acceptance per se [162]. Technology

acceptance models applied to mobile devices may differ from the ones appropriate

to other technologies. For example, mobile applications have an inherent leisure

component, therefore hedonic aspects of the interaction should be considered

[305]. Utilitarian systems, often found in workplace settings, provide instrumental

value to users (e.g. instructions to perform a task). Hedonic systems on the

other hand, promote self-fulfilling values to users (e.g. enjoyment). In order

to maximize mobile technology acceptance the implications of both hedonic and

utilitarian orientations have to be considered.

2.4.1 Interacting with a Mobile Device

Besides the challenges of mobility presented earlier related to the smaller display,

the multitude of relevant social situations, access availability, etc [109], mobile

devices usually compete for the same human resources needed for other mobility

tasks [151] as users, whilst mobile, perceive information differently [191]. As the

context of use changes so do the factors that are significant for interaction within

the specific context. Mobile environments are usually multitasking, therefore

interacting with a mobile device may not be the primary task [48]. In this context

users may stop interacting for some time so issues related to task resumability are

of prime importance [84]. Moreover, observing objects on a non-stable screen may

be affected by the parallax phenomenon - the difference in their apparent position

when they are viewed from different angles. There is also evidence indicating that

users prefer mobile interfaces that can be operated with one hand [143].

Metaphors used traditionally in interface design - the most prominent being

WIMP (Windows, Icons, Menus, Pointers) - rely on the supposition that users

interact only with the computer system. The PC most of the time remains

unaware of the events that are taking place in the surrounding world. In the

mobile case, however, the interaction may follow at different path depending on

the surrounding physical world. Space and location define a new design space

for interactive mobile systems according to [70]. Extending these ideas, Kinetic

User Interfaces (KUI) [214] target recognition of users’ goals and intentions from

various properties of motion of objects in the physical space.
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The diversity of devices for human machine interaction reflects the fact that

there are many different types of input/output data, many different user types

(e.g. people with disabilities) and many different settings (e.g. outdoors). In

the realm of mobile devices we can identify several ways for data to be entered

into and obtained from a system [69]. Numeric keys are the most common way

to enter text on a cell phone, which combined with the predictive T9-algorithm

can reduce input time. QWERTY keyboards also exist in many mobile devices

and offer a standardized layout for providing text. Touchscreens have allowed

the implementation of software keyboards on the screen and the creation of more

intuitive user interfaces. Common interaction paradigms utilize small trackballs

and joysticks inspired largely by the success of the mouse in the desktop world.

Other hardware sensors, like accelerometers, gyroscopes, magnetometers, etc,

can also provide valuable types of data. Advanced methodologies, like hand and

gesture recognition, speech recognition and eye-gazing, assist the creation of more

natural interaction paradigms. New devices such as Augmented Reality (AR)

displays create a new reality by overlaying electronic information over the real

world. The merge of computational artifacts with physical artifacts will improve

the potential of mobile devices and allow their usage as augmented reality tools.

2.4.2 Multimodal Mobile Applications

Mobile multimodal applications can be deployed on mobile phones, PDA-type

devices, smartphones or tablets. In this subsection we provide an indicative

overview of the state-of-the-art mobile multimodal applications in different areas.

This list does not aim to be exhaustive but rather to provide a flavour of the

different efforts to deploy multimodal mobile applications.

As part of the EC-funded COMPANIONS project, mobile multimodal sys-

tems, called companions, introduce the concept of building long-lasting relation-

ships with their users in order to support their everyday health and fitness related

activities [295]. Instead of providing detailed advice on specific health-related is-

sues, the role of these companions is to support overall lifestyle changes in the

user’s daily habits. The interaction with the application is based almost entirely

on speech using a push-to-talk model. Input can also be provided by tapping on
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elements on the screen or by pressing shortcut keys of the device. The device can

accommodate a medium sized recognizer (hundreds of words) using grammar-

based language models.

TravelMan is another mobile multimodal application tailored for public trans-

portation information; more specifically for planning a journey and for obtaining

guidance during the journey [293]. The interaction is based on multidimensional

menus that are operated with directional keys of the device, based on the reel

metaphor. The input can be speech, physical browsing and gestures and position-

ing information, while the output can be synthesized speech, graphical elements

optimized for small displays using fisheye techniques [18], two types of non-speech

sounds, and haptics. Finally, the system uses a distributed architecture for speech

recognition.

Mobile terminals can also be utilized in conjunction with other infrastructure

for serving different collaborative tasks. For example, Calisto [21] is a collabora-

tive kiosk infotainment system for public places (e.g. museums or exhibitions.),

where users can connect their mobile devices to large public terminals and share

information via multimodal interaction. Users can speak commands to their

device and combine them with deictic pointing gestures to objects on a large ter-

minal display. The device also supports touch- and gesture-based interaction, as

for example, one can throw a media object from the device to the large terminal

with a frisbee-like hand gesture.

In the work of [218] the aim is the design of information-filling mobile mul-

timodal systems that combine speech and graphical user interface input. Their

main focus is to identify and exploit the synergies resulting from the mixing of

modalities. According to their findings, multimodal interaction modes are almost

always better in terms of shorter interaction times and error correction synergies

compared to unimodal modes. The implemented system is built using the Bell

Labs Communicator dialogue platform [223], which is accessed over the network.

Another area where multimodal mobile interfaces can provide solutions, con-

cerns voice search for businesses, directory assistance, navigation, etc. Search Vox

[213], for example, is a mobile search interface that leverages multimodal refine-

ment capabilities. Specifically, it facilitates touch and text refinement whenever

speech fails and according to the authors the relative reduction in error rate is
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28%. In a similar manner, the work of [136] proposes the usage of multimodal

dialogues for multimedia search tasks, where one can continue to iteratively re-

fine and extend their query. Mobile search queries can also be formulated by user

inputs that combine different modes. In the example taken from [78] speech and

gestures are combined so that the spoken query: “gas stations” + <route drawn

on display> will return the gas stations along the specified route traced on the

display.

Real-time error handling through different modalities is another potential

strength of multimodal interfaces. An example is Parakeet [298], a touch-screen

system for efficient mobile text entry using speech, where the recognition result is

corrected by selecting words from a confusion network or by using an onscreen key-

board. In the performed user studies, authors claim that the confusion network

interface allowed correction of over half of all recognition errors and participants

could write at 13 words per minute while walking in an outdoor environment.

We can also cite some prominent commercial applications in the area like:

the (1) Personal Health Assistant from Openstream1 for creating and updat-

ing personal health records, (2) FlexT9 from Nuance Communications2 for pre-

dictive text entry, (3) MobileCareMyAssistant from Convergys 3 that blends

relevant technology with assisted services for business transactions, (4) Angel

Multimodal Application from Angel4 allowing users to engage Interactive Voice

Response (IVR) systems in real-time multimodal interactions and (5) U-verse

Voice-Enabled Remote App from AT&T5 permitting customers to use voice re-

mote control capabilities for their TV set.

The final section of this chapter provides a short overview of the evaluation

methodologies commonly used in HCI research with special focus on speech and

multimodal systems.

1http://www.openstream.com/
2http://www.nuance.com/
3http://www.convergys.com/
4http://www.angel.com/
5http://www.att.com/
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2.5 Evaluation

Evaluation constitutes an integral part of any system development process through-

out the design life cycle. According to [69] evaluation has three main goals: (1)

to assess the extent and accessibility of the system’s functionality, (2) to assess

users’ experience of the interaction and (3) to identify any specific problems with

the system. However there is not a commonly accepted methodology for evaluat-

ing spoken dialogue systems despite the fact that numerous pertinent techniques

have been introduced [77]. In the case of their mobile counterpart this problem

is even more acute. The broad range of diverse sub-components and systems, ne-

cessitate specific qualitative and quantitative evaluation in terms of performance,

reliability, user satisfaction, etc. But even so this task is far than being trivial;

Albert Einstein is reported to have said “not everything that can be counted

counts and not everything that counts can be counted”. Evaluation has played a

key role throughout this work either with the objective measurements of speech

recognition quality in Chapter 4, the user studies of different multimodal systems

in Chapters 5, 6 and 7 or with the introduction of a general evaluation framework

for mobile applications in Chapter 8.

2.5.1 Evaluation Methodologies

In [69], there is a distinction between evaluations performed by the designer or

a usability expert (expert analysis) and ones performed with end-users. In the

first case, as the name suggests, expert evaluators are responsible for identifying

parts of the design that violate empirical results or known cognitive principles.

Expert analysis can be performed either by having evaluators go through each

step of the design (cognitive walkthrough), by using general principles or rules

of thumb (heuristic evaluation), by using certain cognitive and design models

(model-based evaluation) or by applying results obtained from previous studies.

On the other hand, engaging end-users in the evaluation can reveal more weak-

nesses of the design and more realistic problems in usability. Usability evaluations

are important in order to understand how people use technology in the real world,

to compare different prototype designs, to assess whether or not the product or

application meets usability requirements and to ensure that they conform to in-
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dustry standards [228]. System Usability Scale (SUS) has been proposed as a way

to measure the usability of a product and also to assess usability across releases

[40]. It presents ten statements to which users express their agreement in a Likert

scale between Strongly Disagree to Strongly Agree. According to their responses,

an overall usability score is derived on a 100-point scale, where a score of over

80% is considered good usability [290].

Traditionally, most HCI experiments take place in a laboratory setting, as it

offers the ability to control different environment factors easily. In this way the

designer can focus on the hypotheses under study and eliminate variables that

would complicate the deciphering of the experiment’s outcome. On the other

hand, field studies take place in natural surroundings, where the application is

designed to be used, also known as context of use. Different requirements and

expectations would apply, for example, when the user is on the move or while

driving. Similarly, situation induced disabilities [260] or other physical disabilities

of the users, impose special consideration for application or service design (see

Chapter 7 for a relevant discussion). On the opposite side, field experimentation

almost always has higher cost to design and execute, while in laboratory studies

one can iteratively test multiple versions of the prototype. Even if usability

problems are detected at the same rate in the laboratory and in the field, it is

reported that the user’s attitude towards the system changes when the test is

performed in its natural environment [10]. One can also try to simulate outdoor

testing in the laboratory. For example, in the work of [147], users were asked to

interact with a system while performing activities normally occurred in real-life

usage. In our work we have used both approaches. The majority of the studies in

Chapters 5, 6 and 7 took place in an office environment, but in other studies we

have allowed users to download and use our applications at their own convenience

(Chapter 6, Section 6.3).

Evaluation must begin in the early stages of the design process, and ideally

the prototype should be tested on the actual handheld device that it is meant

to be used with. However, even if a functional interface is not available, early

prototyping is used as part of the iterative design process and can be achieved

either with simple paper and pencil testing or with emulation. The benefits of

the first approach are that it is cheap and easy to execute. The interface can be
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sketched on a piece of paper and subsequent pages may reflect the information

that would appear on the screen at each stage [312]. When adequate resources are

available, resorting to emulation is always a better choice. There exist desktop

emulators for most handheld devices, that the designers can utilize. In the field of

multimodal interaction, especially when natural language interfaces are involved,

it is very common to use the Wizard of Oz (WOz) methodology for interfaces

that are partly implemented. In WOz experimentation a real human supplies the

missing functionalities of the system, without the user being aware of this. In

order to convey the illusion that the interaction is indeed with a fully operational

system, the designers have to clearly understand the functionalities they want to

test, and the wizard has to simulate the system realistically [89].

Another important issue is the selection of experimental subjects, which should

reflect representative members of the target population, sample. When we form

our sample the aim is to minimize the selection bias - using a testing group differ-

ent from the target group of end-users. There are various ways to create a sample

according to the type of the experiment and the resources available. As cited in

[170], researchers can obtain as random a sample as possible using the following

techniques: (1) stratified sampling - if a particular group consists the 10% of the

general population then 10% of your sample should contain subjects from this

group, (2) quota sampling - get a specific number of people according to your

requirements (e.g. 4 men between 20 and 40 years old) and then stop, (3) cluster

sampling - identify and approach the people that would be more interested for

your system, and (4) opportunity sampling - recruit the people who are the most

easily available to you at that time.

There is no evident consensus on the appropriate size of the sample for an

experiment. According to [196], a number between 5 and 10 subjects is enough

to identify the main problems of an interface. [299] arrives at a similar conclu-

sion, where 80% of the usability problems is detected with four or five subjects.

However, in the work of [62] it is claimed that the ideal number of participants

should be around 30. A new way for recruiting experimental subjects is offered

by crowd-sourcing services (e.g. Amazon Mechanical Turk (AMT)1), where one

can recruit workers with specific qualifications in low cost. We have used this

1http://www.mturk.com/
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crowd-sourcing service for the experiment in Chapter 6, Section 6.3, which beside

other benefits has opened the door to a vast source of experimental subjects.

AMT is particularly well suited to the tasks of generating and processing natural

language [269] and in the near future we expect to see more utilization in the

field of interface design. In the case of dialogue systems, for example, it has been

reported that evaluations using subjects from AMT and subjects from a more

controlled group offer indistinguishable results [137].

Most user studies are limited to a short period of a handful of sessions. Ac-

cording to [292], however, the long-term usage of an application reveals that

different interaction patterns can emerge. In short-term usability studies, for

example, users are typically introduced to all the available features of a system

that they are supposed to use. On the contrary, in real-life situations users may

restrict themselves to a smaller subset of these functionalities.

2.5.2 Evaluation for Speech and Multimodal Systems

Speech recognition applications are in general sensitive to surrounding conditions,

as background noise can degrade system’s performance. Moreover, interaction in

social environments may be prohibited due to privacy issues. Speech interaction

in a mobile environment poses different challenges concerning the role of the

system, as users will not have many of the props around them to support their

task (e.g. notes on desks). Furthermore, in multimodal evaluations users may

be overwhelmed by the functionalities offered so that they are concentrated on

a particular approach or method for solving a task without being able to see

alternative and obvious solutions, as though they are “looking through a straw”

(tunnel vision effect [200]).

The most common approach for evaluating a system is to leverage different

computer- and human-centered metrics, most commonly known as objective and

subjective evaluation (refer to Appendix A for the metrics and tools used in the

current work). In the case of objective measurements, the results are normally

derived from system’s logs during the interaction. The large availability of di-

verse metrics makes the work of an evaluator less than a trivial task, especially

when it should combine speech interaction and mobility. The work of [185], for
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example, reports 36 different objective metrics just for spoken dialogue applica-

tions, whereas the case of PARADISE [306] offers a single framework to evaluate

systems of this kind.

On the other hand, exit questionnaires that mostly reflect user’s opinion are

utilized for subjective evaluation. Quality of Experience (QoE) [127] examines the

perceived quality from the user’s perspective and the reader can refer to [310] for

relevant metrics in the realm of multimodal interfaces. The SERVQUAL method

[104] and work from [184] suggest that mobile spoken dialogue systems can be

approached more as a service and less as an application. In this respect, they use

a quality-of-service hierarchy in order to create questionnaires. However, creating

a questionnaire is not always an easy task, so in order to avoid pitfalls off-the-self

solutions that have already been evaluated and validated might be a choice [110].

Besides exit questionnaires one can also use interviews and specific focus groups

[152]. Think-aloud protocols seem not to be applicable for evaluating speech

systems, as the user’s voice may accidentally trigger the recognizer. During the

progress of an experiment, which can take a considerable amount of time, users

can provide useful feedback either by taking hand-written notes [36] or by having

an automated system that poses questions at regular time intervals [124]. Finally,

users can be assigned prescribed tasks or use the system in a self-guided manner.

The first approach is sufficient for identifying critical problems in the interaction

[142], however there is a risk of obtaining biased results. In [183] it is advised to

use a mix of both approaches in order to overcome the limitations of each one of

them.

2.6 Summary

This chapter has provided background material and related work in areas relevant

to the current thesis. In particular, we have presented different concepts behind

interface design and evaluation with focus on multimodal interaction. We have

provided a brief analysis of some of the numerous factors that influence design

and some of the plethora of techniques for evaluating it. The reader was presented

with a broad spectrum of fundamental principles in human-computer interaction,

mobile systems and evaluation. Finally, we have showed that multimodal inter-
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faces can become an attractive alternative for interacting with a mobile device

and we have also provided relevant literature regarding similar systems.

In Chapter 4 we examine how speech, the predominant modality in our work,

can be integrated with a mobile device, while in Chapters 5, 6 and 7 we implement

mobile multimodal systems and we examine how people interact with them. In

Chapter 8 we take a deeper look at evaluation and propose a general framework for

evaluating systems of this kind. We continue in the next chapter by presenting an

overview of the Regulus open source platform, which supports the construction

of rule-based medium-vocabulary spoken dialogue applications. The platform

provided us with the opportunity to create a series of speech-enabled applications

on mobile devices and work on the research areas presented in this chapter.
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Chapter 3

Building Speech Applications

With Regulus

The Regulus open source platform developed in our group, holds a pivotal place in

carrying out the current thesis. Regulus supports the construction of rule-based

medium-vocabulary spoken dialogue applications. In this chapter we provide a

high-level overview of the framework along with the description of three applica-

tions that were used in the experiments of the thesis.

3.1 Overview

A wide range of platforms to support construction of large-scale spoken language

processing applications now exist. The two most important design decisions when

building a system are: (1) the opposition between system-initiative dialogue and

user-initiative dialogue, and (2) the choice between statistical and grammar-based

modeling for speech recognition [128]. Although system-initiative architectures

are now well-understood, it is still difficult to build good user-initiative dialogue

applications. Construction of statistical language models adequate for real-world

applications requires an investment in data collection beyond the reach of most

projects. Development and maintenance of substantial grammar-based recog-

nizers have been challenging with traditional tools, and users often perceive the

resulting systems as brittle, since it is too easy to stray outside grammar coverage

49



without warning.

The Open Source Regulus platform1 addresses this problem by focusing more

on controlled-language user-initiative rule-based medium-vocabulary spoken di-

alogue applications [240]. Regulus is already a mature platform and has been

used to build several substantial speech-enabled applications, using the Nuance

speech recognition engine; some these applications were used in the context of

the current work. Our main contribution is the extension of Regulus to the realm

of the mobile world and the provision of the necessary resources for creating

speech-enabled applications in this area.

The distinguishing feature of Regulus is the emphasis on principled use of lin-

guistically motivated methods; all speech and language processing is performed

using resources ultimately derived from substantial, domain-independent unifi-

cation grammars, suitably compiled for the tasks of analysis, generation and

speech recognition. In addition to providing a development environment for

speech grammars that can be compiled into parsers and generators, Regulus con-

tains a framework for developing transfer-based and interlingua-based machine

translation applications and also provides support for the development of spo-

ken dialogue applications. The components of this framework include an input

manager, a dialogue manager and an output manager. The dialogue context

is maintained as an object called Information State (based on “update seman-

tics” [157]). Finally the platform offers regression testing tools for testing the

grammars on specific coverage and for specific tasks, such as speech recognition,

analysis, generation and translation.

In the current chapter we provide an overview of the Regulus platform; specif-

ically in Section 3.2 we present briefly the basic modules of the platform, namely

the grammar module, the translation module, the help module and the dialogue

module. Accessing Regulus functionalities as a third-party developer is presented

in Section 3.3. In Section 3.4 we describe how Regulus can be extended to support

deployments on mobile devices. The final part of the chapter, Section 3.5, deals

with specific applications and tools, which were used in the evaluation studies of

the subsequent chapters. All mobile interfaces were implemented by the author

utilizing previous work and resources already available in Regulus.

1http://www.issco.unige.ch/projects/regulus/
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3.2 Regulus Modules

3.2.1 The Grammar Module

The grammar module is responsible for creating the language model of an appli-

cation as explained in Chapter 2, Section 2.3.1.1. Early versions of the platform

used one base grammar per language; in the mature Regulus system developers

have proceeded beyond this point, and merged together the resource grammars

for related languages [33]. Compilation of the general unification grammar into

its final form (e.g. for speech recognition) proceeds in several stages, and involves

example-based methods, driven by small corpora, which make it possible to trans-

form the loose general grammar into tightly constrained domain-specific gram-

mars. For the case of recognition, subsequent processing compiles the domain-

specific unification grammar into a Grammar-Based Language Model (GLM) in

Nuance format. The rule-based techniques adopted by Regulus for creating lan-

guage models have the benefit of requiring much less training data compared

to data-driven approaches. Moreover they can impose grammatical constrains

on what the system will recognize; something that is an important feature for

several kind of applications (e.g. safety-critical one).

The creation of the language model using Regulus is summarized at a high

level of abstraction in Figure 3.1. Initially, the language dependent general uni-

fication grammar is specialized using the Explanation Based Learning (EBL) al-

gorithm to an application specific unification grammar of reduced size and am-

biguity. It starts with a parsed treebank derived from the training corpus, and

then divides the parse tree created from each training example into a set of one

or more subtrees, following a set of domain- and grammar-specific rules con-

ventionally known in the machine learning literature as operationality criteria.

The rules in each subtree are then combined, using the unification operation,

into a single rule. The set of all such rules constitutes a specialized unification

grammar. Each of these specialized unification grammars is then subjected to a

second compilation step, which converts it into its executable form. For analysis

and generation, this form is a standard parser or generator. For recognition, it

is a semantically annotated CFG grammar in the form required by the Nuance
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engine, which is then subjected to further Nuance specific compilation steps to

derive a speech recognition package. These final compilation steps include a sec-

ond use of the training corpus to perform statistical tuning of the language model

using a Nuance utility.

Figure 3.1: The two levels of abstraction in Regulus

3.2.2 The Translation Module

Translation in Regulus uses a rule-based interlingua architecture. Source language

semantic representations are translated into interlingual representations by one

set of rules, and these interlingua representations are then translated into target

language representations by a second set of rules. Finally, the target language

representations are converted into surface words using a target language grammar.

Two distinguishing features of the Regulus translation architecture are: (1) the

representation language, called Almost Flat Functional Semantics (AFF) [237],

and (2) the role of the interlingua.

One design goal for the representation language used for source, interlingua

and target forms is the desire to avoid ambiguities as possible. As usual, the

semantic meaning of a sentence is based on the combination of the senses of its

parts. The most recent Regulus semantic representation, the AFF formalism,

stems from the need to find some principled way to reduce ambiguity, and at the

52



same time avoid greatly increasing the formalism’s representational complexity.

According to [237]: “AFF incorporates functional markings, characteristic of a

logic-based semantics approach, into a representation formalism which still mainly

consists of flat list structures”. The advantage of this type of representation

compared to other bag-of-concepts ones is the less ambiguous representation,

and consequently less problematic translation.

Concerning the role of the interlingua, this is conceptualized as a language

in its own right, specified by a Regulus grammar [30]. Interlingua-based devel-

opment is organized around a set of “combined interlingua corpora”, with one

corpus per sub-domain. Each corpus is created in three stages. First, all source-

language development corpora for the given sub-domain are translated into the

interlingua; second, the results are sorted, to group each unique interlingua form

together with the source-language examples that mapped into it; finally, each

interlingua form is translated into each target language, with the results again

attached to it.

Organizing development in this way has several advantages. There is no du-

plication of effort during multilingual regression testing, since each parsing, trans-

lation and generation step is performed exactly once. It is thus possible to run

regression tests more frequently, and it is very easy to write scripts which analyze

the corpus to identify lack of uniformity in coverage. The combined corpus also

turns out to be useful for constructing resources for the intelligent help compo-

nent, as we will show in the next section.

3.2.3 The Help Module

Although performance of rule-based recognition systems is typically good on in-

grammar coverage, a well-known problem is brittleness: users need to know what

language the grammar covers. An important component of the overall Regulus

approach is that applications in general include an integrated help system [49],

[273], whose purpose is to alleviate the lack of robustness inherent in a purely rule-

based recognition architecture. After each utterance, the help system provides

the user with in-coverage examples, chosen to be as close to the user’s actual

utterance as possible.
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At runtime, the application carries out a second round of recognition using a

backup recognizer equipped with a Statistical Language Model (SLM); it passes

the result to the dialogue server, which returns a list of examples from the li-

brary which is similar to the statistical recognizer’s result. Similarity is currently

computed in terms of a backed-off surface N-gram metric; the back-off classes are

defined in terms of their syntactic and semantic properties (e.g. “cardinal num-

ber” or “singular symptom noun”), and are extracted from the lexicon during the

compilation process. With help available, most users rapidly become confident in

their ability to use the system; without it, they flounder. Work by [108] suggests

that most users are able to use this kind of feedback to gain rapid familiarity

with the system’s coverage. Our experience is that most users are able to use

this kind of feedback to gain rapid familiarity with the grammar’s coverage. The

experiments described in [49, 234] confirm the intuitive observation that the help

module makes a large difference to usability.

The help module’s output is based on a precompiled library of utterances,

which have already been evaluated during system regression testing as being

within grammar coverage and producing correct responses. The libraries of help

examples are specific to each sub-domain and language pair. The extraction pro-

cess is trivial: for a given sub-domain D, source language S, and target language

T, the help corpus simply walks through the combined corpus for D, collecting all

from-language examples tagged with an S which are attached to an interlingual

form which also has a to-language example tagged with a T. This guarantees

that help suggestions will always be appropriate to the sub-domain and target

language currently loaded in the system.

3.2.4 The Dialogue Module

The dialogue management framework implements a version of Update Semantics

[157]. The central concepts are those of dialogue move, information state and dia-

logue action. At the beginning of each turn, the dialogue manager is conceptually

in an information state that may include the current state of the application, the

history of the dialogue, which participant is considered to hold the dialogue ini-

tiative, and so on. Inputs to the dialogue manager are by definition dialogue
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moves, and outputs are dialogue actions. The behaviour of the dialogue manager

over a turn is completely specified by an update function f of the form:

f : State×Move→ State×Action

Thus if a dialogue move is applied in a given information state, the result

is a new information state and a dialogue action. The important point here is

that dialogue processing is completely side-effect free: behaviour is determined

just by the state and the dialogue move. This means that the module can easily

maintain multiple parallel dialogue sessions, associating each one to a separate

state object, which is saved in a database between turns under a unique session

ID.

Conceptually, the module is divided into three sub-components namely the

input manager, the dialogue manager and the output manager. The first com-

ponent receives as input a logical form and the current information state, and

returns a dialogue move. The dialogue manager takes this move and the current

information state and produces an abstract action and a new information state.

Finally, the output manager transforms the previous abstract action into a con-

crete action. The interested reader can refer to ([240] §5.1) for a more detailed

presentation.

3.3 Accessing Regulus Functionalities

Regulus core functionalities can be accessed through a variety of generic and

application-specific messages that the platform supports. These messages are

text-based and can be realized in three different surface notations; specifically

they can be written using the Prolog syntax, the JavaScript Object Notation

(JSON) or the Extensible Markup Language (XML). As described in Chapter

4, all these notations were utilized in the system architectures incorporated in

the current work. Table 3.1 presents an example message for requesting speech

recognition from a file in the three notations.

Regulus embeds its functionalities in a process the called Dialogue Server,

which accommodates the flow of messages to and from the platform. The server
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Table 3.1: Recognition message in Prolog, JSON and XML notation

Prolog notation:

1. action for session(0.9059477290138602,

2. action sequence(

3. recognise and dialogue process from wavfile(c:/foo.wav),

4. process non speech input(

5. store most recent recorded wavfile(c:/foo.wav))))

JSON notation:

1. { "*action for session":

2. [ "0.9059477290138602", {
3. "*action sequence": [

4. { "*recognise and dialogue process from wavfile":

5. [ "c:/foo.wav" ]

6. },
7. { "*process non speech input": [

8. { "*store most recent recorded wavfile":

9. [ "c:/foo.wav" ]

10. } ] }
11. ]

12. }
13. ]

14. }

XML notation:

1. <action for session>

2. <atom>0.9059477290138602</atom>

3. <action sequence>

4. <recognise and dialogue process from wavfile>

5. <atom>c:/foo.wav</atom>

6. </recognise and dialogue process from wavfile>

7. <process non speech input>

8. <store most recent recorded wavfile>

9. <atom>c:/foo.wav</atom>

10. </store most recent recorded wavfile>

11. </process non speech input>

12. </action sequence>

13. </action for session>
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is also responsible for launching the necessary processes for handling the speech

recognition and translation tasks, audio capture, integration with the ASR engine,

etc. These processes can run either as standalone servers or be part of the dialogue

server’s body. The developer can reach them transparently through the dialogue

server with the messaging scheme presented earlier. It is also straightforward to

create graphical applications for end-users and debug them with the appropriate

command line tools. In a normal configuration the dialogue server runs on its own

port and can be accessed over the network. A typical deployment involves the

usage of multiple dialogue servers, each of which supports a specific application

and language.

3.4 Typical Platform Architecture

Different kinds of speech-to-speech applications can be developed with Regulus,

which may use part of the functionalities and tools that the platform offers. In

this section we point out where we need to intervene in order to support the inte-

gration with mobile devices. As an example we examine a typical architecture for

a speech-to-speech translation application, which is depicted in the diagram of

Figure 3.2 with Regulus compile and runtime components (light gray items) and

their interaction with the Nuance Voice Platform (dark gray items). The architec-

ture in this section differs conceptually from the approach of the dialogue server

presented earlier, as the end-user application can directly access the different

components of the Regulus platform. It however provides a better understanding

of our contribution towards mobile deployment.

As we have seen in Section 3.2.1, at compile time the Regulus grammar com-

piler reads in domain independent grammars along with application specific input

files, and generates a recognition grammar. The recognition grammar is in turn

compiled into a recognition package. At runtime a typical translation applica-

tion (regclient) creates instances of a platform interface process (regserver) and

a translation server. The translation server loads translation rules along with

the generation grammar for the target language. The generation grammar can

be compiled from the same domain independent grammar and corpus used for

recognition.
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The specific architecture has one main drawback when it comes to mobile

deployments. The audio functionality must be hosted on the device itself, some-

thing that is currently taken care of by the regserver, whereas the GUI is left

unaware of the technical details involved in this process. As shown in Figure 3.3

the regserver implements a certain Application Programming Interface (API) for

interacting with the ASR/TTS engine and the regclient offers the functionality for

passing messages from and to the GUI. The challenge is to introduce mechanisms

that will redistribute the relevant tasks among the different peers. Manipulating

the audio streaming and signaling to the remote ASR/TTS engines necessitates

novel solutions as will be demonstrated in Chapter 4.

Figure 3.2: Typical architecture for implementing Regulus applications

In the rest of the chapter we will present three applications that were used

in the experiments of Chapters 5, 6 and 7 in order to investigate the research
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Figure 3.3: Regulus components topology

questions posed in Chapter 2. These applications were first deployed on a desktop

PC and later extended by us to the mobile realm.

3.5 Building Speech-to-Speech Applications

Regulus has already been used to build several substantial speech-enabled appli-

cations, of which the most prominent are NASA’s Clarissa procedure navigator

[241] and Geneva University’s MedSLT medical speech translator [29, 32] and

CALL-SLT computer assisted second language learning system [31, 238]. Clarissa

reached the point of initial testing on the International Space Station; MedSLT

has been successfully used by medical students with no previous exposure to the

system to perform diagnosis tasks on simulated patients. In particular, they were

able to learn the coverage of the system entirely by using a help system of the

kind described in the previous section [32]. In the subsequent paragraphs we will

familiarize the reader with the toy Calendar application, MedSLT and CALL-

SLT. All three applications were implemented by previous Regulus developers

and were adapted by us in order to make them available on a handheld device.

Specifically, we had to redesign the interfaces and the integration with the Regu-

lus platform. In this way we could perform a series of evaluation studies in user

and in system level (Chapters 4, 5, 6 & 7).

3.5.1 A Calendar Application

The example Calendar application offers multi-modal access to a toy meeting

database. It is implemented on top of the Regulus platform, and can be run in

either a desktop or a mobile device environment. Recognition currently uses a
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Table 3.2: Interaction example in Calendar application

User: Do you know what meetings there are next week?

System: [Recognition failed. Offer a list of help examples]
Is there a meeting in the next week?
What meetings are there during the next week?
What meetings do we have next week?
What meetings will there be next week?
What meetings are there next week?

User: What meetings are there next week?

System: Meeting at Pierrette’s room on September 3rd.

User: When is that meeting?

System: From 16:30 to 17:00 on September 3rd.

User: Will Marianne attend?

System: Do you mean Marianne Santaholma or Marianne
Starlander?

User: Santaholma

System: No.

vocabulary of 211 surface words, of which about 50 are names extracted from

the lexicon; language processing is context-dependent, with a mixed-initiative

dialogue model. The mobile version of this application was used to assess the

performance of one of the architectures presented in Chapter 4. A short example

interaction is shown in Table 3.2.

Following the normal Regulus application architecture, the system uses both

a grammar-based language model and a statistical language model; the former

is used for main utterance processing, and the latter to drive the help system.

Both the GLM and SLM models are constructed using tools from the Regulus

platform. The base grammar for the GLM consists of the general feature grammar

for English described in Chapter 9 of [240], together with an application-specific

lexicon currently containing about 50 lemmas. In addition to this, there is a

lexicon of names which is automatically created from the calendar database. The

grammar is compiled using a set of semantics macros ([240] §7.5), which produce

nested representations in which arguments are marked by their deep syntactic

roles. This nested structure is necessary in order to handle constructions like
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“the next” or “the last”; for example, a simple attribute-value semantics would

have great difficulty distinguishing “Did anyone from Geneva attend the last

meeting at IDIAP?” from “Did anyone from IDIAP attend the last meeting at

Geneva?”.

A domain-specific feature grammar is extracted from the base grammar, using

the corpus-driven specialization process described in Chapter 7 and 10 of [240].

The initial training corpus consisted of about 200 utterances written by the de-

velopers. This enabled us to build a first running version of the system, after

which all spoken input has been logged and transcribed. These data have been

fed back into the training process, which has so far resulted in the addition of

400 more utterances to the training corpus. The recorded and transcribed data

have also been used to drive development of the grammar and other rule sets.

The current GLM contains 1650 context-free grammar rules.

The SLM is a class trigram language model, built using the Nuance SayAnything c©
tool. The training corpus is the same as the one used for constructing the GLM.

The backoff classes are specified using another Regulus tool, which allows each

class to be defined with reference to syntactic properties of words in the Regulus

lexicon.

3.5.1.1 Mobile Version

The mobile GUI of the application consists of three text boxes (Figure 3.4) for

presenting:

• The recognition result (grammar-based recognition).

• The result of the data query, announced by the TTS. An earcon precedes

each announcement to attract the user’s attention.

• A list of help examples associated with the recognition result (statistical

recognition).

There is also a button for initiating speech recognition and three buttons

for navigating in the help list. The same functionalities are also offered by the

hardware buttons located in the upper left side of the device. Finally, the status
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bar presents different events associated with the user’s interaction (e.g. start of

speech, recognition completed, etc).

Figure 3.4: Components of the calendar application

3.5.2 Medical Speech Translator - MedSLT

The MedSLT system [29] is a multilingual spoken language translation system

designed for medical domains. The system is intended to help in situations where

no common language exists between the doctor performing the diagnosis and the

patient. MedSLT has already been deployed in different versions on a desktop PC.

Several system descriptions and positive user evaluations have been presented in

earlier publications [49, 210, 233, 274, 275].

The bidirectional MedSLT system supports two configurations. The first of

these is a restricted version allowing yes/no and WH-questions on the doctor side,

and elliptical (short) answers on the patient side. The second is a less restricted

version, which in addition supports patient answers in the form of full sentences.

In the initial prototype, the doctor language is English and the patient language is

Spanish. Table 3.3 shows examples of grammar coverage for the English language.

Figure 3.5 presents a screenshot of the GUI for the desktop version of the sys-

tem. It contains two tabs, one for the doctor and one for the patient, with the two

parties normally taking alternate turns. The interaction in this version proceeds

as follows. Initially the doctor asks a medical diagnosis question. The system
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Table 3.3: MedSLT grammar coverage examples

Where? Is the pain above your
eye?

When? Have you had the pain
for more than a month?

How? Is it a stabbing pain? How often? Do you get
headaches several times a week?

How long? Does the pain typi-
cally last a few minutes?

Associated symptoms? Do
you vomit when you get the
headaches?

Why? Does bright light make the
pain worse?

What helps? Does sleep make
the pain better?

produces two separate results: a back-translation (translation from English-to-

English) that shows how the system understood the question, and a list of similar

“help examples”, based on ones taken from the development corpus, which are

already known to work correctly. The back-translation functionality was used in

the experiment of Chapter 6.

Figure 3.5: Desktop bidirectional MedSLT GUI

Back-translation is a way of rephrasing the user input and is an indication

of what was actually understood by the system. This is particularly important

in cases where the interpretation differs significantly from the surface input, for
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Table 3.4: Back-translation example

“Does red wine cause any
headaches?”

Do you have the headaches when
you drink red wine?

“What relieves your pain?” What makes the pain better?

“How about bright light?” Is your headache made worse by
bright light?

“Do you have it every day?” Does the pain occur every day?

example, when it consists of an incomplete utterance like a short answer, which

needs to be resolved with reference to the preceding dialogue context. In order

to produce the back-translation, the recognition result is first translated into

interlingua form, and then translated back to the source language. Given that

the system is already capable of multi-lingual translation, and in particular of

realizing an interlingua form in the different languages, this strategy is very easy

to realize. Table 3.4 depicts some examples showing how the back-translation

(second column) differs from the actual user’s input (first column).

The user either approves the system’s back-translation, or else selects a help

example; in either case, the selected utterance is passed to the translation module,

and the resulting translation is presented in the “Translation” box at the bottom

of the screen. When the user presses the Play button, the system speaks the

target utterance aloud, and then transfers control to the other partner in the

dialogue. The history of the dialogue is displayed in the left-hand pane.

In a spoken dialogue application, it is often desirable to give users immediate

feedback on the system’s coverage, which is particularly likely to be useful when

recognition has been unsuccessful. This can be taken care of by a help module,

as described in Section 3.2.3. Table 3.5 shows some help examples for the input

sentence: “Have you had a strep test?”

3.5.2.1 Mobile Version

At the international workshop on medical speech translation held in conjunction

with the 2006 NAACL conference, doctors and other potential users several times

said that a system like MedSLT would be far more useful to them if it was available
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Table 3.5: Help system example

User “Have you had a strep test?”

System Was a strep test carried out?
Was a rapid strep test done?
How long have you had congestion?
How long have you had a headache?
What where the results of a strep test?

on a hand-held device, rather than on a laptop. The limited screen display on

the client platform, in addition to the different input mechanisms compared to

a desktop PC, necessitates alternative interaction approaches. Integration of the

different functionalities to provide efficient communication is the main challenge.

In this section we try to address some of the issues caused by the special nature

of the interaction between a novice user (the patient) and an expert user (the

doctor), and in particular provide a different GUI for each of the two parties.

There are two kinds of users, with different levels of expertise. On the one

hand, we have the doctors; it is reasonable to assume that they will use the system

regularly, and will be able to learn to use it quickly at an expert level. On the

other hand, we have the patient, who may have to interact with the system only

once in his life. This variation in users, demands different kind of interaction

style for each party. We have therefore designed two different interfaces. The one

for the doctor is more sophisticated, although still fairly simple for a regular user.

The one for the patient is non-verbal, and the user selects the desired response

through a touch-screen.

Portability is another important aspect. Consider, for example, a doctor mak-

ing ward rounds. It would be much comfortable to carry two small devices instead

of a laptop. On the other hand, it is not always feasible for a patient to sit side

by side with the physician in front of a computer. If, as is commonly the case, he

is lying on a bed, it would be much easier to interact with a mobile device. More-

over the clinical nature of the patient’s problem may demand minimal interaction

(e.g. sore throat).

Of course the deployment of a mobile device has other drawbacks. For exam-

ple, the small display prohibits the presentation of all the information in separate
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text boxes. In our approach we merged the back-translation output and the help

examples into just one list. For the user all items in the list represent possible

options. Again the history of the dialogue is hidden and can be presented on

request. On the patient’s side the GUI is minimal, with a few big buttons and

text in large fonts.

The mobile device, which is the only part the user sees, contains all the logic

needed to communicate with the other peers. In our configuration there is one de-

vice for each of the interacting parties. When the user speaks to the device, audio

packets are transmitted through the wireless network to the ASR server, where

they are recognized using both the grammar-based and the statistical recognizers.

The recognition results, in the form of N-best speech hypothesis lists, are sent to

the translation server. This performs all necessary natural language processing;

its output is the translation response, together with a set of help sentences. The

two mobile applications (at present, deployed on Nokia N810 Internet Tablets)

exchange information when one of the participants confirms a response.

As mentioned earlier, the different levels of expertise and the different phys-

ical condition of the doctor and the patient require two different graphical user

interfaces. As seen in Figure 3.6(left), the doctor side GUI consists of two text

boxes for presenting:

• A list with the back-translation (grammar-based recognition) followed by

the help examples associated with the statistical recognition.

• The translation of the selected output.

There is also a button for initiating speech recognition and three buttons

for navigating in the result list. The same functionalities are also offered by the

hardware buttons located in the left side of the device’s sliding keyboard. Finally,

the status bar presents different events associated with the user’s interaction (e.g.

start of speech, recognition completed, etc). The doctor can navigate through the

list and pick the response that she or he prefers. When the tick button is pressed

the selected item is translated to the patient’s language and it is presented and

announced on the latter’s device. By pressing a specific hardware button the

physician can also observe the dialogue history between the two parties.
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Figure 3.6: MedSLT doctor’s (left) & patient’s (right) GUI

The GUI for the patient is much simpler. As we can observe in Figure

3.6(right), it consists of a textbox for presenting the doctor’s question and six

buttons for the most useful responses, which cover the basic subset of the possi-

ble answers (in French). The patient’s responses are categorized into three group

pairs, so that buttons answering the same type of questions are in a close position.

These include:

• A Yes/No response, which can be used in questions like “Do you have

fever?”, “Does the pain appear every morning?”, etc.

• A Frequent/Seldom response, for questions like “Does bright light make

your headaches worse?”, “Is it a persistent pain?”, etc.

• A Don’t know/Repeat response, when the user does not know what to answer

or he is not able to clearly read the text on the screen and wants to listen

to the audio output once more.

User can tap with their finger on one of these buttons, which results in the

response being announced back on the doctor’s device and language. Table 3.6

shows a sample interaction between the two parties.

The approach of having two separate graphical user interfaces for each one of

the interlocutors and the doctor in charge of the dialogue is different from the
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Table 3.6: MedSLT sample interaction

Doctor Input
Translation

“Is the pain stabbing?”
La douleur est-elle comme un coup de poignard?

Patient Press NO

Doctor Input
Translation

“Throbbing?”
La douleur est-elle pulsative?

Patient Press I DON’T KNOW

Doctor Input
Translation

“Does the pain come early in the morning?”
La douleur survient-elle tôt le matin?

Patient Press YES

approach adopted in Chapter 8. A fundamental question introduced in [270, 271]

is: “Who is the primary user of such a system, the physician or the patient?”.

There is no single answer to this question: while some efforts have put the doctor

in charge of the dialogue [29, 192] we have followed a parity oriented approach.

Others, for example, consider the system as a mediator and specific user behavior

modeling approaches are addressed for this machine-mediated setting [264].

3.5.3 Computer Assisted Language Learning - CALL-SLT

As the world becomes smaller, more and more people find it important to learn

foreign languages. According to the American Council on the Teaching of For-

eign Languages the foremost objective of language learning is to communicate

effectively in real-world settings and situations [205]. Although classroom-based

course and self-study allow students to acquire basic grammar and vocabulary,

conversational interaction with native speakers is needed to acquire real language

proficiency [80]. Computer Assisted Language Learning (CALL) systems can

bridge the gap between the need and the availability of this type of interaction.

Many of these systems, either academic or commercial, provide some kind of

feedback to the learners’ speech production as self-assessment has its limitations

[71]. For example, learners have difficulties in perceiving certain target language

contrasts [85]. Studies also suggest that users tend to learn more vocabulary

when receiving language courses on a mobile device compared to a desktop PC

[283].
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Over the last few years, several academic [79, 134, 308] and commercial [248,

282] CALL systems have appeared, which in various ways use speech recognition.

All of these systems use some variant of the obvious strategy: the system gives

the student a prompt, suggesting what they are supposed to say, and the student

then realizes the content of the prompt in the L2 (foreign language). There is,

however, a great deal of possible variation, both in the system’s strategy for

presenting the prompt, and in the user’s range of options for realizing it. At one

extreme [248], [282], the system tells the student exactly what sentence they are

supposed to say, and simply grades them on their pronunciation; at the other

[135], the user is presented with a simulated situation, as part of a game, and has

to decide on an appropriate utterance. This approach is motivated by research in

how people learn in context [129], as context affects how communicative skills are

learned and how they are recalled and applied in real-world settings. CALL-SLT

[238] follows [308], and steers an intermediate course. In our case the prompt

specifies abstractly what the user is supposed to say, and the student may then

realize this as they choose in the L2. On the other hand [308] implements this

idea in a straightforward way. The prompt is a sentence in the L1 (user’s mother

tongue); the student is expected to translate it into the L2 and speak it aloud.

The CALL-SLT system (Figure 3.7) reuses speech translation software de-

veloped under other projects. The current version of the system, available at

http://callslt.org/, supports French, English, Japanese, German, Greek and

Swedish as L2s and English, French, Japanese, German, Arabic and Chinese as

L1s. The prompt consists of a surface realization of an interlingua structure in

the predicate-argument notation AFF. In the plain version of the system, the

surface realization is a text string formulated in a telegraphic version of the L1.

It is general possible to respond to the prompt in more than one way. Thus, for

example, in the version of the system used to teach English to French-speaking

students, a simple text prompt might be DEMANDER DE MANIERE POLIE

BIÈRE, representing the underlying interlingua representation:
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[null=[utterance_type,request],

null=[politeness,polite]

arg2=[drink,beer]]

The responses “I would like a beer”, “could I have a beer”, “please give me a

beer”, or “a beer please” would all be regarded as potentially valid.

Figure 3.7: Web-based CALL-SLT GUI

Speech translation software converts both the L1 prompt and the student’s

L2 speech into language-neutral representations, which are then compared with

each other to give the student feedback on the correctness or otherwise of their

response. A clear drawback of systems like [308] is, however, that presenting the

prompts in L1 has the undesirable effect of tying L2 language too closely to L1 in

the student’s mind. In addition, studies on vocabulary acquisition suggest that

the addition of both visual and auditory features to a text improve comprehension

[57]. According to [43], glossing between L1 and L2 using visual and text together

is generally better than either alone.

There are multiple steps in the interaction process which can be summarized

as follows:

1. A sentence from the corpus is first transformed into its source representation
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with the source language grammar and then with specific transfer rules into

the interlingua representation.

2. The interlingua representation is transformed by the interlingua grammar

to a human readable prompt in L1.

3. The student translates the prompt and speaks it aloud to the system.

4. The source representation of the recognition result is transformed by trans-

fer rules to its interlingua representation.

5. If there is a match between both interlingua representations (prompt and

recognition result) the example is considered as successful. In any case the

student can move to the next example.

6. At any time one can request help and obtain phrases from the corpus that

have the same underlying interlingua with the prompt.

The text forms used in the system come from the initial corpus of sentences

or can be created by the MT system to allow automatic generation of variant

syntactic forms. The associated audio files are collected by logging examples

where users registered as native speakers got correct matches while using the

system. Prompts are grouped together in “lessons” unified by a defined syntactic

or semantic theme. A response which is correct but which does not match the

theme of the lesson produces a warning.

3.5.3.1 Mobile Application

Figure 3.8 shows a screenshot of the GUI for the mobile version of the CALL-SLT

system (L1: English, L2:French). It essence, it consists of the same widgets as

the ones in the desktop counterpart placed in a more ergonomic way. As it will be

shown in the subsequent chapters we have implemented different variation of the

interface for the purposes of our experiments. In Chapter 6 the surface prompt is

substituted with a sequence of images (Section 6.2) or with a video clip (Section

6.3).
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3.6 Summary

We have provided a brief overview of the Regulus Open Source platform for build-

ing speech-to-speech applications along with a series of implemented prototypes.

Specifically, we have described the major components of the platform, presented

the messaging exchange scheme supported by Regulus and how we can access its

functionalities. We have also pointed out where we need to intervene in order

to support integration with mobile devices. In the second part of the chapter

we have focused on three applications already developed with Regulus that were

used in the experiments of the current thesis. In the next chapter the discussion

will be around the architectures employed in this work in order to create Regulus

application in the mobile world.

Figure 3.8: CALL-SLT application running on the Samsung Galaxy Tab. The
middle pane shows the prompt; the top pane, the recognition result; the bottom

pane, text help examples. Button controls are arranged along the bottom
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Chapter 4

Architectures for Mobile

Platforms

Many speech-enabled systems need to be deployed on easily portable platforms if

they are to realize their full potential. In this chapter we present two scalable ar-

chitectures for network based speech recognition that were used for the experiments

of the current thesis, along with a series of evaluation tasks.

4.1 Overview

The Regulus applications described in the previous chapter bring to the forefront

another important consideration: speech-enabled systems need to be deployed on

easily portable platforms if they are to realize their full potential. Although it

is feasible to put medium-vocabulary systems like these applications on a mobile

device, performance is significantly worse than on a desktop, and most standard

recognition software will not run in this environment. Use of the statistical rec-

ognizers needed for the help system is particularly problematic, normally due to

their bigger sizes. For these reasons, we have chosen to implement two distributed

client-server architectures, where centralized servers can accommodate the bur-

den of executing resource-hungry processes (in particular, most of the recognition

task), and the load on the client becomes light enough that it can be hosted on

a smartphone.
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Section 4.2 presents different topologies already employed in various systems

for distributing speech recognition tasks. In Section 4.3 we describe our first so-

lution, which is closely modeled on that implemented in [288], though we have

adapted the architecture to make full use of MRCP [262], a protocol stack pro-

posed by W3C for managing ASR and TTS engines over a distributed network.

This particular mechanism offers transparent and reliable integration with differ-

ent types of commercially available ASR systems, including in particular Nuance,

in the form of an easily extensible generic infrastructure.

Section 4.4 presents the second solution, which is a scalable architecture de-

veloped by Paideia Inc.1 and extended in the context of the current thesis. The

specific solution is particularly well-suited to cloud-based computing and can be

used for Web-deployment of spoken dialogue systems. In common with similar

platforms, a client/server approach is used in which speech recognition is carried

out on the server side; this architecture, however, differs from other systems in of-

fering considerably more elaborate server-side functionality, based on large-scale

grammar-based language processing and generic dialogue management.

In Sections 4.3.4 and 4.4.3 we present a series of evaluation tasks, using the

Regulus applications described in the previous chapter. We contrast performance

across a variety of indicators by utilizing different configurations of the mobile

and desktop versions of these applications.

4.2 ASR Topologies

Speech recognition can be an intensive task, especially when a large vocabulary,

speaker independent configuration is requested. Mobile platforms offer limited

computational resources due to the constrains on their cost, size and batteries.

Efforts like PocketSphinx [113], PocketSUMMIT [106] and Janus [148] have tried

to overcome these limitations by reducing the size of the vocabulary or the com-

plexity of the acoustic models. At the other extreme it is argued that the mobile

client should be as light as possible and used to move voice data to a remote server,

where a high-quality recognizer can comfortably reside; a good example in this

1http://www.paideiacomputing.com/
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category is the WAMI toolkit [100]. According to usage scenario, device capabil-

ities or interaction constrains, one can incorporate different topologies based on

the distribution of tasks. In the context of this work, we provide a brief overview

of the different topologies; the reader can find an extensive review in [96]. The

main categories are the following:

• Network Speech Recognition (NSR). This normally includes a client/server

schema where the client is responsible for transmitting the audio signal using

appropriate speech coders. It is up to the server to perform the necessary

feature extraction and speech decoding.

• Distributed Speech Recognition (DSR). In this case a similar client/server

schema is used but the client accepts the burden of extracting the features

that are transmitted to the server for the final decoding.

• Embedded Speech Recognition (ESR). For embedded ASR all the tasks men-

tioned earlier take place on the device.

Figure 4.1 summarizes how each of the three topologies divides the recognition

tasks between the client and the server.

Figure 4.1: Distribution of tasks in each topology

The signal processing front-end accounts for a small portion of the overall

computation and storage needed. The acoustic and language models typically

use storage on the order of tens of megabytes each with significant computation

required for large vocabulary search. Therefore, distributing the speech recog-

nition across the network is an attractive alternative for most mobile wireless
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devices. Conversely, in the absence of a network connection, the speech recog-

nition task may be performed on the device. Finally, dedicated hardware can

be used to render the recognizer itself on the device [211], avoiding any software

solutions. The latter are typically designed to run on general purpose processors

and therefore are not particularly designed to be computational and power con-

sumption efficient. In the next paragraphs we summarize some of the benefits

and drawbacks of each topology.

4.2.1 Network Speech Recognition

The simplest client in a NSR configuration is the fixed line telephone appara-

tus, which has no processing power beyond capturing and transmitting audio

to the remote peer responsible for speech recognition. Nowadays, with the ad-

vent of wireless networks, the traffic in NSR systems is mostly packet-oriented.

The proliferation of packet-switched networks compared to their circuit-switched

counterparts (having dominated telephony for decades) enhances user interaction

by supporting exchange of structured data. Typical examples include: results

from a database query, changes in the interface, session information, the audio

stream itself, etc. There are various reasons for adopting this approach:

1. Major changes and upgrades of the system take place in the controlled en-

vironment of the server with few, if any changes, on the client side. This

minimizes the need for installing new software on numerous end-user de-

vices.

2. The burden of executing resource hungry processes is moved from the device

to centralized servers so that a range of lower cost devices can be supported.

3. The lightweight design of the client application gives developers the ability

to create different implementations. This diversity leads to better appli-

cations and the support of different devices. The service offered can be

accessed by many users using one of the available client applications.

4. CPU utilization is minimized by performing only the absolutely necessary

tasks. These mainly include the capture and transmission of the audio, and

some kind of negotiation with the remote server.
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Conversely, there are some drawbacks associated with this approach, which

are summarized briefly:

1. The network may impose degradation on the audio signal, as audio packets

may be lost and therefore significantly worsen speech recognition perfor-

mance [176, 227]. If we combine that with the error propagation effect

[216], according to which there is an inter-frame correlation during the

speech coding, a frame loss causes a subsequent error and the degradation

in performance is even worse.

2. Network presence can be a decisive factor, as its availability or speed is

many times less than ideal.

3. According to the case study in [67], wireless connectivity consumes almost

half of the device’s total power. This can cause problems after numerous

interactions, so wireless network optimization is an important consideration.

This can, for example, be based on channel coding and traffic shaping [51],

on efficient management of sleep modes [263] or on adaptive packet length

and error control [163].

4. Security may also be an important factor, as the data transmission can be

prone to malicious access.

4.2.2 Distributed Speech Recognition

In distributed speech recognition only salient features of the input speech are

transmitted over the wireless network. These are typically the Mel-Frequency

Cepstral Coefficients (MFCC) calculated on the device before their transmission

to the server. The benefits of this approach are again summarized below:

1. All the advantages presented in the NSR case.

2. No need to code the audio on the device and decode it on the server.

3. The limited bandwidth requirements, which according to [68] can be as low

as 2Kbps.
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The corresponding drawbacks are:

1. The overhead of calculating the features on the device.

2. Network availability, power consumption and security, as in the case of NSR.

4.2.3 Embedded Speech Recognition

Embedded speech recognition is characterized by lower computational power,

lower memory speeds, and lower memory and battery capacities. The benefits of

this approach include:

1. The application can work as an independent peer and is less defendant on

network performance.

2. Reduced power consumption compared to when non-efficient wireless con-

nectivity is used.

The corresponding drawbacks are:

1. Proprietary hardware or other constrains of the target device demand cus-

tom software releases, and thus increase development, debugging and testing

times.

2. Application changes and enhancements on all levels (recognition grammars,

data manipulation, recognition algorithms, etc), must be propagated on

each target device.

3. The benefits of reduced power consumption due to minimal usage of wire-

less connectivity can be counterbalanced, as general power consumption is

increased by the processing taking place on the device.

4. More powerful platforms are required to host the system in order to provide

sufficient resources necessary to support other tasks running on the device.

This can increase the cost of the device.
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4.2.4 Selecting a Topology

There is no golden rule when deciding on the proper topology. As the processing

power, the memory and the battery life of mobile devices increase, so do the

speed and availability of the wireless networks. The “always-on” connection that

some years ago seemed elusive is now close to ubiquitous, and at a reasonable

price. Perhaps this cost can be completely minimized in the future, as has al-

ready happened in fixed line telephony, where the pricing of added value services

counterbalance carrier investments. A centralized system that lightweight clients

connect to can be ideal in many situations, offering enhanced facility and con-

trollability for vendors. NSR and DSR can expose their benefits to advantage in

this type of design.

When mobility is the primary issue, one cannot limit the requirements on the

hardware platform. Software is an equal, if not a more important, consideration

for producing successful systems. The effectiveness of a standalone mobile appli-

cation is hindered if it is not able to access dynamic data or interact with the

outside world. The enormous success of social networking in recent years is just

one example of how applications can benefit from connectivity. So, either for

embedded or for distributed ASR systems, network capabilities are an important

part of the design.

The genre of the application is also vital for the system’s success. Safety-

critical applications require the centralization of all modules on the device. Con-

sider, for example, the possible effects that can result from the loss of the wireless

connection in a medical or transportation system. During driving, which under

many circumstances is an intensive task, interaction with an ASR system must

be as smooth as possible. In addition, special-purpose applications intended to

be used in specific environments e.g. in a tunnel, in isolated regions or in the

battlefield fall into the same category. Embedded systems have an advantage in

this area.

The ever-increasing demand for battery power is even more evident in today’s

energy-hungry portable devices. During the last 30 years the increase of processor

speed and memory size have been staggering. This does not apply to battery

technology, which has increased by a factor of only two or three. The alleviation
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of usage of the wireless interface can help in the specific case, so ESR seems to be

more appropriate. However, by using energy aware policies, even NSR and DSR

can decrease wireless connectivity consumption.

In our work we have decided to incorporate two architectures based on NSR,

which for the sake of simplicity we call distributed throughout the text. We believe

that, even if powerful recognizers on mobile devices are available in the near fu-

ture, client/server approaches will still play an important role. Speech recognition

that is carried out on the server side can be combined with considerably more elab-

orate server-side functionality, based for example on large-scale grammar-based

language processing and generic dialogue management. The proliferation of low

cost wireless data networks and cloud-based computing are already stimulating

a paradigm shift from standalone speech applications to speech services.

4.3 Implementing Mobile Clients with MRCP

In our first architecture, we used the Media Resource Control Protocol (MRCP),

which is a state-of-the-art protocol adopted by major speech vendors. MRCP

represents a paradigm shift for application developers using speech technologies.

Instead of using vendor-specific commands to generate Text-to-Speech or perform

automatic speech recognition, MRCP commands are sent from the client to the

server application. Additionally, instead of loading pre-recorded audio files lo-

cally, commands are sent to an MRCP server containing a URL of the file to be

played to the user. The use of the specific protocol offers the ability to implement

push-and-talk interfaces with barge-in capabilities (interrupting the playback of

an audio prompt). The implementation was carried out using the C++ program-

ming language and the source code is available through the Regulus repository1

The different modules presented in Figure 4.2 are standalone and can run on

a single host (as in our experiments) or on different machines. The components

of the architecture include:

1. The Mobile Application

2. The Automatic Speech Recognition System (ASR)

1http://sourceforge.net/projects/regulus/
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Figure 4.2: System architecture using MRCP protocol

3. The MRCP Server (or servers)

4. The Regulus Server

5. The Wireless Network

Version 1.0 of MRCP uses the Real Time Streaming Protocol (RTSP) to es-

tablish connections from an MRCP client application to an MRCP server. All

MRCP commands are then tunneled via RTSP announce messages between the

MRCP client and server. Version 2.0 of MRCP replaces the use of RTSP for

command and control with the Session Initiation Protocol (SIP). In our work we

supported version 1.0 due to limitations of the used ASR system.

MRCP uses text signaling, like many other Internet protocols. The message

is divided into three parts: a start-line, the header and the body. The start-

line indicates the type of message as either a Request for services, a Response

to the request, or an Event informing of a change in state in the server. The

header contains a number of lines, in the form name:value. The optional message

body, whose length is specified by the header, contains the details of the message.

Table 4.1 provides a sample response MRCP message after recognition has been

completed. Moreover, Figure 4.3 presents the flow of the exchanged messages
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Table 4.1: MRCP sample message (Source: [262])

1. RECOGNITION-COMPLETE 543257 COMPLETE MRCP/1.0

2.

3. Completion-Cause: 000 success

4. Waveform-URL: http://web.media.com/session123/audio.wav

5. Content-Type: application/x-nlsml

6. Content-Length: 276

7.

8. <?xml version="1.0"?>

9. <result x-model="http://IdentityModel"

10. xmlns:xf="http://www.w3.org/2000/xforms"

11. grammar="session:request1@foro-level.store">

12. <interpretation>

13. <xf:instance name="Person">

14. <Person>

15. <Name> Andre Roy </Name>

16. </Person>

17. </xf:instance>

18. <input> may I speak to Andre Roy </input>

19. </interpretation>

20. </result>

between the mobile application and the MRCP Server for the REGOGNIZE

action.

MRCP commands between the client and the server are used to establish

(bidirectional) audio paths between them using the Real-time Transport Protocol

(RTP), which is used extensively in communication and entertainment systems

that involve streaming media. RTP packets sent from the client application to the

MRCP server contain the user’s speech sent for recognition, commonly referred to

as utterances. Conversely, RTP packets sent from the server to the client contain

either TTS (speech synthesis) or streamed audio retrieved from a web server. A

majority of the speech vendors require this RTP traffic to be encoded using the

G.711 codec to ensure quality audio for recognition and delivery to the user.

We continue in the subsequent sections with a more thorough presentation of
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Figure 4.3: The RECOGNIZE action

the different components of the application running on the mobile device, and

how these are interconnected. We also discuss issues related to the deployment

platform, and end the presentation of the first solution with a series of evaluation

tasks.

4.3.1 Decomposition

The application installed on the mobile device contains all the necessary logic in

order to initiate and process the transactions involved while the user is interact-

ing with the system. It is also responsible for gathering user speech as well as

forwarding it to the ASR using the RTP protocol. Initially, the application inter-

acts with the MRCP Server in order to prepare the ASR and obtain configuration

parameters for the system. It is the MRCP server that will eventually supply the

recognition result to the application. The specific result is processed by the latter

in order to create and transmit different kind of requests to the Regulus Server.

The application is also responsible for formulating the response and presenting it
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on the device screen.

Four components constitute the base of the client application:

1. The Communication Channel

2. The Dialogue Manager

3. The Audio Manager

4. The Graphical User Interface

In particular, the above components offer a generic framework that contains

all the necessary features for any mobile application that wishes to employ speech

recognition services. One can customize the specific framework and implement a

new application that avails itself of the presented system. In this way, a group of

applications can be developed, which share a common basis and follow a common

approach.

4.3.1.1 Communication Channel

The Communication Channel is responsible for all communications that take

place and concern the mobile application. It serves as an abstraction layer for

all communication services and protocols, allowing transparent message and data

exchange between all involved components. Messages are exchanged in a request-

response fashion using a reliable network protocol such as TCP/IP, while audio

data are forwarded to the ASR engine through the time sensitive but unfortu-

nately unreliable RTP/UDP protocol.

The Communication Channel transmits requests from the mobile application

to the MRCP Server and receives messages or possible errors from the latter using

the TCP protocol. It can also transmit audio data to the ASR, after converting

the recorded audio stream to RTP packets. Finally, Regulus requests in the form

of XML formatted messages (Chapter 3, Section 3.3) are forwarded to the Regulus

server using TCP/IP.
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4.3.1.2 Dialogue Manager

The Dialogue Manager constitutes the application logic. The specific module is

composed of one or more Finite State Machines (FSM), each one defined as a

set of states and transitions. States may generate events, send messages through

the Communication Channel, perform state-specific operations and/or trigger a

transition to another state.

There are several actions that need to be performed before using the proposed

application development framework (such as initializing the ASR engine), each

one modeled and managed/handled by a single finite state machine. An example

FSM can be seen in Figure 4.4, corresponding to the RECOGNIZE request. The

proposed application framework includes reference implementations for the most

commonly used state machines.

Figure 4.4: RECOGNIZE request FSM

The Dialogue Manager defines the dialogue flow resulting from the messages

received from the MRCP Server. This, as usual, must be able to handle unex-

pected messages and deal with them gracefully.

4.3.1.3 Audio Manager

The Audio Manager provides the mechanism for collecting speech input. It pro-

vides the necessary methods for recording, playing back and processing audio

data. The format of the specific data can be customized, and in our reference

implementation a sampling rate of 8KHz, 8 bits per sample, mono audio, and
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PCM audio format was chosen. The specific configuration offers a bit rate of

64Kbits/sec.

4.3.1.4 Graphical User Interface

The supplied GUI offers a basic and minimal functionality, which should be used

mainly for test purposes or for non-demanding applications. It provides all nec-

essary menus for establishing a connection with the MRCP Server, as well as

recording and transmitting audio data to the ASR engine. Additionally, it of-

fers the ability to insert data using the keypad. Finally, the component provides

a generic mechanism for presenting messages to the user, which includes error

messages, information messages and action messages.

4.3.1.5 UML Diagram

The components described above were implemented by different C++ objects

with the corresponding UML diagram depicted in Figure 4.5. The class associated

with the Communication Channel component is the CCommunicationChannel

class, with the Dialogue Manager component the CDialogManager class and with

the Graphical User Interface component the CSpeechAppUI class.

Specifically, each interface in the UML diagram is implemented by the cor-

responding object, e.g. MDialogManagerObserver interface is implemented by

CSpeechAppUI object and used by CDialogManager class. The latter includes

a pointer to the specific interface and in this way can use the methods that the

CSpeechAppUI class wishes to expose.

We continue in the next subsection with a brief overview of two design patterns

used in the current implementation.

4.3.2 Design Patterns

The philosophy of design patterns stems from the area of architecture and has

been adapted in various other disciplines, including computer science. According

to the architect C. Alexander, “Each pattern describes a problem which occurs

over and over again in our environment, and then describes the core of the solution

to that problem, in such a way that you can use this solution a million times over,

86



Figure 4.5: Client application UML diagram

87



without ever doing it the same way twice” [3]. These arguments are applicable to

any software design process that intents to avail itself of an established pattern.

Some key advantages for adopting a pattern to your design include: use of an

established solution to a known recurring problem, better understanding and

easier maintenance of any software system, and better collaboration among team

members. The downside is that design patterns are conceptually complex in

nature, consume more memory due to their generalized format and do not always

lead to direct code reuse.

In this work we have extensively used two well-known design patterns, namely

the “Active Object Design Pattern” [158] and the “Observer Design Pattern” [94].

As cited in [158] “The Active Object design pattern decouples method execution

from method invocation to enhance concurrency and simplify synchronized access

to an object that resides in its own thread of control”. Put in simple words, every

object that is active has a private thread of control that is used to execute any

methods that a client invokes on the object. This is useful when one has an object

whose method calls take a long time to complete. The active object performs each

task in its own captive thread and informs the client asynchronously. We have

specifically used this approach for network communication and audio handling of

the mobile application.

Figure 4.6 presents a high-level overview of the components of the pattern

along with the interaction flow among them. The Proxy is the only part visible

to clients and offers an interface with publicly accessible methods. The Scheduler

decides which request to execute next and also manages an Activation Queue

(buffer) of Method Requests pending execution. Finally, the Servant implements

the methods defined in the proxy and the corresponding method requests.

The “Observer Design Pattern”, is a standard way for allowing objects to

communicate without tight coupling. Through this mechanism when one of the

objects changes state, all its dependents are informed about this change and

updated automatically. The changing object does not need to know anything

about its dependents besides the fact that they implement the observer interface.

This pattern has been used extensively for the creation of graphical user inter-

faces, as part of the Model−View−Controller (MVC) [94] architectural pattern,

as it makes a clear distinction between representation and manipulation of the
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underlying data.

Figure 4.6: Booch class diagram of the Active Object pattern (Source: [158])

The two basic objects of this pattern are the observer and the subject. The

subject can be monitored by multiple observers which make requests and change

the data contained in the subject. As we see in the example of Figure 4.7, these

data can be presented in different ways by the observers (bar or pie chart) or can

be altered by the spreadsheet observer. When this change happens the subject

notifies all the other observers to refresh their internal state accordingly. In this

way a transparent communication between observers can be accomplished.

4.3.3 Development Platform

Maemo1 is a software platform developed by Nokia for smartphones and Inter-

net Tablets based on the Debian Linux distribution. Based mostly on open

source standards and software, it consists of the Maemo operating system and

the Maemo Software Development Kit (SDK). The adoption of this platform for

our work was determined according to the following factors:

• Not tied to specific proprietary software.

1http://www.maemo.org/
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Figure 4.7: Observer design pattern used in GUIs (Source: [94])

• Using an open source platform offers a wide range of code examples, imple-

mented architectures and developed design paradigms.

The initial version of our prototype was first available on the n800 device and

was later extended to the n810 devices. The n800 device uses an ARM 11 CPU

clocked at 330 MHz; its physical dimensions are 75-144-13 mm (length-width-

thickness) and its weight is 206 g. The screen has a resolution of 800x480 pixels

and a physical size of 90x55 mm. The newer n810 device uses an ARM 11 CPU

clocked at 400 MHz, with dimensions of 72-128-14 mm and a weight of 225 g. The

screen has a resolution of 800x480 pixels and a size of 90x55 mm. It is equipped

with a QWERTY keyboard that slides under the display. Both devices support

WLAN connectivity for Internet access via Wi-Fi 802.11b/g, and are equipped

with an onboard microphone and speaker. Some testing has been done with the

sequel n900 device.

The increased requirements concerning speech quality made the use of the

available microphone less than ideal. We therefore resorted into using two mi-

crophones for audio recording, a Sennheiser wired headset and the Nokia BH-900

Bluetooth one. We should finally note that, due to the design of the hardware

audio input/output socket of the devices (Figure 4.8(left)), we had to merge the

two branches of the wired headset (A) into a single 3.5mm 4-pole jack (B).
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Figure 4.8: Audio hardware input/output

4.3.4 Evaluation

In this section we describe a series of evaluations using two prototype mobile

applications presented in Chapter 3; a Calendar application (Section 3.5.1) and

a Medical Speech Translator (Section 3.5.2). The main focus of our evaluation is

on issues related to speech recognition performance and response latency, when

the mobile and the desktop version of these applications are compared.

4.3.4.1 The Calendar Application

As already mentioned in Chapter 3, the Calendar application offers multi-modal

access to a toy meeting database. We evaluated the application to compare

performance between the mobile platform and desktop versions. The fact that we

use a distributed client-server architecture implies that the mobile application can

benefit from its ability to run resource-hungry processes on the remote peer. The

issue we wished to investigate, however, is whether this also involves degradation

on the quality of the system’s understanding of the user’s input.

For our experiments we used data collected by eight speakers in an office

environment. Each speaker had to read 50, in coverage sentences during three

interaction scenarios. We collected 150 sentences from each participant, produc-

ing a total of 1200 waveforms (400 waveforms per interaction scenario). The

scenarios were the following:

1. The subject speaks to the desktop PC using a headset (DES H).
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Table 4.2: Speakers distribution by interaction order

Configuration Speakers Waveform

MOB H - DES H - MOB O 2 300
MOB H - MOB O - DES H 2 300
DES H - MOB H - MOB O 1 150
DES H - MOB O - MOB H 1 150
MOB O - DES H - MOB H 1 150
MOB O - MOB H - DES H 1 150

2. The subject speaks to the mobile device using the same headset as the one

used for the desktop PC (MOB H).

3. The subject speaks to the mobile device using the onboard microphone with

the mouth distant from it (MOB O).

Users preferred to hold the device in front of them at a fixed distance, instead

of putting it near to the ear like a telephone apparatus or by moving it to the

mouth when they needed to speak. In this mode, they are not restricted solely

to voice communication, but have the opportunity to interact with the display

both by seeing usual output and by picking a help example from the screen.

In order to avoid favoring any particular scenario, the speakers read the sen-

tences in different interaction orders. We expected speakers to adapt to the

device, and thus produce better results in later sessions. The distribution of the

speakers over the different interaction orders is shown in Table 4.2 and the error

rates for each interaction scenario in Table 4.3. We show figures for three metrics:

Word Error Rate (WER), Sentence Error Rate (SER) and Semantic Error Rate

(SemER).

SER is as usual defined as the proportion of utterances where at least one

word is misrecognized. SemER is defined as the proportion of utterances which

produce a semantic representation, at the level of dialogue processing (Chapter

3, Section 3.2.4), which is different from the one which would have been produced

given perfect recognition. Actually, SemER is a version of SER that has been

adjusted to take account of the fact that many recognition errors have no effect

on system response.

From the results presented earlier, we can observe similar performance when
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Table 4.3: Calendar error rates per interaction scenario (± one standard
deviation)

Desktop
(DES H)

Mobile
(MOB H)

Mobile
(MOB O)

WER 13.05% ± 4.9 12.83% ± 3.3 21.21% ± 5.6
SemER 22.8% ± 6.9 21.9% ± 7.2 33.9% ± 8.1
SER 42.25% ± 11.1 44.08% ± 12.0 55.7% ± 12.7

using the headset on the desktop PC and the mobile device. This was more

or less an expected result. Besides any hardware differences between the two

platforms, the factor that mainly differentiates them and may affect performance

is the wireless data network. As our architecture is distributed, we rely on the

underlying data network mainly for audio transmission. Audio is always time

sensitive information and a congested network will cause packet loss. In our

experiments we used the public wireless network of the University of Geneva,

which offered a reliable and speedy access medium.

In the case of recording with the onboard microphone we observe a clear

degradation in performance. Hand-examining the corresponding waveforms, we

see that distance definitely affects the quality of the speech. One may argue that

users can bring the device close to their mouth when needed. This usually has

the undesired effect, however, of clipped waveforms, especially when the mouth

is too close to the microphone. On the other hand, constant movement of the

device may affect the smooth interaction between the user and the system.

We should in passing say a few words about the specific values for the error

rates. As usual, both SER and SemER are substantially greater than WER.

This is to be expected, given that a single mistake in a sentence can change its

semantic meaning. For example, if we recognize: “Will there be a meeting on

the fifth of July?” instead of: “Will there be a meeting on the fifteenth of July?”

both SER and SemER will count the whole example as incorrect, but WER will

only count one substitution error in ten words.

The high absolute values for WER and SemER are quite surprising as in

other domains with similar vocabulary sizes, Regulus applications have typically

delivered WER around 4-8% and SemER around 5-10% ([33], Chapter 11 of
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[240], and [234]). Hand-examination of detailed results from the tests suggested

that the poor results are due to the domain being unexpectedly challenging,

despite its modest vocabulary. There are several common pairs of words which

are easily confusable. For example, “when” and “where” sound similar and have

almost identical distributions, but result in different semantic forms (“When is

the meeting?” versus “Where is the meeting?”). Still worse is the fact that

the articles “a” and “the” frequently have semantic content, which is unusual

for a medium-vocabulary task. For example, “Was Pierrette at the meeting in

Geneva?” asks about Pierrette’s attendance at a specific meeting in Geneva,

which needs to be determined from preceding context by reference resolution;

however “Was Pierrette at a meeting in Geneva?” asks about her attendance

at any meeting held in Geneva. Similarly, “Give me meetings for next week”

asks for meetings in the seven day period starting next Monday, while “Give me

meetings for the next week” asks for meetings in the seven day period starting

today.

4.3.4.2 Medical Speech Translator

We evaluated MedSLT with respect to speech recognition performance and re-

sponse latency, and obtained results consistent with those in Section 4.3.4.1. For

our experiments we used data collected by six non-native English speakers in an

office environment. Each speaker had to read 50, in coverage sentences during

four interaction scenarios. We thus collected 200 sentences from each user, pro-

ducing a total of 1200 waveforms (300 waveforms per interaction scenario). The

scenarios were the following:

1. The subject speaks to the desktop PC using a simple office headset (DES H).

2. The subject speaks to the mobile device using the same headset as the one

used for the desktop PC (MOB H).

3. The subject speaks to the mobile device using the onboard microphone from

a distance (MOB O).

4. The subject speaks to the system using the Nokia BH-900 Bluetooth headset

with a sliding boom microphone (MOB B).

94



Table 4.4: MedSLT error rates per interaction scenario (± one standard
deviation)

Desktop
(DES H)

Mobile
(MOB H)

Mobile
(MOB O)

Mobile
(MOB B)

WER 6.7% ± 2.5 6.3% ± 1.9 12.8% ± 3.8 10.2% ± 2.9
SemER 29.7% ± 7.1 29.7% ± 8.3 37.0% ± 8.7 35.3% ± 9.0
SER 11.0% ± 3.1 11.3% ± 3.3 23.0% ± 5.6 18.3% ± 6.6

Table 4.5: Response Latency per Scenario (± one standard deviation)

Desktop
(DES H)

Mobile
(MOB B)

Recognition 2.838 ± 0.54 sec 3.470 ± 0.239 sec

Translation 0.479 ± 0.163 sec 0.634 ± 0.57 sec

The error rates for each interaction scenario are presented in Table 4.4. We

provide figures for WER, SER and SemER. We observe similar performance when

using the headset on the desktop PC and the mobile device, while, in the case of

recording with the onboard microphone, we again observe a clear degradation in

performance. The Bluetooth headset is a compromise, providing a performance

between the two extremes. It offers the flexibility of no cables, while only slightly

degrading performance. We believe that for less demanding applications we could

rely on the reliability of this headset.

Besides the previous metrics, concerning speech recognition performance, we

calculated response latency. This is defined as the time between the press of

the recognition button and the acquisition of the recognition result (including

the time of user’s speech). As seen in Table 4.5, we have an overhead of 0.63

seconds in the mobile version compared to the desktop one (using one tail paired

t-test: t=6.35, df=5, p<0.0001). We consider this a minor compromise taking

into account the benefits of using the mobile version of our system.

Another interesting comparison is between the latency of acquiring the trans-

lation result on both versions. This is defined as the elapsed time between sending

the request to the translation server and obtaining the output. Table 4.5 shows

the results of this comparison, which again indicate a negligible latency for real
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time applications.

In the next section, we proceed to the second architecture, which is also used

through the thesis and is more suitable for web deployment.

4.4 Deploying Speech Applications in the Web

Since the mid-90s, both Web and speech technology have made huge strides, but

they have only recently started to come together in earnest. Although the advan-

tages of deploying spoken dialogue systems on the Web hardly require elaboration,

the technical problems involved have been surprisingly hard to overcome.

In this section, we describe a scalable architecture, particularly well-suited

to cloud-based computing, which can be used for Web-deployment of spoken

dialogue systems, developed by Paideia Inc. and extended in the context of the

current thesis. In common with similar platforms, like WAMI [100] and the

Nuance Mobile Developer Platform1 (NMDP), we use a client/server approach

in which speech recognition is carried out on the server side; our architecture,

however, goes further than these systems by performing dialogue management,

application integration, and large-scale grammar-based language processing in the

cloud, rather than just returning the results of recognition to the client. Another

important difference is that speech is passed to the recognition processes in the

form of files, rather than using streaming audio. Although this goes against

the currently prevailing wisdom, we have found that there are compensating

advantages, and that the performance hit, with a little care, can be reduced to

an acceptable level.

Our exposition will be based on two large applications built using our frame-

work, which we argue would have been hard to construct in WAMI or NMDP.

Although both applications are speech-enabled games, they differ in several re-

spects, both in terms of functionality and architecture. Minion Dominion [56], the

first one built, was commercial in nature, and was deployed as part of the mar-

keting for the Universal Studios movie Despicable Me; it allowed two animated

characters to be controlled by spoken or typed commands, using a vocabulary

of about 400 words. The game was visited by over one million people, and at

1http://dragonmobile.nuancemobiledeveloper.com/
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its peak, shortly after release of the movie in July 2010, was getting more than

50K hits a day. The game was developed together with a third party who was

responsible for the animation aspects, and the speech and dialogue processing

modules were accessed through a Web client deployed by the third party.

We used CALL-SLT (Chapter 3, Section 3.5.3) to perform a series of eval-

uations, where we contrasted performance on Web and desktop versions. Task

Error Rate (TER) in the Web version was only slightly inferior to that in the

desktop one, and the average additional latency was under half a second.

4.4.1 Audio Capturing and Streaming

One of the biggest challenges in a web-based deployment is to capture the user’s

voice and stream audio data to the remote server. Although this might sound like

a straightforward task it is less than trivial. The main problem is that current

browsers do not offer native support for the microphone, so third party plug-ins

are needed to bridge the gap. The main drawback of this approach, however, is

that users have to download this external plug-in into their browser, something

they are not always willing to do. Three plug-ins enjoy substantial global market

penetration: Silverlight, Java and Flash.

Microsoft Silverlight offers the means to create rich Internet applications uti-

lizing a subset of the .NET framework. Its run-time environment is available as a

plug-in for desktop web browsers running under Microsoft Windows and Mac OS

X, and for mobile phones running Windows Phone and Symbian. Audio transmis-

sion can be accomplished through HTTP POST messages to any remote HTTP

server, while the user interface can be created in Silverlight and with JavaScript.

Java applets have proven effective for creating dynamic Internet content. They

are executed in a sandbox environment after being downloaded from the web

server. As in the case of Silverlight accessing certain system functionalities, as

audio recording, is by default prohibited within the browser. In order to cir-

cumvent this limitation one needs either to perform a certificate signing request

to a certificate authority or self-sign the applet. In both cases, end-users after

downloading the applet must explicitly allow access to the prohibited system

functionalities.
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The Flash plug-in is the most popular among the desktop browser plug-ins

with 95% penetration. It uses the Real Time Messaging Protocol (RTMP) to

stream content to the Flash Media Server (FMS), while the audio is Speex-

encoded. With the Alchemy tool, recently released by Adobe, it is possible to

compile C and C++ code to execute directly within an ActionScript Virtual

Machine (AVM2) inside the Flash Platform. In this way, one can implement

complex audio recording functionalities (e.g. encoding) or even run advanced

speech recognition technologies within the Flash environment [217].

HTML5 is a markup language that promises to make audio streaming a far

easier task within the browser. Mainly developed by W3C, HTML5 aims to

provide a standard way to access the microphone regardless of the underlying

browser and without the need to install extra plug-ins. This standardization will

benefit developers in a similar fashion as HTML did in the past, with elements

such as <video>, <audio> and <canvas>. Moreover, many of these features

have been designed with consideration to supporting low-powered devices such as

smartphones and tablets. The full adoption of HTML5, however, is still underway

despite the fact that many tags have already been implemented in a number of

browsers.

4.4.2 Web Deployment Architecture

This section presents an overview of the architectural framework. Applications.

including in particular the two we focus on here, contain four core types of run-

time components: a Speech Router, one or more Dialogue Servers, one or more

Recognition Servers, and several Clients. This is designed to be extensible; as we

will see, adding additional components, such as TTS servers, is straightforward.

The first two types of components are both application independent and run on

the server machines. The Speech Router is the top-level process; it handles the

connection to the Internet and mediates message traffic between the Clients, the

Dialogue Servers and the Recognition Servers.

The Dialogue Servers perform language analysis and dialogue processing. The

Recognition Servers are third-party software, and also run on the server machines;

so far, we have used the Nuance Toolkit, but any recognition engine capable
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of supporting the MRCP protocol would work equally well. The Client is an

application-specific process running on the users Internet-enabled device.

As already noted, the top-level configurations of the two sample applications

are slightly different. Figure 4.9 give a schematic pictures of the message flow

between components in each case. We now describe both the components and

the message flow in more detail.

Figure 4.9: Top-level architecture of the framework. Left: Configuration used
for Minion Dominion. Right: Configuration used for CALL-SLT
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4.4.2.1 The Speech Router

The Speech Router is an embedded web server designed to connect the Clients to

cloud-based recognition and applications. It is the front end of a multi-tiered ar-

chitecture permitting any number of Clients to talk to any number of applications

with any number of languages and grammars; if load considerations require multi-

ple Recognition Servers and Dialogue Managers, the Speech Router is responsible

for passing speech files and recognition results between them, performing associ-

ated load balancing.

We will first discuss the basic flow of messages in the system and then describe

the changes to support Flash. Note that we describe the passage of messages

through this system in a fairly bare-bones manner; more complex applications

will have more involved session start up and tear down, but that does not affect

the basic flow. The responsibilities of the different components are discussed here:

1. The Speech Router embedded web server receives an HTTP POST message

from a client. The message, at a minimum, must identify the application

it is for. If it is for a new session, then a session ID is created, otherwise a

session ID will be included. There may other parameters attached, such as a

voice file or other user actions. We have adopted JavaScript Object Notation

(JSON) as the format for all non-speech data (Table 4.6). The benefit of

using JSON over other formats (e.g. XML) is the fact that it conveys data

in smaller structures. The smaller packet size has a positive impact on

network utilization and making it suitable for client/server applications.

With more sophisticated applications and clients, there may be user infor-

mation in a database or memcached to use for further processing. Finally,

a message ID is generated. Once it has enough information, the Speech

Router specifies a processing pipeline for the message. For a spoken mes-

sage this would include a Recognition Server, a Dialogue Server, and the

address of the current Speech Router instance; the response must eventually

arrive back at the same front end to respond to the remote client. With-

out a speech payload, the pipeline will go directly to the Dialogue Server

and then back to the front end. These choices are based on configuration

files specifying host and process IDs for all recognizers and applications.
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Currently all processes communicate via HTTP. We plan to move configu-

ration information into memcached and replace HTTP with reliable queues

to support greater reliability and flexibility.

If there is a speech payload and it is not in the required format for the

recognizer, (for example, MP3 instead of WAV), the front end performs the

relevant conversion before sending the message to the next layer.

2. At the Recognition Server there is a Java process which performs the fol-

lowing:

• receive the message,

• store the speech file,

• determine the grammar to be used,

• communicate with the recognizer using MRCP,

• when it receives the recognition response, forward that to the next

process in the chain - usually the Dialogue Server if there are no errors.

3. The Dialogue Server receives its input either from the Recognition Server,

if there was speech, or from the Speech Router. It uses the session ID to

retrieve the state, if any, for the session, processes it, and sends the results

along to the next process in the chain, which is usually back to the original

Speech Router process. The Dialogue Server consists of a Java process that

communicates with the rest of the system and the Regulus server.

4. At the end, the message returns to the Speech Router. The results are

passed to the servlet thread handling this communication, which logs some

performance data and then returns the results from the Dialogue Server to

the client in the response to the initial POST.

This architecture is designed to support the straightforward addition of more

levels. For example, we did not require TTS for our applications, but it could

easily have been added by inserting a TTS process into the chain after the Dia-

logue Sever and before the results return to the Speech Router. Other application

components could likewise be inserted along the way.
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Table 4.6: JSON sample message and the corresponding XML one (Source:
http://json.org/)

1. {"menu": {
2. "id": "file",

3. "value": "File",

4. "popup": {
5. "menuitem": [

6. {"value": "New", "onclick": "CreateNewDoc"},
7. {"value": "Open", "onclick": "OpenDoc"},
8. {"value": "Close", "onclick": "CloseDoc"}
9. ]

10. }
11. }}

The same text expressed in XML:

1. <menu id="file" value="File">

2. <popup>

3. <menuitem value="New" onclick="CreateNewDoc()"/>

4. <menuitem value="Open" onclick="OpenDoc()"/>

5. <menuitem value="Close" onclick="CloseDoc()"/>

6. </popup>

7. </menu>

Flash is handled, as usual, through another layer of indirection. A small

Java process sits between the Flash Media Server and the front end described

above. This layer communicates with FMS using XML messaging, cracks open

Adobe’s proprietary FLV format to retrieve the embedded mp3 speech file, and

then communicates with the server like any other HTTP POST client.

4.4.2.2 The Dialogue Server

As we have already presented in Chapter 3, Section 3.3 the Dialogue Server is a

process implemented on top of the Regulus platform, which serves as the entry

point in order to access the functionalities of the platform. The Dialogue Server

communicates with other processes using JSON messages sent over a socket. The
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use of Unicode-based JSON makes it easy to support speech and language pro-

cessing for languages with non-ASCII character sets. The CALL-SLT application,

in particular, has versions which require handling of text in Japanese, Chinese,

Arabic and Greek.

4.4.2.3 Recognition Servers

Recognition for our two applications uses Nuance 9.0 for Despicable Me and

Nuance 8.5 for CALL-SLT; the current modules are able to communicate with

any recognizer platform capable of handling MRCP and either Speech Recognition

Grammar Specification (GrXML) or Grammar Specification Language (GSL). It

would not in fact be difficult to allow use of other platforms, which would only

require rewriting the current MRCP client to use some different protocol.

4.4.2.4 Clients

Using the framework described earlier, it is straightforward to implement speech

clients that follow uniform design principles. The developer is concerned with

the following tasks: (1) creating the graphical user interface, (2) maintaining the

application’s state logic, (3) performing recording and playback of audio, and (4)

requesting services from the remote peer. All applications are developed using

Flash 11 in combination with ActionScript 3.0. For the Android platform, where

access to the microphone is, annoyingly, not available inside the browser, we had

to create a standalone application using the Adobe AIR 2.6 runtime.

When the user types the application’s link in the browser, the remote web

server delivers the requested page that includes the “.swf” file of our flash client.

The latter takes control and communicates directly using Remote Procedures Calls

(RPC) with the remote Flash Media Server, which is the entry point of any client’s

request. As the Flash framework dictates, the end-user must allow our application

to access the microphone before it can start using it.

An important aspect of the GUI is the way the recognition button is used.

Due to the limitations of the target platform (lack of an endpointing mechanism),

we have adopted a push-and-hold solution, where the user has to keep the button

pressed while speaking. The recorded audio packets are streamed to the server
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until the button is released. The latter signifies the end of the user speech,

triggering the transition to the next step of the processing chain; recognizing

using the remote audio file, processing the result and returning a response to the

client.

4.4.3 Evaluation

Our discussion of the second solution ends with the presentation of a series of

evaluations. As in the first architecture, we are interested in investigating issues

related to possible degradation in speech recognition performance and response

latency, using the mobile CALL-SLT prototype. Additionally, we present mea-

surements on server utilization and perform a stress-test of the system.

4.4.3.1 Recognition Accuracy

The first experiment was designed to compare recognition accuracy in the Web-

based and desktop versions of the application. We asked eight subjects to interact

with the English-for-French-speakers version of CALL-SLT, running on desktop,

Web and mobile platforms in a quiet office environment. The mobile version was

run on a Samsung Galaxy tablet using the onboard microphone. All subjects

were good but non-native speakers of English, and either native French speakers

or strong second-language speakers. The subjects were asked to do 10 examples

for each of three different lessons. Responses were typically about 5 to 7 words

long for the first two lessons, and about 10 to 12 words long for the third one.

Figure 4.10: WER for desktop, Web and mobile versions of English CALL-SLT
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The results are summarized in Figure 4.10 (Word Error Rate) and 4.11 (Task

Error Rate). It is apparent that average WER is better on the desktop than on

the Web version (6.2% versus 7.5%), though TER was closer; two of the seven

users in fact scored better TER on the Web version. The mobile version was

marginally worse than the Web one.

Figure 4.11: Task performance on desktop, Web and mobile versions of English
CALL-SLT, out of 30 examples attempted, on 8 non-native speakers

The main factor responsible for these differences appears to be a divergence

in user interface functionality: the desktop version is push-to-talk, while the

Web and mobile versions are push-and-hold. It is clear that subjects find push-

and-hold less user-friendly, a problem which has also been noted in the WAMI

framework.

4.4.3.2 Latency

In the third experiment, we implemented a Flash client which simulated running a

standardized CALL-SLT session from a variety of remote locations and measured

latency for the three most common types of message: “recognition and match”,

“next prompt” and “get help for current prompt”. In each case, latency was

defined as the time between the client’s sending the message and receiving a reply.

We used nine different locations, ranging in distance from inside the University

building (leftmost column) to over 10,000 kilometers away, and ran the simulated

session at three different times of day for each location, with times chosen to get
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varied levels of Internet load. The rightmost column shows results for an Android

device used on the University wireless network.

Figure 4.12 summarizes the results. There is only weak correlation with loca-

tion. Latency varies from about 1.5 to 2.0 sec for “recognition and match”, from

about 0.1 to 0.5 sec for “next” and from about 0.3 to 1.0 sec for “help”. Offline

tests with recorded files showed that server processing times for “recognition and

match” averaged around 1.3 sec; this suggests that the extra recognition response

latency resulting from the Web framework is about 0.2 to 0.7 sec. Since audio

files average about 3 seconds in length, and recognition speed is about 0.08xRT,

fully streaming audio would have reduced this by about 3000x0.08 = 240ms. The

minor performance hit associated with our solution seems in practice entirely

acceptable.

Figure 4.12: Average latency of “recognize”, “next” and “help” messages

4.4.3.3 Server Utilization

The second experiment focused on server utilization. We took 10 session logs from

an evaluation exercise using the French-for-Chinese-speakers version [34]. Session
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lengths varied from 6 minutes to an hour and a half, averaging 52 minutes. Figure

4.13 shows the results of replaying the logged server commands offline to estimate

server load for the commands used in each session. Utilization varies from 4%

to 14%, depending mainly on the extent to which subjects interacted with the

system, with a mean value of 7%. This agrees with the intuitive observation that

the system is habitable with up to about ten concurrent users.

Figure 4.13: Box plot for server utilization, expressed as a percentage, for 10
sample sessions using the French-Chinese version of CALL-SLT. The blue box is

constructed to contain the 50% of sessions closest to the mean

4.4.3.4 Stress Test

In the final experiment, we used multiple instances of the client described previ-

ously in order to stress–test the system. Each client could send repeatedly and

with no pause the following sequence of messages: ‘next”, “help” and “recog-

nition”. At specific intervals, a new client was launched, simulating the arrival

of a new user. As is shown in Figure 4.14, we obtain observable variations in

the response time of the recognition request after the arrival of the third user,

where the latency sometimes exceeds the value of 4 sec. The system is practically

unusable after the sixth user, as one can wait for more than 6 sec to obtain a

response. We should note that the specific test took place over our local network.

4.4.4 Conclusions

The framework has several distinguishing features which differentiate it from sim-

ilar offerings, like WAMI or NMDP. In particular, it includes extensive support for
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Figure 4.14: Degradation in recognition latency as the number of users increases

recognition using large grammar based language models and server-side (cloud-

based) dialogue management; it allows easy scalability; and it uses a file-based

protocol to communicate with the recognition server, instead of using streaming

audio throughout.

It is not obvious that either of the sample applications could easily have been

constructed using WAMI or NMDP. Both apps, particularly CALL-SLT, require

substantial medium-vocabulary grammars (hundreds of words and thousands of

rules), which is incompatible with the other platforms’ approaches to recognition:

NMDP only offers a general large-vocabulary solution, and WAMI is not designed

to be used with large recognition grammars. Both apps, particularly Minion

Dominion, also needed to support a substantial number of parallel conversations.

Although fully streaming audio would have reduced recognizer latency a little,

as discussed in Section 4.4.3.2, it would have been extremely expensive to acquire

servers and licenses sufficient to support the large number of channels we required.

Partially file-based processing gave us an acceptable solution at a low cost; since

recognition speed was about 15 to 20 times real-time, a single channel could

comfortably handle about ten parallel users per recognition server.

In fact, if we back off from the narrow issue of communication with the recog-
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nition server and consider the application as a whole, it is entirely possible that

use of WAMI or NMDP would have resulted in greater latency. Both our apps

include significant server-side application processing, and recognition results are

immediately available for further processing in the cloud. The alternatives would

require first returning recognition results to the client and then shipping them up

to a server for dialogue management and other processing. These two additional

hops over the public Internet, perhaps using 3G, 4G, or wifi connections, are the

slowest links in the system and would probably add more latency than file-based

processing does. Anecdotally, when we have demonstrated CALL-SLT in public,

we have usually received positive comments about the fast response times.

The one place where we really felt that we could have won by using NMDP was

in endpointing. NMDP contains support for client-side endpointing, something

that our framework conspicuously lacks. The result is that we are forced to

use a push-and-hold interface; as discussed in Section 4.4.3.1, users do not like

this, and it impacts negatively on performance, so investigating ways to integrate

endpointing solutions into the framework would be beneficial. We should not

however neglect the fact that our interface keeps the bandwidth requirements of

the mobile application under control, as it limits the amount of audio sent to the

server and thus makes cloud recognition more efficient.

4.5 Summary

In this chapter we have described two frameworks for deploying speech-enabled

dialogue applications for mobile platforms, and how they have been used to build

various substantial systems of this kind. Specifically, our key contribution was to

extend the Open Source Regulus platform to permit hosting of speech-enabled

Regulus applications on mobile devices. The infrastructure is based on a dis-

tributed architecture, which uses state-of-the-art integration techniques to com-

bine pre-existing Regulus resources with commercial ASR systems.

In the first case we have performed different proof-of-concept evaluations of the

architecture and have showed that the applications’ performance on the mobile

platform was essentially identical to that on a standard desktop PC. The second

framework offers a scalable architecture, particularly well-suited to cloud-based
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computing, which can be used for Web-deployment of spoken dialogue systems.

Task Error Rate in the Web version is only slightly inferior to that in the desktop

one, and the average additional latency is under half a second.

The two architectures were presented in the same order as they were chrono-

logical implemented. Although both approaches offer similar performance for

the speech recognition task, they differ in other aspects. A clear drawback of

the second architecture compared to the first one is the absence of the end-of-

speech functionality, as users have to signify manually when they have stopped

speaking to the system. As reported in [236], a push-and-hold interface com-

pared to the push-to-talk one presents various usability deficiencies, in particular

that users release the button too early. On the other hand, the second architec-

ture offers a considerably more elaborate server-side functionality by combining

generic dialogue management, so that the application running on the mobile de-

vice can become less complex. The suitability of this architecture for cloud-based

deployment is another major advantage, as the proliferation of the WWW on

portable devices offers unique possibilities for realizing speech systems, stimu-

lating a paradigm shift from standalone speech applications to speech services.

Finally, the availability of the application through a web browser, besides making

installation easier, provides the opportunity to acquire a vast quantity of user

data for evaluation and tuning purposes.

The next chapter presents our first user study incorporating the architectures

presented so far.
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Chapter 5

Rephrasing User Input

In this chapter we investigate the effects of rephrasing user input in two mobile

spoken dialogue systems. We argue that for specific kinds of applications it is

important to confirm what the system has understood before producing the output.

In our study users had to confirm their spoken input presented in two different

textual representations.

5.1 Introduction

During the construction of a spoken dialogue system much effort is spent on

improving the quality of speech recognition. However, even if an application

recognizes the input perfectly, its understanding may be far from what the user

originally meant. Consider, for example, a request like “When is the meeting

next Friday?”. It can be equally interpreted as “When is the meeting on the

Friday closest to today?” or “When is the meeting on Friday next week?”. The

user should be informed about what the system actually understood, so that an

error will not have a negative impact in the later stages of the dialogue [307], and

the user will not perceive a bad response as correct or vice-versa, leading to an

increase in their confusion and cognitive load [311].

One important aspect that this chapter tries to address is the effect of present-

ing how the system understood what the user said. This presentation is actually

an enriched version of the user’s input, taking into account constraints of the
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application, the current dialogue situation, etc. In this way users can avoid mis-

conceptions and problems occurring in the dialogue flow and can enhance their

confidence in the system. Nevertheless, this has an impact on the interaction, as

the mental workload increases, and user behavior may adapt to the system out-

put. We focus on two applications that implement the notion of rephrasing user

input in a different way (Calendar - Chapter 3, Section 3.5.1 and MedSLT - Chap-

ter 3, Section 3.5.2). Our study was carried out on 14 subjects that interacted

with both systems. We investigate the following issues:

• What is the mental effort involved in processing the rephrased output? It

may require some time for users to extract the meaning from it.

• Does the rephrased output direct users to the coverage of the application

(what they are supposed to say in order to be understood by the system)

[319]?

• Does the psychological notion of free recall of text, where adults are likely

to remember and reproduce some parts of the output instead of its verbatim

reproduction, apply in our experiments [58]?

• To what extent does a user confuse the meaning of the output (with/without

rephrasing) and confirm wrong ones, while discarding correct output?

• As the dialogue flows, how do users behave if there are no unsuccessful

interactions? Do they confirm, for example, the output with less thought?

• Is rephrasing a good way to hide recognition errors? Small mistakes in

recognition are normally hidden in the rephrased output. Consider, for

example, errors between the articles a and the.

Previous studies focused on the influence of system output style (personal/

impersonal) on users’ subjective view of a system [193], as well as the formulation

of the output e.g. telegraphic, fluent, or anthropomorphic [37]. Other studies ex-

amine how to enhance trust in the system’s output, by integrating information

across multiple turns in the conversation [25]. Our work focuses more on the
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Table 5.1: Examples of paraphrases/back-translations

User System paraphrase

“Is there a meeting on Friday morn-
ing?”

Is there a meeting between 06:00 and
12:00 on Fri Mar 19 2010?

“Was there a meeting last week?” What meetings were there between
Mon Mar 8 2010 and Sun Mar 15
2010?

“Do I have a meeting tomorrow?” Are there meetings on Wed Apr 17
2010 attended by Nikos Tsourakis?

“Is someone from Geneva coming?” Who is attending the meeting affili-
ated with Geneva?

User System back-translation

“Does red wine cause any
headaches?”

Do you have the headaches when you
drink red wine?

“What relieves your pain?” What makes the pain better?

“How about bright light?” Is your headache made worse by
bright light?

“Do you have it every day?” Does the pain occur every day?

explanatory structure of the system’s output, so we implemented two applica-

tions where the notion of rephrasing user input has been put in place. In the

context of the Calendar application, we introduce a rephrasing mechanism called

“paraphrasing”, which further analyzes user input and presents its enriched rep-

resentation by considering different dialogue constraints. Specifically, the role of

paraphrases is to restate the meaning of the user’s input using different words. In

the MedSLT system, the doctor’s questions are translated and presented in the

patient’s language. In order to confirm the system’s understanding doctors are

shown the back-translation of their input (e.g. translation from French-to-French,

as in our experiment). The role of back-translation is to show doctors, whether

their input was translated correctly to the source language and can therefore be

translated correctly to the target one. Table 5.1 shows some examples for both

cases and we describe both mechanisms in the following section.
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5.2 Rephrasing User Input

As noted earlier, we deem it important to provide users with some indication of

how a speech translation or spoken dialogue system has interpreted their input.

We have experimented with slightly different mechanisms in the two applications.

For speech translation, we perform a “back-translation” from the interlingua; we

apply rules to translate the recognition result from the interlingua to the source

language, and then use a generator derived from the source language to produce

a source language surface string. Given that the system is already capable of

multi-lingual translation, and in particular of realizing an interlingua form in the

different languages, this strategy is very easy to implement.

No corresponding mechanisms exist in the case of a dialogue application,

where the level of representation corresponding to the interlingua is the dialogue

move. The solution we have instead chosen is to implement a grammar, again

compiled into a generator, which associates a surface string with each dialogue

move. So far, we have had two main design goals for these “paraphrase gram-

mars”; the surface form for the paraphrase should be unambiguous, and it should

also be fairly natural. These two goals conflict to some extent, since completely

natural language is typically ambiguous to some degree. For the applications we

have so far been involved with, it has however proved feasible to find a reasonable

trade-off point; the paraphrase grammars can also be kept simple and compact.

5.3 Experimental Design

In order to examine our ideas we set up a sequence of experiments using the two

systems (Calendar with paraphrases and MedSLT with back-translation). Again,

it is important to remark that we do not try to compare the two applications,

as they are different in nature. Instead we seek to extract uniform results, as

both implement the notion of rephrasing user input in different ways. For the

evaluation we used the GUI presented in Figure 5.1, running on the Nokia’s N810

Internet Tablet.

14 participants were split into two groups of 7 subjects. The first group used

the Calendar application, and the second used the MedSLT system. Each user
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Figure 5.1: Evaluation GUI

in the first group was given a set of 30 scenarios that demanded just one spoken

interaction. The idea was simple: they had to confirm whether the system could

understand what they asked for. The description of the first 15 scenarios (first

session) was well defined and specific, e.g. “You have a meeting with Alex, but

you do not remember the time”. The last 15 scenarios (second session) were

more ambiguous and the participants could pose a question in different ways.

For example, for the scenario “Meeting in September?” a user could say “Was

there a meeting in September?” or “When is the next meeting in September?”.

In this way we avoid imposing on them what to say and conversely investigate

possible learning effects of the output from the previous interactions. Some of

these scenarios contained images of persons, places, etc, in order to let the users

improvise (Figure 5.2). Between the two sessions there was a short break of 5

minutes.

When?

Figure 5.2: Image scenario (When is the next meeting with Brad Pitt in
Geneva? )
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Our experiments were organized into two configurations. In the first one

the system responded to the user input with the recognition result and in the

second configuration with the paraphrase. These two versions were evaluated on

different dates and the group consisted of non-native, fluent English speakers,

with proficient computer skills. After speaking to the system each subject had

to confirm the output. A positive confirmation (“Yes” button) was given if the

output expressed the same semantic meaning as the input, otherwise the “No”

button was pressed. Turns per scenario were limited to a maximum of five and

there was no time constraint. Figure 5.3 summarizes the different configurations

used.

Figure 5.3: Configuration of the experiments

The only difference in MedSLT was that, instead of using the paraphrases,

each user was presented with the back-translation. The users were native French

speakers, with proficient computer skills and the scenarios were created as a

translation task. Users were asked to translate and speak a certain phrase from

English to French.

All subjects used a wired headset, which from our previous studies [286, 287]

showed superior performance compared to a Bluetooth headset or to the onboard
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Table 5.2: Sample scenarios for Calendar & MedSLT application

Sample Scenarios for Calendar:

“You want to know if you have a meeting this Friday morning.”

“You have a meeting with Susan, but you do not remember when it is.”

“You can’t remember who was at your last meeting.”

“You want to check whether you have a meeting on January 5th.”

“You have a meeting with Mike next month, but you do not remember
the date.”

Sample Scenarios for MedSLT:

“Does the pain start in the morning?”

“In the evening?”

“Do you have pain in the forehead?”

“tea + relieve + headaches”

“pain + cause + cough”

microphone. Before using the system, all participants had to fill out a demo-

graphic questionnaire and upon completion of each experiment an evaluation

questionnaire, according to [184]. They also had five minutes of introduction on

using the system,supported by the results of the ASR evaluation so that they

could get acquainted with the functionalities offered. All experiments took place

in an office environment, while the participants were seated. Table 5.2 shows

sample scenarios for Calendar and MedSLT application.

5.4 Results and Discussion

Mental workload. In order to quantify the mental effort for processing the

rephrased output, we define “interaction time” as the time between the presenta-

tion of the result and its confirmation/rejection by the user. We define ”thinking

time” as the time spent by the user reading the scenario and formulating the cor-

responding question in his mind. We roughly consider this time as the interval

between the confirmation/rejection of the previous scenario and the press of the

recognition button. The decomposition of the time intervals is shown in Figure

5.4.
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From the box-plots in Figure 5.5 we can observe something more or less ex-

pected. Users spend more time confirming their rephrased input. This has to

do with the time spent reading a normally richer output and comprehending its

semantic representation. We used one tail paired t-test to calculate statistical sig-

nificance. On average it takes 1/3 more time (2.8 sec to 3.6 sec) (t=5.58, df=6,

p<0.0001) in the first session for MedSLT and 1/2 (4.3 sec to 5.8 sec) (t=7.06,

df=6, p<0.0001) for Calendar. In the second session we observe respectively a

difference between 2.4 sec to 2.5 sec (t=2.71, df=6, p<0.02) and 3.6 sec to 4.8

sec (t=4.69, df=6, p<0.002). The users seem to get more familiar with the ap-

plication as time passes. On the other hand they show a uniform behavior when

they are presented with the raw recognition result.

Figure 5.4: Decomposition of user/system time

The time needed for a user to pose a question to the system (thinking time),

is presented in Figure 5.6. On average they spend almost the same amount

of time in each of the different pairs under examination (Calendar/Paraphrases

and MedSLT/Back-translation). In the first session, for example, we observe a

variation in the median values between 4.1 to 4.3 sec for MedSLT and 7 sec to

6.7 sec for Calendar. During the second session, users become confident with the

system and interacted more rapidly. This also has to do with the descriptions of

the scenarios, which are shorter. The uniformity of the values suggests that the

rephrased output does not impose any additional workload for the users while

formulating their input.

The statistical significance analysis reveals that we cannot reject the null

hypothesis that mean values of thinking time are equal across the different pairs.
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Figure 5.5: Mean interaction time per session

We should note that the average speaking rate for all users remained the same

between the raw and the rephrased configurations. This suggests that rephrasing

user input does not affect the time spent by each subject uttering their questions.

Figure 5.6: Mean thinking time per session
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Efficiency. In order to examine the utility of the paraphrases in user inter-

action, we check how easy it was to complete the task. The users had an average

of 2.5 turns in the paraphrase configuration and 3 turns in the raw recognition

configuration using the Calendar application. This was more or less expected

as rephrasing user input helps hide unimportant recognition errors. We calcu-

lated that 12% of all interactions contained crucial recognition errors, which were

eliminated in the rephrased output. Notice that this rate does not include minor

recognition errors like substitutions between articles (e.g. “a” and “the”). As far

as MedSLT is concerned, we observe a similar performance where 1.5 turns are

needed in order to accept a result in both configurations. This high performance

is probably due to the construction of the scenarios, which were simple transla-

tion tasks. This will be supported by the results of the ASR evaluation that will

follow.

Figure 5.7: Rephrase vs. Repeat preference in the four versions

In our analysis we calculated the percentage of utterances where users prefer

to repeat a misrecognized sentence or rephrase it. The results are shown in Figure
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5.7 and correspond to the four versions under test. The subjects exhibit a strong

preference in either strategy (rephrasing or repeating), as in most cases one of

them has the dominant percentage in the column. An interesting result is that

this preference is extended to both versions that each user had to test. From 14

subjects only two of them (one in Group A, user No 2 and one in Group B, user

No 2) decided to change strategy when introduced to the second version of the

system. In order to accomplish a scenario, participants may interact more than

once. The dot in the plots represents the percentage of choosing to rephrase after

the first misrecognition. It is an indication of what their first preference was after

an error occurred, and normally it is consistent with their prevailing preference.

Accuracy. Another issue that we tried to investigate is whether and to what

extent users discard correct output or accept false output. We will only present

results from the Calendar application, as the high performance of MedSLT did

not offer the opportunity to conclude on concrete results.

As we can be observed in Figure 5.8, despite the nature of the task (simple and

clear) almost 1/10 (10%) of the interactions were erroneous. More errors came

from false rejections rather than false acceptances. It is not clear, however, if these

errors were caused by the user’s negligence, perhaps because of the small display

of the device, or were due to the structure of the output (either paraphrases or

raw recognition).

Figure 5.8: Output acceptance/rejection error rates for Calendar using either
paraphrases or the raw recognition result

Short-term learning. By the phrase “short-term learning”, we mean that
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Table 5.3: Out-of-vocabulary rates for all versions during 1st & 2nd session

Calendar
Raw

Calendar
Paraphrases

MedSLT
Raw

MedSLT
Back-Translation

1st 1st 1st 1st

1.52% 1.95% 2.15% 2.18%

2nd 2nd 2nd 2nd

2.35% 2.77% 1.21% 1.6%

the user learns something from the structure of the output and applies this knowl-

edge in some form in a subsequent interaction. In order to quantify this process,

we examined the dialogue flow. We focus on examples where they could have

used the rephrased output after a recognition error. We counted the number of

interactions after an error where they used a useful pattern from the previous

rephrased output. The number is low, equal to 5%, and includes only the use of

some patterns and never full conversational sentences.

One indication of a learning process could also be offered by the out-of-

vocabulary rates (OOV) presented in Table 5.3. In general, we encountered low

values, which suggest high grammar coverage. For Calendar the OOV is increased

in the second session, whereas for MedSLT the opposite pattern applies. We be-

lieve that this happened due to ambiguity of the scenarios in the second session,

which was stronger for Calendar.

In our experiments it is difficult to quantify the free recall, as defined in [58].

Each scenario is a new task that formally does not demand the recall of any

previous knowledge. We can deduce that users definitely learn what to say and

become familiar with the system as time passes. They exhibit, however, strong

preference for the patterns that worked for them before and seem reluctant to

rephrase the proposed system output even if it is very close to the meaning of

what they said. This is consistent with other studies that show that it is easier for

people to model both the length and the vocabulary of a terse computer output

than of a conversational one [320].

ASR performance. In order to quantify speech recognition performance,

we use the following metrics: Word Error Rate (WER) and Sentence Error Rate

(SER). SER is, as usual, defined as the proportion of utterances where at least
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one word is misrecognized. The calculations included both in and out of coverage

data.

In Figure 5.9(left) we present the plots of WER for each system and con-

figuration, where we used a 95% confidence interval that was calculated after

a per-utterance bootstrap resampling [23]. The results imply that, statistically,

there is a roughly similar performance when users interact either with the raw or

with the rephrased configuration. In other words there is not enough evidence to

suggest that rephrasing increases WER. The Calendar version during the second

session presents, as expected, the highest values.

Figure 5.9: WER (left) and SER (right) for the two configurations/systems
during the first and the second session

The higher task completion rate for MedSLT compared to Calendar is consis-

tent with the WER figures. The ambiguity introduced by the scenarios during

the second round of the Calendar experiments seems to have an impact on perfor-

mance. We should not forget either that the subjects in Calendar were non-native

English speakers. Finally, the SER presented in Figure 5.9(right), shows that, for

Calendar, 40% to 50% of the sentences had an error and this number drops to

around 25% for MedSLT. This is perhaps a more convincing indication for the dif-

ference across systems and configurations in the task completion rates presented

earlier.

Incidentally, this analysis revealed that, for non-native English speakers, the

choice of acoustic models in recognition is important. The American acoustic
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Table 5.4: Rephrase study exit questionnaire

Conformability “You were comfortable working with the system”

Clear up problems “Misunderstandings could be cleared up easily”

models provided better results for some users whereas the British one were more

appropriate for others.

Subjective evaluation. The evaluation included an exit interview with a

detailed questionnaire to measure the subjective opinion of the users for each

system and configuration. Besides the written questionnaires we had a short

discussion with all participants upon completion of each experiment.

Users did not seem to favor one system over the other. In a five point Likert

scale (Bad =1, Poor = 2, Fair = 3, Good = 4, Excellent = 5) they expressed

their overall impression for both systems as “Good (4)”. For MedSLT there is

a stronger tendency towards “Excellent (5)”, as the interquartile range of the

corresponding box-plots is above level 4 (refer to Appendix B - Section B. 1).

In Figure 5.10 we present two characteristics (Table 5.4), where users ex-

pressed different opinions. If we consider the Calendar application we observe the

following. As a matter of comfort, users seem to prefer raw recognition feedback,

as most of the time they see an output very close if not identical to that which

they originally gave. From our informal observations many of them felt initially

awkward with the structure of their rephrased input. The Calendar rephrasing

mechanism is different compared to MedSLT, by using abbreviations for months,

introducing time intervals, etc. The additional workload is already reported in

the objective evaluation, as all versions outperform the Calendar-Paraphrases

one. This probably had an impact on conformability.

The complete set of results for the subjective evaluation is included in Ap-

pendix B - Section B. 1. According to these findings, participants feel more con-

fident in the system’s ability to deal with misunderstandings, when paraphrases

are used. We suppose that the richer and detailed output gave them a second

chance to reconsider their own input, which could be initially ambiguous. In

any case the natural language processing might make them think that something

clever takes place in the backend.
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Figure 5.10: Subjective evaluation box-plots

Due to lack of statistical significance in the subjective evaluation we will

refrain from extrapolating general conclusions. Conversely, we can rely on these

results as empirical data and combine them with the discussions we had upon

completion of each experiment. The assumptions reported in this work were also

an outcome from the exit interviews.

Finally, we should take into account that the system did not provide actual re-

sults on the user’s request (e.g. information about a future meeting). Whenever a

user judged the raw recognition or the paraphrase as correct, he would also expect

to obtain a valid response to his request. This is not the case however, as hidden

ambiguities in the raw recognition may offer false results. These ambiguities were

addressed in the paraphrase and in the back-translation mechanisms, which offer

more robustness to the systems, although their utility was not revealed to users

in its full extent.

5.5 Summary

In this chapter we have tried to investigate the effects of rephrasing as a con-

firmation mechanism of the user’s input. We argue that for specific kinds of

applications it is better to disambiguate the input before proceeding in the inter-

action. Especially in our case we can take advantage of the screen compared to

a telephone-based spoken language system. We utilized two applications running
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on a mobile platform that impose different interaction to the users. This may be

affected by the offered smaller display, the interaction with a stylus pen, etc.

Our work was based on measurement of the additional workload, the efficiency

and the performance of the system along with the satisfaction of the end-users.

We observed that, as they become more familiar with the application, the time

needed to process the output and re-interact with the system is reduced. In

the worst case it is comparable with the time intervals presented for the raw

recognition version. We can therefore state that rephrasing does not seem to

impose additional work load concerning the time needed for a new interaction.

The additional time for confirmation is strongly influenced by the structure of

the rephrased output. The “soft” rephrasing mechanism of MedSLT compared

to Calendar demands in general less time for confirmation.

We did not notice more errors occurring when the rephrased output was used,

although we would expect some kind of learning process. Perhaps in the context

of this work there was not enough time for this process to occur considering

also the conversational nature of the output, which does seem to be applicable.

Probably another long-term evaluation could be germane for this kind of task.

From the overall impression of the users they seem to be equally satisfied with

the raw recognition and the rephrased version. Some differences presented in the

subjective analysis along with exit interviews and unofficial observation, suggest

that on issues concerning conformability, the raw version seems to be preferable.

Conversely, for the ability to clear up problems, the rephrase version seems to be

more applicable.

We continue in the next chapter and present three user studies involving the

introduction of different prompts in CALL-SLT in the form of multimedia.
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Chapter 6

Adding Multimedia Prompts in

CALL-SLT

Prompting users is an important issue for any dialogue system. In this chapter we

present the results of three experiments that incorporate different types of output

realized with multimedia in CALL-SLT. In the first study images and text were

used, which evolved as a study around gender differences in HCI. In the second

case we used different versions of video prompts and in the final test the output

of the system was embedded in a social network.

6.1 Overview

Multimodal systems offer a variety of output modalities that inform users about

the result of their input, as we saw in Chapter 5, or prompt them for a new round

of interaction. Output modalities can be customized for one of the five human

senses, including visual displays of text and graphics, text-to speech and recorded

audio, tactile/olfactory/gustatory output, etc [130]. In particular, prompting on

the screen can be done with the use of different multimedia types, like text,

images, audio or videos. Each one of those types can be further classified accord-

ing to the psychological properties of their representation [280]. For example, a

medium can be perceived to be realistic or not (e.g. pictures vs. sketches), or

a medium can change differently over time (e.g. videos vs. sequences of slides).
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Multimedia offers more design options but also necessitates design discipline, as

ad hoc usage of multimedia confuses users and impedes their understanding of

information [197]. In this chapter we discuss the results of three user studies

that incorporate different combinations of multimedia output that we included

in our computer assisted language system (Chapter 3, Section 3.5.3). Besides the

obvious research question concerning the role of multimedia prompts in CALL

systems, we had the opportunity to implement applications and examine the

utility of speech modality in relevant systems.

Section 6.2 presents two versions of CALL-SLT hosted on a mobile device.

In both versions, the student is given prompts by the machine, which they then

have to render in the L2 (target language). These two versions differ with respect

to the type of the prompt: one presents it as an L1-based text string (user’s

language), while the other one presents it in pictorial form. We tested both

versions on a group of 32 high school students as part of their visit during the

Geneva University Student Week. Using this type of multimedia prompts in

CALL-SLT, our findings suggest that male students found the pictorial version

significantly easier to use, while female students preferred the text version.

Many speech-enabled CALL systems include video-based multimedia, but it

is less clear how it helps students. In Section 6.3 we describe two crowd-sourced

experiments using different versions of the mobile CALL-SLT system that utilize

video segments; the prompt in all versions is derived from the same underlying

representation and conveys exactly the same semantic information, enabling a

fair comparison. In the first experiment the group assigned the video-based ver-

sion logged nearly three times as many interactions, suggesting that they found

the game more motivating. Although both groups scored similarly with respect

to recognition performance, the video-based group chose substantially harder ex-

amples to practice on. In the second experiment 130 subjects, recruited through

the Amazon Mechanical Turk, used different versions of the mobile CALL-SLT

system up to eight times over a one-week period to carry out a course in elemen-

tary French, with 24 of them completing the course. Three different versions of

the system were contrasted against a control version in which feedback based on

speech recognition was disabled. In this context, many subjects clearly learned

from using the system, but the difference compared to the control group, though
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statistically significant, was fairly modest.

In Section 6.4 we extend our CALL platform and integrate it to Facebook, the

most popular social network. The proliferation of social networking services has

revolutionized the way people around the world interact and communicate. CALL

systems try to bridge the gap between the need and the availability of language

services in education. The convergence of both worlds is therefore an obvious

choice. After creating a simple game we investigate the interaction patterns

of four users and present some preliminary results. The role of multimedia in

this case is different; instead of prompting users for a new round of interaction,

multimedia is used as a factor of motivation.

6.2 Using Image Prompts

When it comes to prompting users, most CALL systems use some variant of the

obvious strategy: the system gives the student a prompt, suggesting what they

are supposed say, and the student then realizes the content of the prompt in the

L2. There is, however, a great deal of possible variation, both in the system’s

strategy for presenting the prompt, and in the user’s range of options for realizing

it. At one extreme [248, 282], the system tells the student exactly what sentence

they are supposed to say, and simply grades them on their pronunciation; at the

other [134], the user is presented with a simulated situation, as part of a game,

and has to decide on an appropriate utterance.

In our system the prompt specifies abstractly what the user is supposed to say,

and the student may then realize this as they choose in the L2. We have, however,

attempted to address the problems inherent in presenting textual prompts in the

L1. The two versions of the system described here differ with respect to the

strategy used. In both versions, prompts are direct renderings of the language-

neutral (interlingua) representation. In the first version, these renderings are

textual; in the other, they are pictorial.

The specific versions of CALL-SLT that we used for the experiments were

designed for French students learning English, and hosted on a mobile device.

The system uses a restaurant domain, and centers on language for ordering food,

reserving a table, asking for the bill, and so on. Vocabulary is around 500 words.
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The evaluation, which is based on experiments with 32 students during their

visit at the University of Geneva, focuses on the question of how textual and

pictorial prompts correlates with potential gender HCI issues [17]. Consistent

with known tendencies [44], female subjects clearly preferred textual prompts,

and male subjects pictorial ones.

The versions of CALL-SLT used here were deployed on a mobile device, using

the architecture described in Chapter 4, Section 4.3. Figure 6.1 shows screenshots

for the two versions, illustrating the different types of prompt used. In the “Text”

version on the left, the prompt is a French-based string; in the “Image” version

on the right, it is a sequence of graphical icons. Each icon is of size 145x145

pixels, so the screen of the 800x480 pixels can accommodate 12 of them along

with the GUI’s buttons. The student may ask for help at any time, which can be

of two possible kinds. If the student clicks on the “help” button (bottom right

in Figure 6.1), they are played a correct L2 audio file for the current example,

recorded by an L2 native speaker; the system also shows the example in written

form. In the image version, the student can also tap on each image and get an

English word or phrase corresponding to it.

Figure 6.1: Text and Image versions of the CALL-SLT system

Table 6.1 summarizes the distribution of 336 images according to their content.

This grouping is based on whether or not it contains pure sketch, pure text or

both (hybrid). For the domain used here, it is difficult to model everything with

pure sketches. In particular, specific food names or places were expressed with

hybrid images (e.g. pizza Napolitana, Caesar salad) or pure text (e.g. corner,

outside). Numbers, day names and symbols like question mark, colon, etc, were
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Table 6.1: Image type distribution

Sketch Hybrid Text Days & Numbers Symbols

83 102 67 78 6

modeled as text. Table 6.2 gives examples of text and image prompts.

6.2.1 Experimental Design

Our evaluation was carried out on 32 students, who tried out the system during

the University of Geneva Student Week (Figure 6.2). The experiments were

conducted over a 10-day period, with participants from different schools in the

region of Geneva. Subjects were between 16 and 19 years old and had intermediate

to advanced English proficiency. All students were native French speakers, none

of whom were bilingual in English.

The group of participants was split equally between 16 male and 16 female

subjects. Each student filled out a demographic questionnaire and was given a

10 minute general presentation of the system, after which they used it for 15

minutes or 30 turns, whichever was shorter. Upon completion they were asked

to fill an evaluation questionnaire. Sessions took place in an office environment

with moderate background noise, as there were other students interacting with

the desktop version of our system at the same time.

6.2.2 Results and Discussion

The evaluation is mostly based on comparative measurements contrasting male

and female participants for both text and image versions.

Efficiency. In the objective evaluation we seek to quantify interaction pat-

terns for the users. We counted the average number of speech recognition turns

per minute and the average percentage of successful interactions, presented in

Table 6.3. Performance is roughly uniform across configurations and test groups.

For example, the mean number of speech recognition interactions per minute for

male subjects was 3.2 in the text configuration and 3.3 for the image one. In

correlation with the percentage of successful interactions, depicted also in Table
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Table 6.2: Examples of prompts

L1 Order politely a pizza napolitana

TEXT COMMANDER DE MANIERE POLIE
PIZZA NAPOLITANA

IMAGE

L1 Ask politely to pay in euros

TEXT DEMANDER DE MANIERE POLIE
PAYER EUROS

IMAGE

L1 Reserve politely a table for two people at seven
thirty tomorrow evening

TEXT RÉSERVER DE MANIERE POLIE TABLE
2 PERSONNE(S) 19 H 30 DEMAIN SOIR

IMAGE

Figure 6.2: Introducing the system before the session starts
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Table 6.3: Interaction statistics

| Text | Image Ã Text Ã Image

turns/min 3.2 3.3 2.9 3.1

% good rec 60.4 57.4 55.9 56.2

6.3, we can conclude that neither of the two versions imposes additional effort to

the two user groups.

In Figure 6.3 we present plots of cumulative game score against number of

turns, for two specific cases where we encountered differences in the configurations

and the subject groups. In the left plot we observe that female subjects initially

perform better with the text configuration, although they eventually catch up

with the image configuration after 23 interactions (marked by the circle). We

observed a different score pattern for male subjects, where they performed equally

well in both configurations throughout the session.

Figure 6.3: Score patterns for the two configurations and groups

Another suggestive result is presented in the right plot, where we initially

see narrow but clear dominance of the male score pattern over the female one

in the image configuration, with convergence after approximately 22 interactions

(marked by the circle). Concerning the text configuration, both groups perform

equally well. Although the values in the plots are not statistically significant,

they provide a direction for the analysis that follows.

Mental Workload. We quantify mental workload in terms of “thinking

time”, which we define as the time between the presentation of the prompt (text
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or images) and the press of the recognition button. During this interval the user

can think what to say, press the help button one or more times, or press on

one of the available images. The interval includes the announcement time of the

help prompts. We define the “first interaction time” as the time spent by the

user processing the input and requesting help for the first time or pressing the

recognition button. The decomposition of the time intervals is shown in Figure

6.4.

Figure 6.4: Decomposition of user/system time

We note that, as a user can repeat a specific example more than once, (e.g. if

there is a misrecognition in the first trial), the “thinking time” does not include

the preceding trials. The first plot in Figure 6.5 represents the average “first

interaction time” for both versions. We can deduce that users tend to interact

more rapidly when introduced to the image input. This is probably due to the

fact that they know the grammatical structure of the input, which most often

resembles the pattern: “I would like” + <object>, and thus focus on the corre-

sponding image of the object. In the “text” configuration they are forced to read

the whole sentence before interacting. Although the processing of the image input

is probably done sequentially, the human mental model analyzes previous image

sketches faster and focuses on the new ones. We used one tail t-test assuming

equal variance to calculate statistical significance. On average it takes 3.1 sec

longer (4.0 sec to 7.1 sec) (t=1.91, df=14, p<0.04) to process text than image

input for male subjects, against 1.3 sec (t=1.68, df=14, p<0.045) for the female

group.

The average “thinking time” is depicted in the second plot of Figure 6.5, which
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was uniform in all configurations and equal to around 9.5 sec. This is consistent

with the results shown earlier (Table 6.3), where male and female subjects have

almost the same number of interactions per time for all configurations.

Figure 6.5: “Mean time” box-plots (the colored boxes contain the 50% of the
samples closest to the mean)

The system offers two types of help: 1) an audio prompt is played back when

the corresponding button is pressed (this contains a full sentence of what the user

should say), and 2) a text help when an image is clicked (this contains text with

the explanation of the image). In Figure 6.6, we present the average number

of help and image clicks per interaction. For example, for the male group we

observed an average of 0.6 clicks in the “text” configuration and 1 click (help

and image) in the image one. The frequency of help clicks is not reduced much

between the configurations, which suggest users feel more confident listening to a

prompt presented by a native speaker. The number with the image configuration

is greater for the male group compared to the female one, which may explain to

some extent their better than average score performance.

By clicking the help button users were forced to listen to the whole help

prompt even though they may only need help for a specific word. On the other

hand listening to a native speaker can enhance pronunciation skills. The fact that

the clicking of the help button takes place almost the same amount of time in all

configurations reveals that users are equally exposed to the correct pronunciation.

The usage of image help (clicks) has also an impact on the out-of-vocabulary

range (OOV) presented in Table 6.4, which is reduced for both male and female
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Table 6.4: OOV rates

| Text | Image Ã Text Ã Image

OOV (%) 3.75 1.79 5.31 2.59

(t=2.13, df=14, p<0.03) (t=1.96, df=14, p<0.03)

subjects when the image version is being tested.

Figure 6.6: Help/Image clicks per interaction

Waveform Analysis. We examined another aspect of the problem using

the software program praat [24] to calculate the mean pitch, the mean intensity

and the mean of the first, second, third, fourth and fifth formant frequency of

each utterance. For the female subjects we get a mean intensity of 51.06 db in

the text configuration whereas 48.62 db in the image one (t=22.46, df=87514,

p<0.001). It can be speculated that female users feel less confident in the second

case and thus speak less loud. We believe that the correlation between confidence

and loudness is positive when someone uses the system in front of others and

especially when the evaluator is present. When confidence is high, the presence

of other people improves how well you learn and perform. Conversely, while

feeling insecure their presence has the opposite effect. For comparison basis the

mean intensity of the native speaker who recorded the help prompts is 56.97

db. The corresponding values for male students are 49.45 db (text), 48.53 db

136



(image) (t=8.45, df=79777, p<0.001) and 57.43 db (native). The difference in

db (∼3 db for female subjects and ∼1 db for male ones) is probably a good

indicator for assessing confidence levels for each group. In Figure 6.7 we present

the Cumulative Distribution Function (CDF) of the mean intensity for the female

and the male subjects.

Figure 6.7: CDF of the waveforms intensity

The mean of second formant related to accent [317], seems to alter across

configurations (Figure 6.8). For females users we get 1620.55 Hz for the text

configuration and 1633.47 Hz for the image one (t=9.92, df=112330, p<0.001),

whereas the native speaker presents 1624.88 Hz. The values for male students are

1582.63 Hz (text), 1579.14 Hz (image) (t=2.45, df=107999, p<0.01) and 1578.55

Hz (native). A complete list of the plots acquired during the audio analysis is

presented in Appendix C - Section C. 1.

ASR Performance. We conclude the objective measurements with the cal-

culation of WER using a 95% confidence interval that was calculated after a

per-utterance bootstrap resampling [23].

One aspect of this calculation is to examine whether or not to use British En-

glish acoustic models or American English. Although help examples are produced

from a British English native speaker, American models (used in our work) seem

to perform better (Figure 6.9). In this case ASR performance probably did not

affect our usability comparison as the corresponding rates are equivalent. Again

the input volume of the signal of all user groups did not affect the performance.
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Figure 6.8: CDF of the waveforms second formant

Subjective evaluation. Upon completion of the experiment each subject

had to fill an exit questionnaire. We received reactions ranging between neutral

to positive concerning the overall impression towards the system. Based on their

answers we present the most interesting results on a 5-point Likert scale, with 5

being the highest (Table 6.5). For the statement “The game was too difficult”

male subjects provided higher score for the text version (2.5) compared to the

image one (1.62). For female subjects we observe the opposite pattern.

Figure 6.9: ASR performance (%WER)
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Table 6.5: Subjective evaluation score

The game was too difficult

TEXT IMAGE Significance test

| 2.5 1.62 (t=2.7, df=14, p<0.02)

Ã 1.62 2.25 (t=2.54, df=14, p<0.02)

I understood easily what I had to say in English

TEXT IMAGE Significance test

| 3.25 4.37 (t=2.02, df=14, p<0.04)

Ã 4.25 3.25 (t=2.25, df=14, p<0.03)

Concerning the issue of how easy it was to pose a question, male users seem

more confident in the image version (4.37) rather than the text version (3.25).

Again, the female group presents the opposite reaction. The difference in per-

ception of each group towards the system has already been recorded from the

objective measurements in previous subsections.

The complete list of the questions asked to the participants and the results

from the subjective evaluation are included in Appendix C - Section C. 2. Ac-

cording to [243], people tend to be more polite on their responses when they

are asked to evaluate a computer application on the same machine where the

test took place. Therefore to encourage truthfulness we used a paper and pencil

questionnaire. In the next section we expand the work on multimedia prompts

in CALL-SLT with the usage of video segments.

6.3 Using Video Prompts

We present two user studies using the architecture described in Chapter 4, Section

4.4, where prompts in CALL-SLT were realized with video segments and partic-

ipants were recruited through the Amazon Mechanical Turk. The first study

(Section 6.3.1) shows that users find it more attractive to interact with a system

which gives prompts in video form. In the second study (Section 6.3.2), the focus

is not on the type of the multimedia output, as we perform a more general user

study. According to our findings, we can justify the claim that speech recognition
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is playing a meaningful role in helping the student improve their speaking ability.

6.3.1 Attractiveness of Video Prompts

It is common to use multimedia content, in particular video segments, in CALL

applications, and mainstream commercial systems like RosettaStone and TellMeM-

ore almost always have it in some form. Although there are various theories about

why it is desirable, few controlled studies have been carried out (an honorable

recent exception is [250]). The reason is simple: in most cases, it is not at all

straightforward to design an experiment which compares like with like. If one

takes two CALL applications, of which the first uses video and the second does

not, it is generally the case that the two systems also differ in other important

respects. Alternately, one can take an existing system which lacks video support,

and add video in some form; in most cases, however, this will mean that the

content offered is strictly greater, again making a direct comparison problematic.

Figure 6.10: The video version of CALL-SLT (Greek for English-speakers) used
in the experiment, showing the video, L1 text prompt, help, recognition result
and lesson help file. Since the course is designed for beginner-level students,
Greek letters are systematically replaced with Roman ones in displayed text,
with capital letters used to denote stress. In the specific example the user is

supposed to say in Greek: “I would like a salad”
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In this section, we describe an experiment designed to address these method-

ological problems. The Greek version of CALL-SLT is used for the experiments

carried out, which performs speech and language processing using a multi-lingual

Regulus grammar developed covering substantial portions of English, Finnish,

Japanese and Greek [256]. The course content provided consisted of eight lesson

units in a restaurant domain: basic phrases (yes, no, hello, etc); asking with

the equivalent of “I would like”; asking with the future tense; numbers; prices;

making a reservation; and where-questions.

For the purposes of the experiment, besides the text version of CALL-SLT, we

created a second version of the system, where the prompts are concretely realized

as a combination of a video segment and a shorter text string (Figure 6.10). We

observed a strong preference for the video version of the system, despite the fact

that the video prompts were very simple and virtually no tuning had been done.

We logged nearly three times as many interactions in video mode, and subjects,

on average, attempted each example 55% more times. Many students, it appears,

prefer to interact with a system which gives prompts in video form, even though

the semantic content of the prompts is the same as that in a corresponding text-

only version.

6.3.1.1 Evaluate with Crowd-Sourcing

We made the plain and video-prompt versions of the Greek CALL-SLT system

available on the Web and posted identical Human Intelligence Tasks (HITs) on

the AMT, paying up to 10 subjects $2.00 each to use the version of the system

they had selected for a period of 15–20 minutes; on the two following days, sub-

jects who had taken part in the first round were offered the opportunity to do

similar sessions for the same financial reward. Crowdsourcing spoken dialogue

system evaluation in this way is becoming increasingly popular, since it enables

cheap, rapid recruitment of a diverse pool of users; the downside is that one has

less control of them [137]. After discovering during a previous study [239] that

experiments of this kind can easily attract spammers, we required all workers to

have a track record of at least 50 previously completed HITs, at least 85% of

which had been accepted. This appeared to be an adequate precaution. There
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Table 6.6: Results for both versions of system over three rounds. “Subjects” =
number of subjects for system version and round; “Turns” = number of spoken
utterances; “Prompts” = number of distinct prompts issued; “Turns/prompt” =
average number of attempts per prompt; “Turns OK” = proportion of spoken

utterances accepted by system; “Prompts OK” = proportion of prompts
eventually accepted by system, possibly after multiple attempts

Round 1 Round 2 Round 3 Total
Plain Video Plain Video Plain Video Plain Video

Subjects 7 7 4 5 3 5 7 7
Turns 307 861 270 662 69 330 646 1853
Prompts 184 323 124 219 60 113 368 655
Turns/prompt 1.7 2.7 2.2 3.0 1.2 2.9 1.8 2.8
Turns OK (%) 30.9 30.5 27.0 31.6 44.9 25.5 30.8 30.0
Prompts OK (%) 55.4 67.2 54.0 78.5 75.0 72.6 58.2 71.9

was no obvious reason to suspect that any of our subjects were dishonest, through

three in each group were unable to use the system, most of them complaining

about connection/audio problems. We logged a total of 31 sessions and 2499

spoken interactions.

The main results are summarized in Table 6.6, which shows for each version

and round the number of subjects remaining, the total number of turns (recorded

recognition events), the total number of prompts issued by the system, the average

number of attempts per prompt, and the acceptance rates both by recognition

event (system accepted student speech) and by prompt (the student eventually

gave a response that was accepted, possibly after multiple attempts).

The results show that nearly three times as much data were recorded for the

video version compared to the non-video one. This strongly supports the claim

that the students found the video version more motivating. The non-video group

was also less ambitious: for example, they logged more of their interactions on

the easiest lesson, while the corresponding figure for the video group was much

less. When this is taken into account, it is reasonable to conclude that the video

group had in fact absorbed rather more Greek during their three sessions.

The experiment of the next section again incorporates video segments but to

examine another research question, specifically the utility of speech modality in

CALL systems.
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6.3.2 Controlled Evaluation

Different efforts have reported success with various versions of CALL systems,

where students do indeed appear to have improved after using the application.

An obvious objection, however, is that the more advanced aspects of the system

may not actually be relevant. Systematically listening and repeating is very likely

to be useful on its own, so it remains to be shown that recognition feedback also

helps. Despite some shining exceptions, in particular the CMU LISTEN project

[150, 188, 224, 242], controlled experiments in spoken CALL have so far been

fairly rare: the case for them is none the less obvious and strong. In this section,

we report a substantial controlled experiment designed to investigate the issues

outlined above. We deployed four versions of the CALL-SLT system on a Android

smartphone, three of them equipped with recognition feedback and one not. We

recruited 130 English-speaking subjects through the Amazon Mechanical Turk,

divided them into four groups, and paid them to do a short course in basic French

using the different versions; each subject used a single version throughout, and

was not aware that the other versions existed. We then analyzed the results to

compare learning performance between the different groups. Although subjects

using the versions with recognition feedback did indeed get significantly better

results, the differences were smaller than we had expected.

6.3.2.1 Experimental Design

The experiment was carried out using a multimedia-enabled Android phone ver-

sion of the French CALL-SLT system described in [28, 34]. The main content

consisted of four lessons, about-me (simple questions about the subject’s age,

where they live, etc); about-my-family (similar questions about family members);

restaurant (ordering in a restaurant) and time-and-day (times and days of the

week). Three additional lessons called overview-1, overview-2 and revision will

be described shortly. The course was designed for students with little or no pre-

vious knowledge of French. It covered about 80 words of vocabulary and a dozen

or so basic grammatical patterns.

The student spends most of their time in a loop where they are given a prompt,

optionally listen to a spoken help example, and attempt to respond to the prompt.

143



In the version of CALL-SLT used in the present experiment, the system gave the

following minimal feedback to the response. First, it echoed back the student’s

recorded utterance; second, it placed a border around the text part of the prompt

which was either green (accept) or red (reject). At each turn, the student can

repeat the current prompt, use arrow controls to move to the next or previous

prompt, or switch to a different lesson.

We created four different versions of the basic system. Three of them differed

only in the way the multimedia part of the prompt was realized: in video it

had the form of a recorded video segment of a human speaker, in avatar it was

an animated avatar [11], and in text it was a piece of text (Figure 6.11). The

fourth version, no-rec, was the same as video, except that the student was given

no feedback to show whether speech recognition and subsequent processing had

accepted or rejected their response.

Figure 6.11: Different versions used on the smartphone (from left to right: Text,
Video, Avatar). The green colour indicates correct recognition of the input and

red colour the opposite. In the avatar version the talking head changes its
expression according to the recognition result

Subjects were recruited through AMT and we asked all workers to have a

track record of at least 50 previously completed HITs, at least 80% of which had

been accepted. The experiment was carried out in two cycles, each of which had

the same sequence of eight HITs. In the first HIT, the task was to check that one

version of the app (we chose no-rec) could be successfully run on an Android
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phone. Subjects who gave a positive response were then randomly assigned to the

four different versions of the system and given different versions of the subsequent

HITs. AMT “qualifications” were used so that subjects doing one version of a

HIT were unable to see that HITs for other versions existed. The seven HITs

were issued at 24-hour intervals; workers were paid $1.00 for the first HIT and

$2.00 for each subsequent one, reasonable pay by AMT standards. The HITs had

the following content:

Pre-test: The student was asked to do overview-1 and overview-2, each of which

consisted of a balanced selection of examples from the other lessons. During

overview-1, they were encouraged to use the Help function as much as they

wished, so the main skill being tested was ability to imitate. In overview-2,

Help was switched off, so the main skill tested was generative ability in

spoken French.

Lessons 1–4: The student was asked to attempt each of the four lessons in

turn, one lesson per HIT, with Help turned on. They were told to spend

a minimum of 20 minutes practicing, and speak to the system at least 25

times.

Revision: The student was warned that the next HIT would be a test (they

were not told what it was), and was asked to revise by doing the revision

lesson for at least 20 minutes.

Post-test: The student was asked to do overview-1 and overview-2 again. They

were told that the intent was to measure how much they had learned during

the course, and were asked to do the test straightforwardly without cheating.

The purpose of the pre- and post-tests was to measure the progress the stu-

dents had made during the main course of the experiment by comparing their

results across the two rounds. In the first cycle, we started with 100 subjects.

The second column of Table 6.7 shows the number of students left in play after

each round of HITs. At the end of the cycle, there were 17 students who had

completed both the pre- and post-tests. A preliminary examination of the results

suggested that students performed similarly on the three versions which gave
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Table 6.7: Number of students left after each round in the two cycles. Three
students completed the pre- and/or post-test rounds too poorly to provide

usable data

Round Round
Cycle 1 Cycle 2

Recruit 80 22
Pre-test 39 14
About-me 32 11
My-family 27 10
Restaurant 25 9
Time-and-day 23 8
Revision 21 8
Post-test 20 7

recognition feedback, but worse on no-rec; there was not, however, sufficient

data to be able to draw any significant conclusions.

We decided that the most interesting way to continue the experiment was to

collect more data for no-rec; in the second cycle, we consequently started with

30 subjects, assigning all of them to the no-rec group. The third column of

Table 6.7 shows the number left after each round. At the end of the cycle, we

had adequate data for 12 subjects in no-rec and 12 in the union of the three

groups which included recognition feedback, which we will call rec. The analysis

in the next section thus focuses on exploring the difference between no-rec and

rec.

6.3.2.2 Analysis of results

The main hypothesis we wish to investigate when comparing no-rec and rec is

the obvious one: whether including recognition feedback in the application helps

the student. Our basic strategy is equally obvious. For each of the two versions,

we compare student performance in the pre- and post-tests. We wish to determine

whether this difference is significantly larger in rec than in no-rec.

The pre- and post-tests are the same, and contain a total of 28 prompts (13

without help available, 15 with). We can compare a given student’s performance

on each prompt, the simplest way being to see if the system accepts the student’s

response or not. As already noted, this correlates reasonably with human judge-
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Table 6.8: Improvement between pre-test and post-test for rec and no-rec
versions, broken down by student. The column “B-S-W” shows the number of

prompts on which the student performed BETTER, SAME and WORSE.
“Signif” gives the significance of the difference between BETTER and WORSE

according to the McNemar test. Students who described themselves as
beginners are underlined

rec no-rec

Student B-S-W Signif Student B-S-W Signif

R1 7-13-8 — U1 6-18-3 —
R2 4-14-2 — U2 4-13-1 —
R3 9-6-1 p < 0.05 U3 2-18-2 —
R4 9-18-1 p < 0.05 U4 7-15-6 —
R5 8-19-0 p < 0.02 U5 7-19-2 —
R6 10-12-5 — U6 14-9-4 p < 0.05
R7 6-12-1 — U7 18-7-3 p < 0.005
R8 8-5-0 p < 0.02 U8 4-22-1 —
R9 6-15-3 — U9 5-15-6 —
R10 5-14-9 — U10 10-15-2 p < 0.05
R11 9-12-2 — U11 5-17-6 —
R12 12-11-5 — U12 9-17-2 —

ments [236]. Students can get BETTER (not recognised in pre-, recognised in

post-), WORSE (recognised in pre-, not recognised in post-), or stay the SAME

(identical outcomes in both tests).

We can compare either across students or across prompts. The simplest way to

compare across students is to take each student and count how many examples of

BETTER/WORSE/SAME (B/W/S) they get. We can then look at the difference

between BETTER and WORSE using the McNemar test to find how significant

it is (Table 6.8); note that B+S+W does not always total to 28, since students

sometimes omitted a few items from one or both tests. The comparison turns

up four students in the rec group who get a significant difference, against three

in no-rec; in the right direction, but obviously not strong evidence that rec is

better. Other more complex tests also failed to show a statistically significant

difference when we compared across all students, though some were close. It is

however worth noting that we do get a significant difference on the two-tail t-test

(t = 1.7, df = 11, p < 0.01) when we use only the subset of students, underlined

in the table, who described themselves as beginners.
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Table 6.9: Improvement between pre-test and post-test for rec and no-rec
versions, broken down by prompt. The version with the larger improvement is

marked in bold

Prompt, BETTER-SAME-WORSE, score

with help without help
rec rec no rec no rec rec rec no rec no rec

P1 7-1-1 66.7 4-7-1 25.0 P14 3-8-0 27.3 4-7-1 25.0
P2 2-8-0 20.0 3-7-3 0.0 P15 3-7-1 18.2 1-10-1 0.0
P3 1-6-0 14.3 5-5-2 25.0 P16 3-5-2 10.0 4-6-0 40.0
P4 1-7-0 12.5 1-8-4 –23.1 P17 4-4-3 9.1 3-6-2 9.1
P5 3-3-3 0.0 4-7-2 15.4 P18 1-10-0 9.1 2-9-0 18.2
P6 5-6-3 14.3 5-7-4 6.2 P19 5-4-1 40.0 6-5-1 41.7
P7 4-3-5 –8.3 2-7-3 –8.3 P20 2-8-0 20.0 3-7-2 8.3
P8 3-2-2 14.3 2-5-3 –10.0 P21 6-3-2 36.4 3-6-2 9.1
P9 3-2-2 14.3 6-7-3 18.8 P22 4-6-2 16.7 2-7-1 10.0
P10 4-4-1 33.3 5-5-1 36.4 P23 2-7-0 22.2 1-9-1 0.0
P11 4-6-1 27.3 3-5-4 –8.3 P24 3-7-1 18.2 1-8-1 0.0
P12 6-6-2 28.6 4-7-2 15.4 P25 2-7-1 10.0 2-9-0 18.2
P13 3-4-0 42.9 4-6-2 16.7 P26 3-7-1 18.2 2-8-0 20.0

P27 7-4-0 63.6 7-5-0 58.3
P28 3-6-0 33.3 3-9-0 25.0

Comparing across prompts produces a convincing result even when we use all

the students (Table 6.9). This time, we look at all the BETTER/WORSE/SAME

(B/W/S) scores for a given prompt and version, using the measure (B−W )/(B+

W + S). The value will be 100% if every example is BETTER, zero if BETTER

and WORSE are equal, and –100% if every example is WORSE. We can now

perform a prompt-by-prompt comparison of rec and no-rec, contrasting the

scores. For example, looking at prompt P11, we have under rec B = 4, S = 6

and W = 1, giving a score of (4−1)/(4+6+1) = 3/11 = 27%. Under no-rec, we

have B = 3, S = 5 and W = 4, giving a score of –8.3%. Applying the Wilcoxon

signed-rank test to the whole set of prompts, the comparison between rec and

no-rec on the above measure yields a difference significant at p < 0.02.

As just shown, we can reasonably argue that the experiment shows that speech

recognition helps the student improve their speaking ability. None the less, the

relatively modest size of the difference compared to the no-rec control group

leaves us rather thoughtful. In particular, some control students showed signifi-

cant improvements; it is also worth mentioning that the less sensitive McNemar

test does not show a significant difference between rec and no-rec. We are more
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skeptical than we were about the validity of claims for CALL systems based on

experiments where no control group was used.

Finally, after the first HIT students were asked about their intention to use

the applications in the future. After each subsequent HIT they had also to assess

their learning improvement in French. Table 6.12 summarizes these results. As

we can observe there are no significant differences among versions in either of the

two questions. Students were equally eager to use the system they were exposed

to and they considered that it helped them improve their French skills. We had

expected that the no-rec version would be less engaging compared to the other

ones. However, the combination of video prompts, of spoken help examples and

of echoing back the student’s recorded utterance seems to be engaging enough. It

is not surprising that numerous methodologies for foreign language learning have

followed this approach in the past.

Figure 6.12: Subjective evaluation box-plots for each version. Intention of usage
(left) - Learning improvement (right)

In the final section of this chapter we present some preliminary results after

embedding CALL-SLT in a social network.

149



6.4 Prompting in Social Networks

The role of multimedia in the previous sections has been mainly for prompting

users for a new round of interaction. In the current section we use multimedia,

specifically image sequences of user profile photos, as an element of motivation.

We have integrated CALL-SLT system into Facebook, the most popular social

network service with more than 800 million active users. We believe that little

attention has been paid in exploring the full potential of integrating CALL sys-

tems in social networks. Benefits like performance feedback by your friends and

the ability to comment, to request help, or to share content, would offer a more

pleasant and engaging experience to learners. We have designed a simple game

in the context of CALL-SLT that is supposed to assess pronunciation skills. The

idea behind the game was simple. Users spoke sentences in the L2 (French) and

acquired a pronunciation score, as will be explained later, on a scale between 0

(non-native) to 100 (native). Their score was juxtaposed with the one of their

Facebook friend that had also used the system. We tried to investigate possible

implications of this interaction scheme and to extract interaction patterns.

Social networks are a useful tool to study social relationships and social phe-

nomena through the connections among individuals instead of examining the

properties for each one of them. It has been shown that all people are connected

to one another by an average of “six degrees of separation” (your friend is one

degree away from you) [72]. A recent study [8] reports that the average separa-

tion distance in Facebook, the most popular social network, is even less. After

performing a world-scale social-network graph-distance computation they have

shown that this number has been reduced to 3.74 “degrees of separation”. The

flow of information in our social entourage is constant, as what we do and think

has an impact as far as our friends’ friends’ friends, following the “three degrees

of influence rule” [55].

CALL systems that rely on the output of the ASR to assess language skills

engender the risk of accepting a sentence when in reality the pronunciation was

incorrect (false positive) or rejecting a correctly pronounced sentence (false neg-

ative). This can increase the confusion of users concerning their pronunciation

competence. Different tools for pronunciation training for second language learn-
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ing try to alleviate this problem by either examining the production of speech

[278] and detecting erroneous pronunciations of various phones or by identifying

confusable contexts [257], where a pronunciation error can lead to a confusion

and they provide these contexts for practice. In the next section we explain how

we implemented our pronunciation module.

6.4.1 Pronunciation Module

In order to test our ideas in practice, we implemented a module that could elicit, in

a simplified way, the pronunciation competence of each user. Each input sentence

by the learner was assessed with respect to some reference utterances from native

speakers. Specifically, we utilized data from 6 native French female subjects and

from 6 female intermediate-level language students. Each one of them provided

30 sentences; half of the subjects in each group were used for training the module

and the other half for testing it. After normalizing the waveforms, we used the

software program praat [24] to extract the mean pitch, the mean intensity and the

mean of the first-to-fifth formant frequencies of each utterance and used different

combinations of them as our feature space.

Support Vector Machines (SVM) have proven effective in a wide range of

classification tasks, and were also chosen as the candidate method for our pro-

nunciation module. We experimented with different combination of features, and

the results of the SVM method (polynomial kernel and trade-off between training

error and margin 5000) using the WEKA Toolkit [102] are shown in Table 6.10.

The dyad of mean intensity and mean fifth formant provided the lowest error

rate (98.88%), comparable with the result obtained using as feature the mean of

the fifth formant (98.33%). When the mean intensity was chosen as the single

feature, the correct classification reached 83.33%, This suggests that non-native

subjects spoke less loudly, an indication of feeling less confident. The role of

second (F2) and third (F3) formants frequencies for foreign accent determination

have been reported in previous studies [5]. In our case however the mean value

of formants was calculated for the whole spoken sentence and not for isolated

phonemes, something that might explain why we did not encounter improved

performance using the F2 or the F3.
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Table 6.10: Classification error (percentage) of users’ nativeness/non-nativeness

Features Mean of:
Pitch (P), Intensity (I), Formant (F1-F5)

Correctly
Classified

Precision Recall F-Measure

P 61.11% 63.20% 53.30% 57.80%

I 83.33% 76.80% 95.60% 85.10%

P-I 83.88% 79.60% 91.10% 85.00%

P-I-F1 84.44% 79.80% 92.20% 85.60%

P-I-F2 83.33% 78.80% 91.10% 84.50%

P-I-F3 84.44% 79.20% 93.30% 85.70%

P-I-F4 96.11% 97.70% 94.40% 96.00%

P-I-F5 98.88% 100.0% 97.80% 98.90%

P-I-F1-F2 83.33% 78.80% 91.10% 84.50%

P-I-F1-F2-F3 84.44% 81.00% 90.00% 85.30%

I-F5 98.33% 100.0% 96.70% 98.30%

F5 98.33% 100.0% 96.70% 98.30%

The binary output of the classifier (native/non-native) was a restrictive factor

for our experiment as ideally we would like a specific score for the input sentence

between 0-100. In order to alleviate this deficiency, the module randomly pro-

duced a score between 30%-70% when the subject was classified as non-native

and between 70%-95% when she was considered as native (Figure 6.13). The

strategy of using narrow ranges of scores was imposed in order to avoid confusion

when users uttered a sentence in a similar way and would expect a similar if not

identical score. The module, bundled with praat and WEKA, constituted yet an-

other step in the processing chain of CALL-SLT online system, with an average

overhead latency of around 300 msec.

Figure 6.13: Score range for the native/non-native target groups
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6.4.2 Experimental Design

According to previous studies an opponent makes players more motivated and

focused during a programming course [159] or a translation game [167]. Further-

more, the addition of an opponent improves the effectiveness of the game per

se. We therefore organized our experiment as a pronunciation game where social

contacts constitute the potential opponents of users.

For each subject we constructed their contact’s network as shown in Figure

6.14. The topology of the network was a concentric structure of two levels com-

prised of friends (one level) and friend’s friends (two levels). There was also a

third level with contacts outside the user’s network. We recruited subjects from

our friends list in order to avail ourselves of their social entourage. To avoid

biases due to stereotypes all opponents were chosen from the same ethnic group

(Greeks) and gender was approximately balanced. Moreover we picked image

profiles with faces that did not expose strong emotions. All participants had

intermediate-level French language skills.

Figure 6.14: Topology of the contacts network. All nodes participated in the
first round of the study (data collection) and only the grey modes in the second

one (testing). Grid-filled nodes represent not connected subjects

The study was presented to the subjects as if we wanted to test a new feature,

namely our new pronunciation module. The game was split into two rounds.

During the first one all participants were asked to contribute to the database of

sounds by using the application as they wished. Interacting with the standard

system (no pronunciation assessment) was an essential exercise to get acquainted
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with the offered functionalities. Two weeks later the system was ready to be used

for assessing users’ pronunciation skills.

The interaction with the application is performed as follows. The prompt is

presented in the middle textbox of Figure 6.15 (up). The user decides what she

is going to say, presses the “recognize” (purple) button, and speaks. She may ask

for acoustic help at any time by clicking the “help” (blue) button. After each turn

the pronunciation score for the user and the one for the opponent are presented

side by side in two vertical slide bars. We also animate the movement of the

two sliders from the lower level (non-native) towards the upper one (native) to

grab the user’s attention and focus on competition. The connection between the

user and the opponent is presented as a cascaded sequence of profile images. The

green arrow signifies connection, whereas the red dotted line the opposite (Figure

6.15(lower)). For presenting scores and connections we considered the following:

• Results were offered only if speech recognition was successful.

• Users were randomly exposed to four patterns in the same frequency, namely

“Alone” (no comparison with a contact), “First” (comparison with a first

level contact), “Second” (comparison with a second level contact) and “No

Contact” (comparison with a not-connected subject).

• Users could repeat the same sentence multiple times while the opponent

and his score remained the same.

• After a repetition of the same sentence the new user’s score was in the range

of the score obtained in the previous turn, given that the classifier provided

the same class (native or non-native).

• The total score was calculated as a sum of the pronunciation score at each

turn and the game ended when it reached 2500 points.

• The opponent’s score using recognized waveforms was a random number

between 15%-95%.

Our intention was not to impose direct competition among users by requesting

the repeat of the same phrase if the subject got a lower score compared to the
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Figure 6.15: CALL-SLT as a Facebook application (above). On the left side the
middle pane shows the prompt; the top pane, the recognition result; the bottom

pane, text help examples. Pronunciation related widgets are presented on the
right side. From top down, total score, pronunciation scale, contact connections.
Presentation of the connections patterns (lower). Alone (a), friend (b), friend of

friend (c) not-connected to the subject (d). A speaker icon in the downright
corner of the image signifies that the audio file is available for listening
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Table 6.11: Results of the interaction from 4 users

User1 User2 User3 User4
Exposed to “Alone” 8 6 8 11

Exposed to “First” 6 6 9 11

Exposed to “Second” 6 8 9 12

Exposed to “No Contact” 8 6 9 12

Repeats after “Alone” 37.5% 66% 37.5% 9.09%

Repeats after “First” 50% 33.33% 11.12% 18.18%

Repeats after “Second” 37% 50% 44.45% 0%

Repeats after “No Contact” 25% 33.33% 22.23% 0%

Repeats after lower score 79.31% 65.38% 33.33% 5%

Repeats after higher score 0% 50% 28.57% 6.67%

Listen “Alone” prompt 0% 0% 12.5% 90.9%

Listen “First” prompt 0% 50% 66.67% 72.72%

Listen “Second” prompt 0% 0% 55.56% 58.34%

Listen “No Contact” prompt 0% 16.67% 22.23% 58.34%

Average prompt repetition 0 3 7.11 1.63

opponent’s but to let them decide when to do so. They had also the opportunity

to listen to the opponent’s waveform by clicking on his profile image or listen to

their own last recorded utterance by clicking on their photo.

6.4.3 Results and Discussion

In this section we will provide some preliminary results obtained from 4 female

users that interacted with the system. This first analysis focused on questions like:

“Do users decide to repeat a prompt after they see the score of their contact?”,

“Does the difference in score matter?”, “Is the distance of the contact impor-

tant?”, “Do users listen to the prompts of their opponents?”, etc. The results

presented in Table 6.11 provide a first insight to the aforementioned questions.

As already mentioned the experiment was designed in a way so that partici-

pants would be equally exposed to the same connection patterns. In the “Exposed

to ...” rows we can observe that this was more or less accomplished. Each subject

seems to have followed her own interaction style:

1. Competitive (User 1). The real incentive for her is the score balance. 79%

of the times she got a lower score than the opponent’s, she decided to retry.
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She feels so confident that she can do better by retrying that she does not

need to listen to waveforms, even her own.

2. Experimenter (User 2). This subject uses all the functionalities offered

by the system without explicitly focusing on one aspect of it.

3. Scholastic (User 3). On average this user listened to each contact’s prompt

7.1 times, probably due to curiosity and in order to compare. She was not

motivated too much to repeat the same sentence.

4. Social Spectator (User 4). The user does not show any signs of com-

petition, which is why she rarely repeats a prompt. On the other hand,

she exposes strong interest in listening to the prompts of her contacts (1.63

times).

A comment expressed by all participants was about the sensitivity of the

pronunciation module. Their concerns were not related to its randomness, a fact

they were not aware of, but mostly that they might not receive the same score

when the sentence was spoken in the same way. Moreover there were times when it

was not obvious what made an opponent’s score better. Subjective self-assessment

in language proficiency is always an issue even if a real pronunciation analysis

takes place. Providing a cumulative score on pronunciation competence without

specifying problematic regions in the spoken utterance would inevitably raise

objections. In our case a more appropriate solution might be the substitution of

the fine grained scale of the sliders with a scale of only 3-4 levels. The development

of a more sophisticated pronunciation module would allow us to explore the full

potentials of our ideas.

There were, however, some inherent deficiencies in the game design. Exper-

imental subjects were recruited from the author’s contact list in order for us to

exploit their social entourage. An additional requirement was that they had an

intermediate level in the French language. Both restrictions limited the study to

few participants.

Finally, when deploying applications in social networks issues related to pri-

vacy must be addressed. During the recruitment phase a fifth subject politely
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refused to contribute due to the fact that our Facebook application specifically

requested access to her friends list.

6.5 Summary

In the current chapter we addressed different issues after embedding different

multimedia output in CALL-SLT system. Concerning the study on image out-

put, we tried to address certain usability issues and we have concluded that there

is a small but clear gender difference regarding the relative usability of two target

groups. Male subjects appear, on average, to have a preference towards images,

which they process more quickly than female subjects do; female subjects have

the reverse profile. Gender differences in end-user computing still receive lit-

tle research attention; therefore any new features of the system should also be

evaluated in this respect.

In the first video prompting experiment we have shown that nearly three

times as much data was recorded for the video version compared to the non-

video one. This supports the claim that the students found the video version

more motivating. The non-video group was also less ambitious: for example, they

logged more of their interactions on the easiest lesson, while the corresponding

figure for the video group was much less. When this is taken into account, it is

reasonable to conclude that the video group had in fact absorbed rather more

Greek during their three sessions.

A similar comparison was performed in the second video prompting experi-

ment. Although there has been evidence to suggest that the video versions were

indeed more motivating compared to the text version, the differences were rather

small. This is a clear indication that introducing a new feature to an application

does not always produce observable changes in interaction. Despite the fact that

both applications in the two prompting experiments utilize video segments, they

differ in the way they are implemented. Each one of the two interfaces position

the video player and other widgets differently, while the content of the video seg-

ments is affirmative statements in the first prompting experiment and questions

in the second one. The real contribution of the second experiment concerns the

utility of control groups in CALL studies. Three different versions of the sys-
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tem were contrasted against a control version in which feedback based on speech

recognition was disabled. We could justify our claim that speech recognition helps

the student improve their speaking ability. In particular, some control students

showed significant improvements. None the less, the relatively modest size of

the difference compared to the control group leaves us rather thoughtful. We are

more skeptical than we were about the validity of claims for CALL systems based

on experiments where no control group was used.

Finally, in the work of prompting users in social networks we tried to design

a pronunciation game in Facebook and investigate the effects of integrating a

CALL system with a social network. A core contribution is the addition of an

element of motivation by involving another player/learner. The limited number

of participants did not however allow us to extrapolate general results.
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Chapter 7

Multimodal Input Using Hand

Gestures

Speech and hand gestures offer the most natural modalities for everyday human-

to-human interaction. This chapter considers the question of how to manipulate a

spoken dialogue system through gestures. We propose a set of six concise and in-

tuitively meaningful gestures, we examine their social acceptability and we present

various results after recruiting participants from diverse target groups.

7.1 Introduction and Motivation

According to [105], people prefer a combination of speech and gestures over speech

and gestures alone while interacting with a computer system. The proliferation

of mobile devices imposes new patterns of interaction as these devices usually

compete for the same human resources needed for other mobility tasks [151] and

as users, whilst mobile, perceive information differently [191]. Although previous

work provides some guidelines regarding gesture-based interfaces [140, 179], little

attention has been paid to the question of how to control spoken dialogue systems

with gestures, whilst most efforts were directed to parallelly combine these two

distinct input modalities in order to control multimodal interfaces [165, 168].

A notable exception is the newly introduced feature of iPhone’s Siri1, which

1This feature was presented several months after our first publication in this issue.
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activates the microphone after lifting the handset to the ear.

In this work we try to alleviate this deficiency by introducing a novel solution

to the problem, where concise and intuitively meaningful gestures are used to

trigger the commands to any Spoken Dialogue System (SDS). Specifically, we use

a set of six gestures for moving forward and backward in the dialogue flow, starting

and stopping speaking, getting help and aborting an ongoing action. As a proof of

concept we have incorporated these gestures in the mobile version of our CALL-

SLT system (Chapter 3, Section 3.5.3.1). Our choice to use CALL-SLT stems

from the fact that it is a complete system and incorporates the basic commands

found in any SDS. In this chapter we do not consider the implications of the

interaction with a CALL system. Instead CALL-SLT was used for prototyping

our ideas in a fully-fledged working system.

Apart from introducing the gestures, we asked eight users to perform and

to evaluate them. Using machine learning techniques, we tried to quantify how

well we can separate each gesture pattern and thus obtain a good estimate of

what we can expect from a future deployed system. We also asked participants

to propose their own set of gestures and evaluate the ones presented by us. The

social acceptability of this type of interaction was also examined, since handheld

devices are part of one’s public appearance. Finally, we asked eight participants

to use CALL-SLT using both the button-enabled and gesture-enabled interfaces.

Tests were also performed with a male subject with mild cerebral palsy, a blind

female user and an elderly female person.

Visual user interfaces have significantly benefited from the introduction of

WIMP widgets that offered a unified interaction scheme. A new WIMP-based

interface can rely on the knowledge accumulated over the years, so that users do

not need to learn new ways of doing things. We lack however a good analogy for

gesture based interfaces, so our work can be considered as a contribution towards

this direction.

The rest of the chapter is organized as follows. Section 7.2 presents the steps

in our methodology, and Section 7.3 describes the CALL-SLT gesture-based in-

terface. Section 7.4 presents the data collection protocol along with a series of

experiments designed to evaluate performance issues. In Sections 7.5, 7.6 and

7.7 we present different user studies with this type of interface. The final section
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concludes.

7.2 Methodology

In this section we outline the methodology used throughout the chapter. Specif-

ically, in Section 7.3 we start with a brief summary on gesture-based interfaces,

along with the description of our proposed solution for controlling mobile spo-

ken dialogue systems. We believe that the introduction of the gesture modality

can enhance the interaction in many circumstances. Special kinds of disabilities

related to user’s current situation can pose hurdles to the efficient usage of a

mobile speech system. Anyone who has tried using a similar application with one

hand while carrying a child, reading the screen display during a sunny day, or

interacting with the screen while wearing gloves knows how he or she can become

“effectively” impaired. The concept of “situation induced disabilities” [260] has

been introduced to describe similar non-optimal conditions where the user’s be-

havior is dictated by both the environmental conditions and the characteristics

of the device.

In order to test our ideas into practice we have carried out a series of evaluation

tasks on system and user level. An important aspect we wished to quantify was

how well our system can distinguish the different gestures performed by users.

In this respect we start in Section 7.4 with the data acquisition process and we

provide information about how we formulated our feature space out of the data.

In order to accommodate this process we recruited real subjects and asked them

to perform our set of gestures. The analysis of their spatial trajectories was done

by incorporating different machine learning classification algorithms, either by

utilizing specific feature vectors or the raw data.

Besides system efficiency, we are also interested in the subjective opinion of

users concerning this type of interaction. In Section 7.5 we perform surveys

where users are asked to propose their own set of gestures and also to assess our

proposal. Furthermore we examine the social acceptability of interacting with

gestures in different places and in front of different audiences, as social factors

have an influence on technology acceptance [162]. Guidelines for designing socially

acceptable gesture interfaces are also provided.
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In Section 7.6 we examine issues related to the interaction with this type of

interface. After implementing a series of prototypes we asked participants to

perform certain tasks in order to contrast their performance among versions. In

particular, we have implemented versions where the accelerometer of the mobile

device is used on demand or it is always on. We are interested in examining

whether or not a gesture-driven interface imposes more physical and mental effort.

Our analysis focused on different objective and subjective measurements around

these issues.

Although our move in the direction of gesture-driven interfaces was motivated

by feedback from non-disabled people who have used the application, it becomes

apparent that all the arguments apply even more strongly to users who are vision-

impaired or lack fine motor control. The coordination required to use the normal

button-controlled interface is experienced as challenging by many non-disabled

people, and would be beyond the reach of almost all users who experience prob-

lems with sight or fine motor skills. In contrast, we think it is likely that the

gesture-based interface could be operated in many of these situations. If, for

example, the device is strapped to the user’s hand (like a smart watch [187]), it

can be operated using only gross motor movements. The fact that gesture identi-

fication is trained from the user’s own repertoire of movements means that it can

potentially be adapted to a wide range of conditions. In Section 7.7, we present

the results of three studies after recruiting subjects with functional diversities

(a user with cerebral palsy, a blind user and an elderly person). Undoubtedly,

experimenting with a single person from each category may not justify general

claims. However, as it is reported by the person with cerebral palsy, every case

is a unique case. Designing a common interface for all of these diverse cases may

be problematic from scratch.

7.3 Gesture-Driven Interfaces

The proliferation of accelerometers on consumer electronics, especially on mobile

devices, allow the introduction of new interaction paradigms based on gestures.

Gesture-driven interfaces augment traditional graphical user interfaces by incor-

porating specific hand poses, spatial trajectories of the hands or stylus, motions
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to indicate an object, or motions of almost any body part [180]. The growing

interest in multimodal interface design is inspired largely by the need to offer

friendlier interfaces that allow a more natural user interaction. Gestures are an

alternative or complementary modality for application control. There is a broad

spectrum of hardware and software applications that leverage gestures as an input

source especially in the game industry (cf. Microsoft Kinect, Nitendo Wiimote)

as well as hundreds of mobile accelerometer-based applications for Android and

iOS.

Different technologies can be used to capture these gestures either in active

or in passive mode. Dedicated devices such as position trackers or sensing data

gloves can be incorporated in the active mode [161]. In passive mode user input

can be monitored with one or more cameras and computer vision algorithms are

used to segment and classify the image data [45]. While passive modes may be

“attentive” and less obtrusive, active modes generally are more reliable indicators

of user intent [208]. The interface that will be described in the next subsection

works in active mode.

In everyday life people may use gestures as the only means of communication;

in most cases, however, gestures occur along with other modalities such as speech.

Since the appearance of the “Put-That-There” demonstration system [27], which

processed speech in parallel with touch-pad pointing, a variety of new multimodal

systems that utilize hand gestures have emerged. Most efforts have been directed

towards seamlessly combining speech and gestures in order to control multimodal

interfaces [165, 168], while others have focused on the synergies among them to

accomplish a task [219, 281]. Gestures have also been incorporated in physical

spaces for interacting with large displays [195] or with digital home environments

[296]. Additionally, work from [82] investigated the usability of gestures and how

they could be used to express the most frequently used remote control commands.

Studies agree, however, that different people usually prefer different gestures for

the same task [146, 195].

As illustrated in 7.1, the three-dimensional Cartesian coordinate system is

used to show direction of the acceleration. The X- and Y- axes define the XY

plane to which Z-axis direction is perpendicular. The acceleration is positive

when the movement is towards the positive direction of the axis and negative
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when the direction of the movement is the opposite.

Figure 7.1: A Cartesian coordinate system indicating the coordinate planes

7.3.1 Our Gesture-Based Interface

CALL-SLT system offers several ways to control both the flow of prompts and the

way in which the matching process between user input and system is performed.

For example, prompts are grouped into lessons, each of which will typically be

arranged around a theme, and recognition can be adjusted so as to make it more

or less forgiving of imperfect pronunciation. The student will sometimes use these

features, perhaps selecting a new lesson or making the recognition more forgiving

if they are having difficulties. Most of the time, however, they will be in an

interaction loop which only uses a small set of core commands. They get the

next prompt, optionally ask for help, start recognition, stop it when they have

finished speaking, and see whether the system accepted their spoken response. If

it did, they move to the next prompt; otherwise, they try again. It is consequently

very important to make the core commands ergonomically efficient.

For the mobile version of the system, deployed on the Samsung Galaxy Tab, a

button-controlled interface poses many problems. Few users will have a headset,

and the majority will use the tablet’s onboard microphone; this involves lifting the
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tablet to the user’s mouth while speaking, and makes a push-and-hold interface

(Chapter 2, Section 2.3.1.3) extremely inconvenient. Another important point

is that there is no tactile feedback from the touch screen, increasing the user’s

uncertainty about the interaction status. All of these problems become more

acute when one considers that a crucial point of deployment on a mobile device

is to be able to access the system in outdoor environments, where the screen

is less easily visible and the user may be walking or inside a moving vehicle.

Finally, there is evidence that indicates users prefer mobile interfaces that can

be operated with one hand [143]. The left side of Figure 7.2 shows a screenshot

of the accelerometer axes of the Samsung Galaxy Tab, whereas in the right side

some typical readings of the accelerometer are presented.

Figure 7.2: The accelerometer axes of the Samsung Galaxy Tab (left). Typical
readings of the axes, with the device is in various positions (right)

For these reasons, we have investigated the use of an interface which controls

the key CALL-SLT functionalities using the intuitive gestures shown on Figure

7.3. The current version of the interface supports six gestures. “Get next prompt”

and “Return to previous prompt” are signaled by tipping the tablet right and left.
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“Start recognition” is triggered by moving the tablet so that the microphone

is in front of the user’s mouth (this involves rotating the device by about 90

degrees, since the Galaxy Tab’s microphone is on the upper left side), and “End

recognition” is triggered by moving the tablet away from the mouth again. “Help”

is requested by moving the device so that the speaker is next to the subject’s ear,

the natural position for listening to spoken help in a noisy environment. “Abort”

is signaled by shaking the device from side to side. In essence, these gestures

constitute the minimum set that covers the basic functionalities of any spoken

dialogue system.

Figure 7.3: Proposed gestures set: From left to right, bottom down next,
previous, start recognize, stop recognize, help, abort
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Table 7.1: Non-gesture movements used in experiment

Lying The device is lying on the table
Sitting, holding The user is sitting, holding the device in front of him
Standing, holding The user is standing, holding the device in front of him
Standing, relaxing The user is standing, holding the device vertically
Running The user is running
Climbing The user is climbing a flight of stairs
Descending The user is descending a flight of stairs
Walking The user is walking

7.4 Data Collection

We used the Galaxy Tab’s onboard accelerometer, which returns measurements

of the G-force experienced by the device along each of the three component axes,

and sampled these values every 50 msec for one second while performing examples

of the six commands. We collected 20 examples of each command from eight

subjects, half male and half female, between 20 and 50 years old with higher

academic education; half of them had no IT background. The six right-handed

subjects used the device as depicted in the diagram (Figure 7.3), holding it in

their left hand while seated. The registration of each gesture was initiated by

pressing a start button. This has the advantage that each interaction starts from

the initial position and that the acquired accelerometer data correspond only to

the gesture performed.

This configuration is the natural one for a right-handed person; they hold the

tablet in their left hand, since they wish to press the buttons with the fingers

of their right hand. The two left-handed subjects held the device in their right

hand, and used their left hand to manipulate the controls. We also collected

similar data for eight common non-gesture conditions shown in Table 7.1.

We extracted the mean and Root Mean Square (RMS) values for the X-, Y-

and Z-axis components, and used these six values as our features. RMS is a useful

statistical measure when variates are positive and negative as in our case. We

accumulated vectors of acceleration in each of the three axes after polling the

accelerometer every 50 msec for 1 sec as shown below:
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The mean and RMS values are calculated according to the formulas:

θmean =
θ1 + θ2 + . . .+ θn

n
,

θrms =

√
θ21 + θ22 + . . .+ θ2n

n

Finally, our feature vector is:

V =



Xmean

Ymean

Zmean

Xrms

Yrms

Zrms


The plots in Figure 7.4 show the data-points for the XY plane, tagged by

gesture, for one of the subjects. Even with our very basic feature-space, Figure

7.4 suggests that the gestures should be easy to separate from each other.

7.4.1 Gestures Classification

Different methodologies have been proposed in the literature for performing the

classification of gestures, e.g. Dynamic Bayesian Networks [53], Support Vector

Machines [226, 316], Hidden Markov Models [145] and Dynamic Time Warping

and k-means clustering [54]. The trade-off among these methods is in accuracy

versus the processing time and the amount of training data required. In the fol-

lowing three subsections, we will experiment with a subset of these methodologies
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Table 7.2: Classification error (%) on gesture recognition using 8 classifiers

Classifier 6 Features
(X-Mean, Y-Mean, Z-Mean, X-RMS,

Y-RMS, Z-RMS)

Correctly
Classified

Precision Recall F-Measure

Naive Bayes 91.61% 92.48% 91.61% 91.64%
END 90.18% 91.14% 90.20% 89.71%
SVM 92.50% 92.81% 92.50% 92.34%
Decision Tree C4.5 87.14% 88.45% 87.15% 86.45%
Functional Trees 90.89% 91.75% 90.90% 90.81%
Random Forest 89.82% 90.44% 89.84% 89.4%
Nearest Neighbor 93.39% 94.45% 93.41% 93.01%
Multilayer Perceptron 92.50% 93.19% 92.51% 92.29%

by utilizing either features from the acceleration vectors or all the data available.

7.4.1.1 Feature-Based Classification

Experimentation with some standard machine learning algorithms confirmed the

intuitive impression that the gestures could easily be separated, and also showed

that the gestures could be separated reasonably well from the non-gesture condi-

tions. For each subject, we used 75% of the data (both gesture and non-gesture)

for training and 25% for testing. Classification was performed using Naive Bayes,

Ensembles of Nested Dichotomies [73], Multilayer Perceptron with back propaga-

tion (one hidden layer with 10 hidden nodes, learning rate 0.3 and momentum 0.2,

500 epochs sigmoid for activation), Decision Trees implementing C4.5 pruned al-

gorithm, Random Forest of 10 trees considering 4 random features classifiers and

Functional Trees [93], Support Vector Machines (polynomial kernel and trade-off

between training error and margin 5000), and Nearest-neighbor using non-nested

generalized exemplars [173].

The results of the different classification methods using the WEKA Toolkit

[102] are shown in Table 7.2, where we can see that most of the methods offer

low error rates. Note that the classification tasks were performed using data

from both gesture and non-gesture movements. The confusion matrix for SVMs

presented in Table 7.3 provides a better overview of the classification task. As

we can observe, the “descending”’ movement seems to cause the most recognition
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Figure 7.4: Separation of gestures in acceleration-space: RMS (left) and mean
(right) values of the X and Y components of acceleration for one of the subjects
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Table 7.3: Confusion matrix for the Support Vector Machine classifier

Movements a b c d e f g h i j k l m n

a Next 38 0 0 0 2 0 0 0 0 0 0 0 0 0
b Previous 0 37 2 1 0 0 0 0 0 0 0 0 0 0
c Help 0 3 36 1 0 0 0 0 0 0 0 0 0 0
d Abort 0 0 1 39 0 0 0 0 0 0 0 0 0 0
e Start recognition 0 0 0 0 38 2 0 0 0 0 0 0 0 0
f Stop recognition 1 0 0 0 3 34 0 0 1 0 0 0 1 0
g Lying 0 0 0 0 0 0 40 0 0 0 0 0 0 0
h Sitting, holding 0 0 0 0 0 0 0 40 0 0 0 0 0 0
i Standing, holding 0 0 0 0 0 0 0 0 40 0 0 0 0 0
j Standing, relaxing 0 0 0 0 0 0 0 0 0 40 0 0 0 0
k Running 0 0 0 0 0 0 0 0 0 0 40 0 0 0
l Climbing 0 0 0 0 0 0 0 0 0 0 0 32 8 0
m Descending 6 0 0 0 0 1 0 0 0 0 0 9 24 0
n Walking 0 0 0 0 0 0 0 0 0 0 0 0 0 40

errors, where only 24 out of 40 test samples (60%) were correctly classified. In

general the six gestures of interest can be easily recognized.

7.4.1.2 Hidden Markov Models Classification

The analysis in the previous subsection was based on features extracted from the

sampled acceleration frames (X-, Y-, Z- values every 50 msec). In this subsection

and the following two, we will apply different classification methods that process

each one of the frames instead of the calculated features. The immediate ben-

efit of feature extraction is the dimensionality reduction, which can offer faster

processing times and reduced storage sizes. However, when these issues are not

of prime importance the exploitation of every single data element by statistical

models like Hidden Markov Models can offer better results.

HMMs have been extensively used in speech recognition systems, and due to

their ability to classify temporal data of no fixed length, they are a good candidate

for gesture recognition. Different studies claim high gesture recognition rates;

according to [146] up to 98.8%, to [258] between 85% and 95% and according to

[229] 97.6% on average.

The results shown in Table 7.4 were produced after training a left-to-right

HMM with six states in the WEKA Toolkit, for each gesture and user. Once

again the confusion matrix in Table 7.5 shows of the responsible for most errors
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Table 7.4: Classification error (%) on gesture recognition using Hidden Markov
Models

Classifier Use the X, Y, Z acceleration frames
(sampled every 50 msec for 1 sec)

Correctly
Classified

Precision Recall F-Measure

HMM 95.54% 96.36% 95.53% 95.34%

Table 7.5: Confusion matrix for the Hidden Markov Model classifier

Movements a b c d e f g h i j k l m n

a Next 40 0 0 0 0 0 0 0 0 0 0 0 0 0
b Previous 1 38 0 1 0 0 0 0 0 0 0 0 0 0
c Help 0 1 37 1 1 0 0 0 0 0 0 0 0 0
d Abort 0 0 1 39 0 0 0 0 0 0 0 0 0 0
e Start recognition 0 0 0 1 39 0 0 0 0 0 0 0 0 0
f Stop recognition 0 1 0 0 0 39 0 0 0 0 0 0 0 0
g Lying 0 0 0 0 0 0 40 0 0 0 0 0 0 0
h Sitting, holding 0 0 0 0 0 0 0 40 0 0 0 0 0 0
i Standing, holding 0 0 0 0 0 0 0 0 40 0 0 0 0 0
j Standing, relaxing 0 0 0 0 0 0 0 0 0 40 0 0 0 0
k Running 0 0 0 0 0 0 0 0 0 0 40 0 0 0
l Climbing 0 0 0 0 0 0 0 0 0 0 0 40 0 0
m Descending 2 0 2 2 4 0 0 0 0 0 7 0 23 0
n Walking 0 0 0 0 0 0 0 0 0 0 0 0 0 40

(“descending” movement).

Continuing the analysis we tried to investigate the effects of vector quantiza-

tion on the data. As we have already mentioned we sampled the accelerometer

every 50 msec for 1 sec yielding a sequence of frames containing the X, Y, Z accel-

eration force. As depicted in Figure 7.5, the quantization process of the training

data is the following:

1. Get the input movement (next, previous, walking, etc).

2. Eliminate similar frames using the Euclidean distance. Keep the frames

that are dissimilar above a cutoff threshold. This was empirically chosen

equal to 0.055.

3. If n is the desired codebook size and m the frame array size, cluster the

frames into n groups. Besides hierarchical and k-means clustering one can
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Table 7.6: Rate of the input vectors remained after the preprocessing

next previous help abort start stop lying
Rate 77.41% 84.11% 81.84% 87.82% 79.79% 78.34% 6.3%

sitting
holding

standing
holding

standing
relaxing

running climbing descending walking

Rate 6.46% 7.35% 29.59% 88.25% 84.64% 92.32% 85.56%

create a codebook with n random vectors from the frame array (random) or

sort the frame array and get the vectors at position m/n, 2m/n, ... , nm/n

(simple).

4. The result is a codebook for each movement, clustering method and code-

book size.

Figure 7.5: Quantization process using the training data of each movement

Table 7.6 summarizes the percentages of input vector that remained for the

follow-up analysis after performing the preprocessing step. The results provide

an indirect indication of how complex a gesture is. For example, if you just sit

and hold the device in front of you, the remaining vectors are 6.46% of the initial

ones, whereas if you descend a flight of stairs the ratio rises to its highest value

of 92.32%. We performed a correlation test between the gesture recognition error

using the SVM classifier and the remained vector percentage and we found that

the two variables are negative correlated (Pearson’s r(12)=-0.54, p<0.05), so the

gesture complexity has an impact on the recognition performance.

In Figure 7.6 we present a visualization of the “next” gesture acceleration

vectors after the clustering process. As we can observe the methods offer a quite

good distribution of prototype vectors of the sample vectors. During the testing
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phase the 3-dimensional vectors which are less distant than 0.055 from the pre-

ceding vector are filtered out. The vector quantizer maps the remaining input

vectors to codebooks of sizes 8, 14, 20 or 28. All movement codebooks with the

same size were merged into a single one and after performing HMM classifica-

tion we got the results presented in Figure 7.7. The hierarchical clustering seems

to outperform the others; when using codebooks with more than 14 vectors the

results are comparable to the ones of Section 7.4.1.1.

Figure 7.6: Quantization of the “next” gesture using different clustering
methods (codebook size = 20)

Two-way Analysis Of Variance (ANOVA), identified significant main effects of

clustering method (F(3,127)=7.32, p<0.001) and codebook size (F(3,127)=16.67,

p<0.001) on the correct classification rate. A post-hoc Tukey’s HSD (p<0.05)

pairwise comparison revealed the significant differences shown in Table 7.7.
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Figure 7.7: Classification with HMMs using different clustering methods and
codebook sizes

Table 7.7: Significance difference of clustering methods and codebook sizes in
pairwise comparisons using Tukey’s HSD test

simple random k-means hierarchical

simple <0.001 <0.001 <0.01
random 0.99 0.99
k-means 0.98
hierarchical

8 14 20 28

8 <0.001 <0.001 <0.001
14 0.18 0.14
20 1
28

7.4.1.3 Template Classification

Unlike the machine learning and statistical methods presented in the previous

subsections that require sufficient number of samples to be trained, it is often

desirable to use alternative classification methods based on template matching.

These can start working even with one sample per gesture and thus minimize

training time.

In this subsection we incorporated the $1 recognizer [315], which is a small

footprint recognizer of gestures made by path-making instruments like pens and

fingers in the two dimensional space; according to the author it can achieve 99%
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accuracy of recognizing 2-D single-stroke paths on a display. The $1 recognizer

performs template classification by matching the geometric specifications of two

handwritings. The algorithm involves four steps: (1) resample the input points,

(2) rotate the points at 0◦, (3) scale points in a bounding box and (4) match

points against a set of templates. Despite the fact that the gestures in our case

study are performed in the three-dimensional space we wanted to investigate the

classification performance of this approach in the XY, XZ and YZ planes. In

Figure 7.8(up) we plot the path of each one of the six gestures in the XZ plane,

where we can observe a clear visual distinctions among them. For a complete list

of all gesture paths refer to Appendix D - Section D. 1.

Figure 7.8: Gesture patterns in the XZ plane (up). Classification using the $1
Recognizer in the XY, XZ, YZ planes and with different size of training data

(lower)

In a similar manner as before, 75% of the data (both gesture and non-gesture)

were used for training and 25% for testing. Figure 7.8(lower) shows the results of

the recognition performance (XY, XZ, YZ), where the XZ plane demonstrates the
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highest correct classification rate. For real applications however this is far from

acceptable. We therefore repeated the analysis removing the non-gesture move-

ments (sitting, walking, etc) as a compromise with what a user might do during

interaction with the system. We also altered the number of training samples (15,

10, 5) and the corresponding results are also depicted in Figure 7.8(lower) for the

XZ and YZ planes.

The best rate is again for XZ with 15 training samples and it is equal to

87.92%. One-tail t-tests between pairs of XZ, YZ for the same number of training

samples show statistical significant differences. Specifically, for 15 samples: t=

2.31, df=7, p<0.01, for 10 samples: t= 2.94, df=7, p<0.01 and for 5 samples: t=

3.52, df=7, p<0.005. Although the results are less than optimal, the developers

may benefit from the low requirements of this approach by using an even smaller

set of gestures or introducing an alternative, easier recognizable set. However,

a more promising approach is to combine the recognition results in the differ-

ent planes and ultimately to implement a similar algorithm in three-dimensional

space.

To finesse the limitations of the previous template matching technique, which

can be used efficiently for certain types of user interface gestures, we incorporated

the uWave algorithm [169] based on Dynamic Time Warping (DTW) in order to

classify our gestures. The data are used again directly without doing any feature

extraction and are processed in the time domain as specified by the DTW. The

algorithm bases recognition on the matching of two time series of forces, mea-

sured by the single three-axis accelerometer. The analysis yields to a recognition

accuracy result equal to 88.66% (Figure 7.9). As before, we used the minimum

set of gestures (6 gestures) and different sizes of training data sets (15, 10, 5).

When all the training data are used the correct classification rate is 96.25%. A

single-factor ANOVA showed no significant differences in the classifications rates

for the various sizes of the training data.
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Figure 7.9: Classification using the uWave algorithm with different size of
training data

7.5 Gestures Survey

Before providing the data analyzed in the previous subsection, the same users

were asked to participate in an evaluation of the proposed gesture set. After a

short introduction of the non-gesture GUI and the presentation of a short video

clip, they had to improvise gestures that would provide the same functionality

(for their answers refer to Appendix D - Section D. 2). We tried to emphasize

that help is acoustic as well as visual and that one had to speak close to the

microphone of the device. After the presentation of our own gesture repertoire,

the users were asked to fill out a questionnaire that asked how difficult it was to

perform each gesture, if it was intuitive or not, and if they preferred it to their

own suggestion. The results of this survey are shown in Figure 7.10.

As we can observe, most of the subjects agree that the proposed gestures are

easy to perform and are intuitive. They also prefer our set compared to theirs,

with a small exception on the “abort” gesture; note that a similar gesture is

used by the Jibbigo translator1 but for smaller devices. We believe that this has

to do with the user’s personal feelings concerning the specific movement. As a

matter of fact three of them had chosen the same gesture for “abort”; just flip the

device, related to the metaphor of how you hang up the telephone set. According

to another user this metaphor applies when one is using the system inside the

car; the user simply puts the device down to signify “stop recognizing”. We have

1http://www.jibbigo.com/website/
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also encountered cultural differences as one subject proposed for “help” the hand

gesture that signifies question for many Greeks (rotating clockwise the palm close

to the face). Apart from one subject, all participants recommended gestures that

were easy to execute. Finally, one of the participants suggested that he would

prefer an interface that combined both hand-gestures and voice commands.

Figure 7.10: Charts of the easiness, impression and preference for each one of
the proposed gestures

We do not insist however that our suggestion on how to perform each gesture

is unique and applicable to any person. As stated in the introduction of this chap-

ter, the idea is to train the system from the user’s own repertoire of movements,

which can obviously change between user types and conditions. In another do-

main (interacting with large displays) different subjects seemed to prefer different

gestures for the same activity [195], something that we expect to encounter in our

case. Moreover, the tablet used has a physical size significantly larger than that of

a typical smartphone, so one may reasonably argue that the proposed gesture set
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Table 7.8: Location and audience checklist

In which locations would you use
this gesture?

Who would you perform this ges-
ture in front of?

(check all that apply): (check all that apply):
Home Alone
Pavement or Sidewalk Partner
While Driving Friends
As a Passenger on a Bus or Train Colleagues
Pub or Restaurant Strangers
Workplace Family

is not applicable to all devices. From our point of view there is a lack of a large

scale metaphor for gesture-based mobile spoken dialogue systems. Visual user

interfaces have significantly benefited from the introduction of WIMP widgets

that offer a unified interaction scheme. A new WIMP-based interface can rely

on the knowledge accumulated over the years, so that users do not need to learn

new ways of doing things. We lack however a good analogy for gesture-based

interfaces, so the work presented in the current chapter can be considered as a

contribution towards this direction.

7.5.1 Social Acceptability

As well as trying to determine how well gesture recognition works or if users prefer

our set of gestures to theirs, another follow-up question was whether users would

be willing to execute them in public. Although much work has been carried out

on the technical aspects of gesture recognition, little attention has been paid to

the social acceptability of interacting using gestures. Notable exceptions are [245]

and [246]. Social factors have an influence on technology acceptance [162], so it is

necessary to offer guidelines for the design and evaluation of socially acceptable

gestures. We therefore continued our study by asking the same subjects as before

to identify in which location (6 alternatives) and in front of which audience (6

alternatives) they would be willing to execute each of the proposed gestures. As

our focus has been on the gesture modality, we made clear to subjects that their

answers should be irrelevant to the type of the application used (in our case a

CALL system). The corresponding checklist is shown in Table 7.8.
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Based on their answers, we constructed the plots of Figure 7.11. As we can

observe, our set of gestures receives a high level of acceptability even in public

places. Pavements, public transportation and workplaces do not impose any usage

limitations. On the other hand, users seem reluctant to interact using gestures

while driving, probably due to safety reasons as explicitly reported by many of

them. Concerning the audience of usage, there is a universal positive agreement

with a small exception on the “abort” gesture, which as we saw in the previous

subjection was the most controversial one. Compared to the aforementioned

studies, the intuitiveness of our gestures for the specific application task has a

beneficial impact on their social acceptance. During the design phase we tried

to make them as simple as possible and also to exploit any commonly acceptable

interaction pattern. By putting the device close to the ear (help) or in front of the

mouth (start recognition), we just reuse patterns that have long been available.

Likewise, the execution of “next” and “previous” commands resemble to playing

a mobile video game. Conversely, executing “abort” in public areas may attract

undesired attention.

In order to statistically verify the differences presented in Figure 7.11(lower),

we performed a significance test. The response variables of Table 7.8 can take

two possible outcomes (coded as 0 and 1), so we executed a Cochran’s Q test.

We found that there exist significant differences in gesture usage in diverse places

(X2(5) = 106.9, p <0.001). A pairwise comparison using continuity-corrected Mc-

Nemar’s tests with Bonferroni correction revealed what the significant differences

are, as shown in Table 7.9.

7.6 Interacting with Gestures

In the next part of this work we conducted a user study, where subjects were

asked to use both the button-enabled and the gesture-enabled versions of the

mobile CALL-SLT system. Specifically, we recruited 8 right-handed participants

between 20 and 40 years old and asked them to use our set of gestures. We

decided to use native L2 speakers (3 French, 3 Greeks, and 2 Germans) to avoid

excess recognition errors that could skew the aim of the study. Each experiment

was completed when 30 spoken interactions were performed. Users had to follow
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a specific pattern which included three steps; going back or forward in the prompt

list, asking for help and initiating recognition. We ensured that the list of prompts

contained around 20 elements so that subjects would practice both “next” and

“previous” gestures. Participants started either with the button version or with

one of the gesture-enabled versions while sitting in an office environment. They

also used the application after it was trained with their own personal data. In

the gesture-based interface shown in Figure 7.12(left) the button bar has been

replaced with an image.

Figure 7.11: Average percentage of gestures acceptability in different locations
and in front of different people (error bars show one standard deviation)

Due to source code availability and implementation easiness we decided to

transcribe the SVM classification algorithm of [132] in Actionscript 3.0. The

specific implementation concerned only the recognition part, whereas the training

task using participants’ data was done offline. For the specific test only 8 of

the movements presented earlier were included (6 gestures + sitting holding +

184



Table 7.9: Significance difference of places in pairwise comparisons using
continuity-corrected McNemar’s tests with Bonferroni correction

Home Pavement Driving Bus/Train Bar/Restaurant Work

Home 1 <0.001 0.653 <0.001 1
Pavement <0.001 0.992 <0.001 1
Driving <0.001 0.017 <0.001
Bus/Train <0.001 0.147
Bar/Restaurant <0.001
Work

lying). On average the recognition algorithm running on the device takes 7.6

msec (sd = 2.7 msec). The initial design of the experiment presupposed that

the accelerometer would always be on. However, an initial pilot study revealed

the deficiencies of this approach, as the gesture recognition error was too high for

any real experimentation. Although one might argue that a different classification

method could offer better results, this is not the case. As shown in Section 7.4.1,

most of the errors originate from the non-gesture movements, which even after

being removed from the training corpus did not yield any significant improvement

during user tests. Essentially, the main problem is that the system does not know

when the gesture starts. Therefore, polling the accelerometer every 50 msec for

one second might not give the whole data range of the gesture the user tries to

provide as input. Commercial systems like Wii rely on a combination of sensors,

besides the accelerometer, to decipher the gesture being performed. IR sensors

inside the remote control, detect motion by tracking the relative movement of IR

transmitters mounted on the display. Pressing hardware buttons may also signify

the start of a movement; unfortunately, however, the development framework of

our test device prohibited access to this functionality. So before testing an “open-

accelerometer” approach we resorted to a solution of “push-to-move” (similar to

the analogy of “open-mike” and “push-to-talk”).

In the push-to-move configuration, initiation of the gesture recognition was

manually triggered by tapping anywhere on the tablet’s screen (size of the screen:

7in). End of recording was done automatically after 2.5 sec, which was selected

empirically from our previous studies. Figure 7.12(right) shows the average point

that each user has chosen to tap in order to initiate the gesture recognition. From
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Figure 7.12: Gesture-based interface (left). Scatter plot of the screen points
chosen by users to initiate gesture recognition (right). Users with odd-numbered

id started with the button version (error bars show one standard deviation)

the one standard deviation of the points we can deduce that users always tap on

the same area. In a way this area represents a virtual button. Additionally, only

participants who started with the gesture version (even-numbered id) picked a

point outside the area of the previously located button bar and presented a more

substantial deviation from the average point. Subjects marked with the odd-

numbered id were probably biased by their first session with the button version.

In the second configuration the accelerometer was always on. In order to

avoid the problems presented earlier we implemented a simple movement activ-

ity detector. The three-dimensional input signal (X, Y, Z) was merged into one

acceleration magnitude. This was calculated by taking the Euclidean magnitude

of the three individual values according to the formula:
√
x2 + y2 + z2. The ac-

tivity threshold was chosen empirically equal to 1.2 M/s2. As seen in Figure 7.13

holding the device causes almost no acceleration, something we can exploit for

movement activity detection (mean=1.08, sd=0.008). We have also incorporated

a set of heuristics to make the gesture recognition more robust (e.g. close the

186



accelerometer during the announcement of a help example).

Figure 7.13: Merged acceleration magnitude for the “next” and the “hold”
gestures

Figure 7.14: Box-plot of the gesture recognition rate (a). Box-plots of the users
score (b). Box-plot of the completion time for each experiment (c). Each box is
constructed to contain the 50% of values closest to the mean, whereas the red

line represents the median value

The reduced set of gestures under study provided high rates of correct gesture
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recognition. On average, we obtained 94.5% correct classification for push-to-

move and 89.5% for open-accelerometer (t=5.55, df=7, p<0.0001). The box-plot

of Figure 7.14(a) shows the distribution among participants. Further analysis

focused on alternative objective measurement around users’ performance on the

game per se. As user score we define the ratio between the correctly recognized

sentences and the total number of sentences uttered (in our case 30). We did

not find any significant differences in average scores between the three versions

(89.26% for button, 87.34% for open-accel and 89.67% for push-to-move), which

is encouraging considering the challenges of using a new input modality for the

first time (Figure 7.14(b)).

The similar score performance was also verified by the WER in the three ver-

sions. Using a 95% confidence interval after a per-utterance bootstrap resampling

[23] we found that there was no significant difference in the three rates, specif-

ically 92.3% (C.I.: 89.9% - 94.7%) in the button version, 90.1% (C.I.: 88.2% -

93.6%) in the open-accel and 91.2% (C.I.: 88.6%- 93.8%) in the push-to-move.

Concerning the average completion time of the experiments, the analysis reveals

a difference of 3 minutes on average (button: 6.8 min and push-to-move: 9.77

min, t=6.61, df=7, p<0.0001, Figure 7.14(c)). At first glance this might seem

quite high so we continued with further processing of the data in order to extract

specific measurements that explain this difference.

As we have already mentioned, the experiment was organized around a specific

pattern that users had to follow (next-help-speak). We consider this pattern as

a turn in the experiment, so that ideally participants had to perform 30 turns.

First, we seek to extract the average amount of time users spend on the turns

in each of the three versions. We define the turn completion time as the elapsed

time between the dispatch of the next/previous message and the acquisition of

the recognition result. The average time in the button version is 8.9 sec, 12.6 sec

for open-accel and 13.5 sec for the push-to-move (F(3,127)=102.83, p<0.0001).

The specific difference (around 4 sec) has an immediate explanation; the gesture

processing step which takes roughly 1 sec (1 sec for the data acquisition and 7.6

msec for the recognition). In each turn duration this sums up to an accumulated

overhead of 3 sec. The corresponding Probability Density Functions (PDF) are

shown in Figure 7.15(a).
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Continuing the analysis in respect to the difference in turn times, we examined

the time spent by users before interacting. We name this quantity as “user time”

defined as the elapsed time between the presentations of a prompt, a help example

or a recognition result and user’s interaction with the interface. During the

“system time” the gesture is captured and recognized, the corresponding request

is served and the result is presented.

Figure 7.15: Probability density function of completion duration of each turn
(a). Decomposition of user and system times (b). PDFs of thinking time before

next (c), previous (d), help (e), recognition (f) gestures. (Distributions
approximated using kernel density functions)

In Figure 7.15(b) we decompose the user and system times in each turn. The
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Table 7.10: Significance difference of interface versions and performed gestures
in pairwise comparisons using Tukey’s HSD test

button push-to-move open-accel

button <0.001 0.29
push-to-move 0.26
open-accel

help next previous recognize

help <0.001 0.22 <0.001
next 0.43 <0.001
previous <0.001
recognize

comparison of users’ time between the two versions is an indication of how much

more they had to think before interacting; in essence the additional mental load

imposed on them. In Figure 7.15(c)(d)(e)(f) we present the plots that correspond

to user time before the “next”, “previous”, “help” and “recognize” commands

respectively. As we can observe, there are slight differences between the button

and the gesture versions.

With two-way ANOVA, we found significant main effects of interface type

(F(3,119)=8.51, p<0.001) and gesture performed (F(3,119)=23.97, p<0.001) on

the thinking time, which can be interpreted as showing that interacting with

gestures does indeed impose a small mental overhead. A post-hoc Tukey’s HSD

(p<0.05) pairwise comparison revealed the significant differences shown in Table

7.10.

According to these results, the mental effort is increased when the gesture

is preceded by the extra action of tapping on the screen and not to the gesture

per se. If we juxtapose different values for the button and the push-to-move we

have: 2.1 sec versus 2.3 sec (not statistically significant) when the input gesture is

“next”, 2.2 sec versus 2.8 sec (t=3.9, df=7, p<0.01) for “previous”, 2.5 sec versus

3.2 sec (t=2.8, df=7, p<0.01) for “help” and 3.2 sec versus 3.8 sec (t=2.09, df=7,

p<0.01) for initiating recognition.

The analysis concludes with the subjective evaluation of the interaction. In

order to elicit the subjective opinion of participants we asked a series of questions

in a paper-pencil questionnaire after the completion of each experiment. The

answers were registered using a 1 to 10 Visual Analog Scale (VAS). Specifically,
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Figure 7.16: Subjective evaluation results for the two gesture version

we tried to assess issues like physical effort, concentration effort, performance of

the system, user conformability and interaction preference. The average answers

are presented in the radar plot of Figure 7.16. As we can observe, participants

report low levels or tiredness and medium levels of thinking effort. In accordance

with the objective evaluation users corroborated the fact that the system worked

well for both gesture and voice recognition. Concerning gesture recognition, users

assigned a score of 8.4 for push-to-move and 6.6 for open-accel (t=4.26, df=7,

p<0.0001). Once again, the social acceptance of this type of interaction is verified

with the low levels of users stating feeling uncomfortable while performing the

gestures, although we should mention that the survey took place in an office

environment with the presence of two observers at most. Users express a strong

agreement that the gesture interface can help in certain situations and they have

a very positive overall impression from the system. Finally, there is no evident

consensus to which version users prefer most, although there is a tendency towards

the button interface.

In the next section we present the results of three studies after recruiting

subjects from less studied target groups.
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7.7 Accessibility for All

According to the World Report on Disability 20111, the number of disabled people

in the world is presently estimated at around one billion, corresponding approxi-

mately to 15% of the current world population. Similarly, the number of people

older than 65 will reach 14% of the world population in the next 30 years, rising

to 1.4 billion by 2040 [41]. As stated in [265], disabled people prefer of-the-

shelf devices over custom-made ones. Moreover, users with physical disabilities

may prefer speech and hand gestures to keyboard or mouse to control computer

systems [209]. The variety of accessibility techniques and the lack of interface

consistency, however, force these users to learn new interactions models for every

application they use. We strongly believe that the interaction paradigm provided

in this work, where users can utilize a spoken dialogue application with their own

gesture repertoire is a possible remedy for the aforementioned concerns.

In order to address possible issues related to different target groups, like users

who lack fine motor control or vision-impaired users, we executed three experi-

ments that we present in the subsequent sections.

7.7.1 First Experiment

Initially, we will present results after an interview with a male subject aged 22

with mild cerebral palsy. Objectively, with no obvious communication disabilities,

the person experiences kinetic problems that, besides others, prohibit efficient use

of the keyboard. From the very first moment he was engaged in the conversation

that lasted more than an hour. According to him, each person with cerebral palsy

is a unique case, which makes the design of accessible interfaces a challenging task.

He, as a regular user of dictation systems and other assistive technologies, had a

very good idea of the hurdles posed in human computer interaction.

The first half of the interview concentrated on the introduction of the applica-

tion and discussing common pitfalls encountered in other systems that we should

try to avoid. Initially, the main concern posed by the participant was the poor re-

sults he experienced with other systems like eye blinking sensors. In this respect

1http://www.who.int/
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the issue of the sensitivity in recognizing users’ gestures was deemed of prime

importance. The participant proposed to have a training phase before using the

application, a feature that was already available in our system. Notwithstanding,

the time and effort devoted for training should be the least possible given issues

of physical and mental fatigue.

The lack of many assistive systems to cover all the functionalities offered to

regular users restricts their efficient usage and imposes the invention of alternative

workarounds to perform them. We should therefore support all these function-

alities either by gestures or by other modalities (e.g. speech commands). Even

before we present our own proposed gestures for regular users, issues related to

social acceptability and discreteness of this type of interaction were discussed.

The user stated that he would perform the gestures in front of everybody and in

any place besides the pavement and the bar.

In the second phase of the interview he was asked to propose his own set

of gestures and train the system. In order to facilitate the easy registration of

the gestures we created an interface that informed the user which gesture should

perform each time. By utilizing a 3-second countdown counter the user was

notified when to initiate the action. As explained to the participant, he could

manipulate the device as he wished, in portrait or landscape orientation and by

using one or both hands. He decided to hold the device with both hands in front

of him (initial position) in portrait orientation and proposed the following gesture

set:

1. Next. From the initial position move the device to the right.

2. Previous. From the initial position move the device to the left.

3. Help. From the initial position move the device upwards.

4. Start speaking. From the initial position move the device horizontally

towards the torso.

5. Stop speaking. From the initial position move the device horizontally

away from the torso.
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6. Abort. From the initial position flip the device vertically parallel to the

torso.

Each of the gestures had to be registered five times with the interface presented

earlier. From the beginning of the registration process it was evident what the

deficiencies of our approach were. The subject had difficulties coordinating his

movements as dictated by the interface and considered the time allocated before

the initiation of the action quite short (3 seconds). This miscoordination had

a negative impact on the data provided, as sometimes the user executed the

wrong gesture. More important, however, was the time he spent to execute a

gesture that frequently surpassed the limit of 1 second in which we polled the

accelerometer. The specific problems were reflected to the gesture recognition

rate, as for the SVM case we obtained 74.29% correct classification.

In order to quantify the energy of the acceleration signal, we asked a non-

disabled person to execute the same gestures. In Table 7.11 we present the

RMS values in each of the axes and for each movement. The table provides an

indication of the intensity of each gesture executed. In bold we depict the energy

of the signal in the primary acceleration axis related to the gesture performed. In

combination with the standard deviation the user seems to have trouble executing

the gestures intensively, something that was obvious during the experiment. We

also acquired acceleration data while the user was holding the device in front of

him (initial position). Spectral analysis did not show any indication of tremor

that could influence the results.

The user proposed to combine voice commands and gestures, especially for

picking list items. Another constructive remark was the lack of a “repeat” gesture

that could facilitate the interaction. However, the deficiencies presented earlier

prohibited efficient usage of the system and we therefore decided to hold a second

round of experiments after these issues had been resolved.

After introducing the movement activity detection component to the train-

ing interface the user was invited for a new experiment. This time we proposed

another set of gestures, which were executed by holding the device in landscape

orientation with the two hands (as a steering wheel). Gestures “next” and “previ-

ous” were performed by turning the wheel right and left respectively, and “help”

by shaking the device right and left. To initiate recognition the tablet had to be
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Table 7.11: Mean X- Y- Z- RMS and standard deviation value of each gesture
signal. The row with the gray background corresponds to the disabled person.

RMS value for the principal acceleration axis is in bold

next previous help
X Y Z X Y Z X Y Z

RMS
sd

.17

.07
.47
.08

.96

.13
.2
.07

.43

.08
.0.97
.12

.12

.04
.5
.11

.56

.19

RMS
sd

.31

.1
.31
.008

1.04
.15

.31

.01
.25
.01

1.04
.01

.08

.01
.56
.01

.88

.01

start stop abort
X Y Z X Y Z X Y Z

RMS
sd

.1

.03
.31
.08

1.02
.12

.13

.04
.33
.08

1.01
.16

.08

.03
.82
.22

.73

.27

RMS
sd

0.13
.01

.38

.01
1.04
0.1

.07

.01
.35
.01

1.04
.01

.08

.01
.66
.01

.96

.01

brought close to the mouth and for stopping recognition the opposite; “abort”

was signified by facing the screen display upwards.

In this case, the gesture recognition rate was 94%, which shows that this set

was well suited to the user’s needs. The average turn time lasted 13.8 sec (sd

= 2.1 sec) and the user achieved a score of 93%. Figure 7.17(left) presents the

average thinking times before each gesture. Similarly to non-disabled users the

“recognize” movement imposes the higher mental effort as it must be combined

with the speaking task. Finally, the accidental press of the hardware buttons of

the tablet, located near the left palm of the user, caused temporal inconvenience.

7.7.2 Second Experiment

The second experiment was conducted with a 25 year old blind female subject

with 0.01% vision capability. The interaction paradigm presented new challenges

as we had to notify the user about the outcome of her gesture. For this reason

we embedded a set of brief, distinctive sounds (earcons) to signify “next”, “pre-

vious” and “recognize”. After a “help” gesture the system started playing back

the corresponding help prompt as before. Nonetheless, we did not provide any

feedback about the recognition result (success or failure), a deficiency that should
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Figure 7.17: Average thinking times for the user with cerebral palsy (left) and
the blind subject (right). Error bars show one standard deviation

be addressed in a future experiment. During the training phase the registration of

each movement started after a distinctive sound. However, the user was informed

in advance which gesture to execute.

The gesture recognition rate was similar to the one for non-disabled users and

equal to 89%. The average turn time lasted 13.2 sec (sd = 1.9 sec) and the user

achieved a score of 85%. Figure 7.17(right) summarizes again the average thinking

times before each gesture, which are comparable to the results of using the open-

accel version presented earlier. With regard to the social acceptability of this

type of interaction, the user did not state any concerns performing the gesture in

front of different audiences neither in diverse environments. Some privacy issues

were addressed, as the user would prefer to get feedback with vibrations instead

of earcons.

7.7.3 Third Experiment

For our third experiment we recruited a female subject of 65 years old, who

had poor familiarity with technology and no previous exposure to similar sys-

tems. The participant was asked to use both the button and the gesture (open-

accelerometer) interfaces. The aim of our study and the required tasks were

explained as before and the subject started with the gesture version. Despite

the fact that she did not express any concerns about the assigned task, the first

reaction after holding the device was to replace her long distance glasses with the
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short distance ones. In general, the interaction was unhindered in both interfaces

and real problems occurred only when the gesture recognition was unsuccessful.

The user seemed to be preoccupied with performing each turn (next-help-speak)

without really examining what was displayed on the screen. Even the different

earcons associated with each gesture did not help a lot, as the user continued

performing each step of the interaction pattern without checking the results of

her actions. We therefore had to intervene when necessary, explain what the

problem was and asked her to repeat the gesture. For this reason we could not

extract comparative results between the two interface versions. Finally, the cor-

rect gesture recognition rate was approximately 74% as the participant did not

always perform them in a consistent way.

Figure 7.18 presents the subjective evaluation results. All participants were

very positive about the already implemented system and its potential to help

in certain situations. Neither of them expressed concerns or discomfort during

its usage and all confirmed that it worked well. Moreover, the subject from the

third experiment, having used two interfaces, seems to prefer the one containing

buttons. Finally they all reported low levels of tiredness after 30 turns, although

the user with cerebral palsy had to think more before performing a gesture.

7.8 Conclusions

We have described a prototype version of a gesture-driven spoken dialogue system

hosted on a mobile tablet computer, and presented a series of evaluation tasks.

Specifically, we have introduced a concise and intuitively meaningful gesture set

that can be used to trigger commands to any SDS. We also performed a series

of classification tests for this application task. Using different machine learning

techniques we achieved a classification error for the gesture patterns of less than

5%, and we also compared our own set of gestures to ones proposed by users.

Examining the social acceptability of the specific interaction scheme we encoun-

tered high levels of acceptance for public use. Guidelines for designing socially

acceptable gesture interfaces were also provided. We have showed that interacting

with hand gestures imposes little physical and mental effort and we also provided

results following interviews with a user with cerebral palsy, one blind user and
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Figure 7.18: Subjective evaluation results for the three subjects

an elderly person.

The proposed gesture set can be consider as a case study that may be inter-

esting to designers that intend to embed motion sensing functionalities in their

speech-enabled applications. Creating gestures that fit everyone is an elusive

goal and many gestural interfaces are criticized for ignoring well-tested and un-

derstood standards of interaction design [203]. Future extensions of this work

include follow-up studies where subjects interact using their own set of gestures

and also perform them in public settings. Investigation of more robust open-

accelerometer techniques in combination with advanced gesture activity detection

algorithms will exploit our idea to its full extent. More feedback from less studied

target groups or from people with functional diversities would also be beneficial.

Finally, experimentation with other classification techniques or by combining dif-

ferent set of features could provide even more accurate results and more efficient

usage of the device’s resources.

Applications emanating from the game industry have made everyone aware of

the potential of interfaces based on motion sensing; speech-enabled applications
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on mobile devices have only become common the last few years, and connections

between the two technologies have not yet been widely discussed. Moreover,

the gamut of sensors already available to most handheld devices, e.g. proxim-

ity sensors, gyroscopes, magnetomers, GPS, etc, promise even richer interac-

tion paradigms. There has already been work towards frameworks that facilitate

the development and evaluation of gesture acquisition and recognition systems

through multiple capture devices [251]. We are surprised to see what rich syner-

gies are available, which need to be explored further.
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Chapter 8

Quality of Mobile Applications

Comparing mobile speech-to-speech applications is a difficult task as there are

different evaluation methodologies. In this chapter we focus on mobile medical

translation systems and we define a quality model based on the ISO/IEC 9126

standard, by proposing internal and external quality characteristics, quantifying

their importance and assigning relevant metrics.

8.1 Introduction

Evaluation is the process of determining the worth or value of something in terms

of quantity and quality. It has become an important part of every software de-

velopment process, examining the extent to which the latter achieves its stated

objectives and anticipated results. However there is no a commonly accepted

methodology for evaluating spoken dialogue systems, despite the fact that nu-

merous pertinent techniques have been introduced [77]. In the case of their mo-

bile counterparts this problem is even more acute as some authors suggest that

mobile spoken dialogue systems can be approached more as a service and less as

an application [184]. The broad range of diverse sub-components and the system

as a whole, necessitate specific qualitative and quantitative evaluation in terms

of performance, reliability, user satisfaction, etc. Most of the time however, these

efforts assess a facet of the problem, which from our point of view demands a

more holistic approach.

201



Providing a unique assessment technique for all speech-enabled systems would

not be a feasible aim in the context of a doctoral thesis, so we decided to focus

on medical translation systems in order to exploit our previous experience from

developing similar applications. Medical translation systems present an intrigu-

ing research area as language barriers can become life-threatening when health

issues come into place. Quality is paramount to health care setting and there-

fore the correct assessment of medical systems is of vast importance. During the

development lifecycle of these systems authors have provided evaluation results

leveraging various computer and human centered metrics. Despite some early

efforts towards a common evaluation framework [235] we argue that there is a

lack of such a methodology that would provide a fair comparison framework for

different mobile medical translation systems. Additionally, the lack of appropri-

ate quality assessment techniques can deteriorate user satisfaction. In the US, for

example, user dissatisfaction even caused legislative actions governing software

quality and suppliers’ responsibilities [141].

Figure 8.1: Doctor interacting through the mobile device

In this work we try to remedy this deficiency by proposing a quality model

based on the ISO/IEC 9126 standard that could serve as a basis for comparison

among homologous systems. We focus on the mobile world (Figure 8.1) believing

that it suits patients’ needs better, as they experience diverse scenarios along

the pathway to health care. Our work had three stages. Initially we created the

quality model, by defining a tree-like hierarchy of quality characteristics, either
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by selecting them among those proposed in ISO/IEC-9126 or by introducing

new ones. In ISO terminology, the quality characteristics of a model represent

the desired features of a system and are also called attributes if these are the

end-nodes of the hierarchy. These characteristics are divided into the ones that

describe the external view of the software and the ones that focus on its internal

aspects; each of them can be further decomposed into sub-characteristics and the

end-nodes of the hierarchy must be measurable attributes of the system. In the

second phase we started with the external characteristics, so we asked two target

groups of users that demonstrate different needs and goals towards the system

(12 doctors and 12 potential patients), to quantify their preferences concerning

which attributes are more important. The internal characteristics reflect mainly a

technical viewpoint, such as that of developers and maintenance personnel [111];

therefore 6 developers were polled in a similar way as we did for the end-users.

In the third stage of our work we assigned metrics to each of the attributes. The

ultimate purpose of this chapter is to provide a common evaluation methodology

in order to compare mobile medical speech translators and also to help developers

focus on those aspects of quality that users deem important. The quality model

presented in this chapter is suitable for medical translation systems deployed

in real-world situations, as it tries to examine their evaluation from a holistic

viewpoint. Patients will encounter different situations, while being at the hospital,

besides the typical medical diagnosis scenario. Moreover, the application will

need to interact or co-exist with different systems already available in a hospital

environment. This is why we did not apply our model to the MedSLT system

(Chapter 3, Section 3.5.2), as the latter focuses mainly on issues related to speech-

to-speech translation during the diagnosis between the physician and the patient,

which can be considered as a subset of this holistic evaluation.

The chapter is organized as follows: in Section 8.2 we have a short discussion

on medical speech translation systems and in Section 8.3 we discuss how a system

like this could be realized in a hospital environment. In Section 8.4 we focus

on the quality model itself, whereas in Section 8.5 we decompose the model

according to our case study. Section 8.6 presents our methodology for ranking

the quality characteristics and Section 8.7 summarizes the acquired results along

with a discussion. In Section 8.8 we propose a set of metrics that make our model
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measurable. The final section concludes.

8.2 Medical Speech Translation

Language barriers often cause inconvenience but when medical issues are involved

they cease to be mere inconvenience and can become life-threatening. Anyone

who has had the misfortune to fall ill in a country where they do not speak the

local language will be painfully aware of this from their own experience, and

quantitative studies have shown that limited English proficiency correlates with

a vastly increased probability of negative outcomes across a variety of objective

indicators: poor access to medical care [35, 74, 221], excess hospitalizations,

medical errors, and drug complications [14, 86, 103, 309] and poor satisfaction

with the provided care [86].

Unfortunately, trained medical translators are both scarce and expensive.

Even if an interpreter is available, health-care practitioners express dissatisfaction

both with their own methods of working with them and with the interpreter’s

qualifications [138]. Although construction of a universal speech-to-speech trans-

lator still seems an insurmountable problem, the substantial gap between the need

for and availability of language services in health care could be bridged through

effective medical speech translation systems, such as [20, 29, 87]; a system like this

would be far more useful if it was available on a hand-held device. Indeed, there

are already various efforts towards the deployment of mobile speech-to-speech

translation applications in academia [96, 225, 264, 286, 319] and commercially

[98, 131, 300].

From the large gamut of speech-to-speech translation systems, we have decided

to focus on the ones tailored for the medical domain for two main reasons: (1) they

present an intriguing research area, as safety-critical applications are involved,

and (2) to exploit our previous experience in developing similar applications. Our

aim is to provide an assessment technique for mobile medical speech-to-speech

translators, and this task is far than being trivial considering the diverse situations

a patient may encounter in a health care environment. In the subsequent section

we start our discussion on how a system like this could be realized in a hospital

environment.
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8.3 The Path to Health Care

As quality is hard to assess and assure, several models try to address software

quality issues by employing a set of quality attributes, characteristics and metrics

[13, 52, 81, 115]. In this work we discuss how to evaluate mobile medical transla-

tors with a quality model based on ISO/IEC 9126 [122]. Unlike other models, it

enjoys the benefits of being an international standard and, as it is generic, it can

be applied to any kind of software product. It defines a common language related

to software product quality and it is widely recognized [63]. Notwithstanding

the fact that the model has been criticized for not prescribing specific quality

requirements but instead proposing a general framework [297], we believe that

this is more an asset than a hindrance. This is confirmed by the fact that the

model has already been adapted and applied for the evaluation of several software

products including systems in Business-to-Business (B2B) [19], e-learning [212],

m-learning [91], telecoms [279], among others.

The path to health care as described in [271], may involve different stages

besides the typical diagnosis scenario between a doctor and a patient. As il-

lustrated in Figure 8.2, we can imagine a patient interacting with other staff in

the hospital, for example with a secretary at the welcome reception desk, with a

nurse during an examination procedure or hospitalization, etc. All these diverse

scenarios show the wide range of possible situations a patient would face.

Figure 8.2: A typical pathway to health care

From our informal discussions with the emergency staff at the University

Hospital of Geneva we found out that making a full diagnosis is not always the
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primary issue. Most of the time doctors are asked to determine whether a person

should be hospitalized or advised to return home. Even if this seems a modest

goal compared to the global undertaking, a system could really alleviate the work

load at the hospital. Although the patient may not pass through all the possible

stages of the health care pathway, it is evident that he/she will experience diverse

interaction scenarios.

A fundamental question introduced in [270, 271] is: “Who is the primary user

of such a system, the physician or the patient?” On the one hand, there is the

doctor who usually has high-level education and interacts with the system on a

daily basis and conversely, the patient who may use the system solely once in his

life. There is no single answer to this question: while some efforts have put the

doctor in charge of the dialogue [29, 192] others have followed a parity oriented

approach, where two separate graphical user interfaces are offered for each one of

the interlocutors [286]. Additionally, in the work of [264] the system is considered

as a mediator and specific user behavior modeling approaches are addressed for

this machine-mediated setting.

8.4 Main Focus

Given that quality is a multi-faced concept, it demands the definition of a multi-

dimensional quality model, which, in our case, should consider the following is-

sues:

1. Quality of translation. The genre of the task requires safety-critical high

quality translation.

2. Heterogeneous interaction. Users may interact with different personnel

or in diverse environments.

3. Mobility. Interaction happens with a mobile device, which by itself in-

volves special consideration.

4. User physical constrains. Patients’ physical disabilities can pose hurdles

to the efficient usage of the system.
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5. Wireless interconnection. The network can cause delays or even con-

nection failures.

6. Application availability. It could be preinstalled on a hospital’s device

or users could install it on their devices.

A generic quality model is proposed by ISO/IEC 9126 for the evaluation of

any software product, thus it can also be used in the evaluation of mobile medical

speech translators. In Table 8.1 we observe the quality characteristics and the

sub-characteristics of the model, along with an explanation based on [1]. Even if

special quality standards for medical devices have already been published [120],

we consider the proposed application as a software system instead of a medical

device, therefore our work is based on the ISO/IEC series of standards.

When it comes to medical translators, an implicit requirement is that the

software system “performs best in all relevant aspects”. Therefore, as quality

is of paramount importance in a health care setting, we intend to focus on two

tasks:

1. Carefully state all the system’s relevant aspects as attributes of the quality

model, which will be used later for the evaluation of the system.

2. Define a scoring scheme, in order to weight the attributes in the model by

their importance relative to the scenario where the system is intended to

be used.

To accomplish (1), we described each external attribute with a friendly, ap-

plication specific statement to help doctors or potential users first understand

the attributes and then weight them (Table 8.2); this is based on the hypothesis

that users are not necessarily familiar with the ISO terminology or the technical

terms involved in ISO descriptions. The internal attributes in the quality model

can only be evaluated by IT professionals [297] and, given their background, it

was not necessary to restate each attribute’s definition. To accomplish (2) the

external/internal quality characteristics were compared in pairs and we extracted

the corresponding weights by adopting a methodology similar to [19], which uses

a mutual comparison method [83] and multi-criteria Analytical Hierarchy Process

(AHP) [253].
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Table 8.1: Characteristics & sub-characteristics of ISO/IEC 9126

Characteristic Sub-
characteristic

Description

Functionality Suitability Can the software perform the tasks
required?

Accuracy Is the result as expected?
Interoperability Can the system interact with another

system?
Security Does the software prevent unauthorized

access?

Reliability Maturity Have most of the faults in the software
been eliminated over time?

Fault tolerance Is the software capable of handling
errors?

Recoverability Can the software resume working and
restore lost data after failure?

Usability Understandability Does the user comprehend how to use
the system easily?

Learnability Can the user learn to use the system
easily?

Operability Can the user use the system without
much effort?

Attractiveness Does the interface look good?

Efficiency Time Behavior How quickly does the system respond?
Resource Utiliza-
tion

Does the system utilize resources
efficiently?

Maintainability Analyzability Can faults be easily diagnosed?

Changeability Can the software be easily modified?
Stability Can the software continue functioning

if changes are made?
Testability Can the software be tested easily?

Portability Adaptability Can the software be moved to other
environments?

Installability Can the software be installed easily?
Co-existence Can the software co-exist with other in-

dependent software?
Replaceability Can the software easily replace other

software?

All characteris-
tics

Compliance Does the software comply with laws or
regulations?
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Table 8.2: Paraphrased definition of the top-level quality characteristics

Functionality “The system should satisfy the needs of the patients when
used in a hospital environment in a secure and accurate
way.”

Reliability “The system should be reliable and maintain a certain
level of performance even if something goes wrong.”

Usability “The system should be understood, learned, and operated
properly by the patients and should also be attractive.”

Efficiency “The system should respond quickly after an interaction
with the patient and make efficient use of resources, e.g.
the network bandwidth.”

Portability “The system should be able to run on different devices,
co-exist with other systems in the hospital, and be easily
installed and updated.”

Compliance “The system should comply with regulations applied in a
specific hospital. For example, hygiene issues or interac-
tion in environments that impose minimum noise level.”

8.5 Decomposition of our ISO Model

According to ISO/IEC 9126, when instantiating the model we can either use their

characteristics and sub-characteristics or propose our own hierarchy of quality at-

tributes along with a mapping to the ISO hierarchy to make the resulting model

ISO-compliant. To create our model based on the attributes offered by ISO/IEC,

we adapted their definition to tailor them to the application domain under study.

The customized definitions are summarized in Table 8.3; unless otherwise stated

all the quality characteristics were adapted from the ones proposed in ISO/IEC

9126.
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Table 8.3: Decomposing the model

Functionality

Suitability. The system can be seen either as a replacement when no inter-

preters are available or as a palliative before resorting to an interpreter. It should

therefore support as many languages, diagnosis domains and diverse usage envi-

ronments as possible.

Accuracy. In this specific application domain the translation between languages

needs to be produced in the most reliable and robust way, achieving high quality.

Also, the Text-to-Speech (TTS) should replicate human voice as naturally and

clearly as possible.

Interoperability. The system should facilitate interoperability of the different

nodes in the pathway seamlessly, e.g. information about prescribed medication

or special treatment must be available to the corresponding personnel or system.

Security. The system should guarantee that the information gathered during the

interaction is stored and accessed in a restricted manner. Treatment of sensitive

medical data should be carefully considered.

Traceability (added attribute). User activity along the pathway should be

traced by the system and may be used to identify possible problems (e.g. delays),

perform correct pricing of praxes, etc.

Exploitability (added attribute). Users may be forced to wait their turn for

an examination or wait between examinations. This idle time can be used for

familiarizing with the application, thus fostering user trust towards the system.

Controllability (added attribute). The system should determine the most ef-

ficient way of interaction, e.g. if the doctor gives instructions he should also be

in control of the dialogue flow; but during diagnosis the weight of control should

be equilibrated between the two parties. This also conforms to current clinical

theory of patient-centered medicine [277].

Reliability

Maturity. The special nature of the application demands zero faults therefore

the system should aim to minimize the frequency of failures.

Fault tolerance. In case of any faults the system should resort to a backup plan,

e.g. trained personnel could take over control and interact with the patient.
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Recoverability. The software should be able to recover after a failure either by

incorporating a logging mechanism or by storing user’s data in a database locally

or remotely.

Usability

Understandability. One important aspect is to make users understand what

the system is supposed to do. Short introductions should be provided along with

context dependent prompts. Cultural limitation or physical disabilities should

also be addressed. In this way users can form a concrete theory of the machine’s

mind (ToM), and update it as they interact.

Learnability. As in any spoken dialogue application, the system should give

users immediate feedback on its intended coverage, particularly when recognition

fails. This can be achieved through an intelligent help module, which tries to

identify user requests and propose possible alternatives.

Operability. As end-users may use a system like this only once in their life, the

interaction should be based on simplicity. A basic interaction pattern should be

adopted, based on modality synergies.

Attractiveness. Due to the limited lifecycle of the application (used only in a

hospital environment), the issue of attractiveness becomes of lesser importance.

However, when subjective judgments are involved, the success of the system may

depend on relevant factors.

Uniformability (added attribute). Following the health care path, each user

should experience a uniform interaction. This will minimize the effort of learning

how the system works in different situations and will cause less confusion.

Trustability (added attribute). The system should offer results that are pre-

dictable and do not cause any surprise to end-users, so that patients establish

trustful relations towards a system that works as a mediator for human-to-human

interaction.

Customizability (added attribute). As users may vary in a range from literate

to complete illiterate, the system should take this into account as well as other

special needs (weak sight, hearing problems, etc). It can therefore present the

output in different ways, for example, with images or voice instead of text.

Privacy (added attribute). The system should consider issues of privacy, e.g.

patients can be reluctant to talk in front of other, even in front of relatives, be

embarrassed when using the system unsuccessfully, etc.
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Efficiency

Time behavior. Time management is very important as the diagnosis should

be made as quick as possible. It should also be dependent on the usage scenario,

e.g. it may be more urgent to complete a task at the welcome reception than at

the laboratory.

Resource utilization. The system should target efficient utilization of resources

(e.g. battery life, wireless connectivity, position tracking, storage and access of

user data, etc) to allow unhindered usage and also fair sharing among users.

Maintainability

We will not provide any special description of the attributes of maintainability,

which is used for the internal quality analysis and we will only cite their definition

taken from the standard.

Analyzability. “The capability of the software product to be diagnosed for

deficiencies or causes of failures in the software, or for the parts to be modified

to be identified” ([122] - page 10).

Changeability. “The capability of the software product to enable a specified

modification to be implemented” ([122] - page 10).

Stability. “The capability of the software product to avoid unexpected effects

from modifications of the software” ([122] - page 10).

Testability. “The capability of the software product to enable modified software

to be validated” ([122] - page 11).

Portability

Adaptability. The system should be adaptable to a number of platforms. Pro-

prietary solutions may narrow the possible options, so the design should take

into account forthcoming technologies and open source alternatives.

Installability. If end-users decide to install the system on their own device this

should be as transparent as possible considering that the application’s life time

could be limited to just the time the patient stays in the hospital.

Co-existence. The system should successfully co-exist with other independent

systems working in a common environment and sharing common resources. Is-

sues of conflicts may include the bandwidth usage, interference problems, other

wearable medical devices, etc.
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Replaceability. As most of the times upgrading the existing software should

not be performed by end-users, issues of replaceability are not a subject of their

concern. Technical personnel should be responsible for the specific task on the

offered devices.

Compliance (for all characteristics)

According to ISO compliance is “[. . . ] the degree to which the software product

adheres to standards, conventions or regulations relating to [. . . ]” every quality

characteristic (([122] - page 8). In our scenario it could happen that the interac-

tion in environments that impose zero noise level may be prohibited, thus being

subject to specific hospital regulations. Furthermore, when the device uses wire-

less access, issues related to interference in specific areas should be considered.

We evaluated compliance in relation to all characteristics in order to eschew the

extra comparisons and to avoid delve into too much detail.

8.6 Relative Importance of Attributes

In the previous section we presented the quality model, decomposed into quality

characteristics and sub-characteristics, which we deem pertinent to ISO-based

evaluation of mobile speech translators. However, we did not provide any insight

concerning the relative importance of each quality characteristic in the model.

This relation is clearly dependent on the user and, as expected, user’s perception

about product quality varies across user types. For example, end-users typically

value usability more than developers do. These preferences or perceptions can be

incorporated in the quality model in the form of weights that will represent the

relative importance of each characteristic and will allow its ranking (by impor-

tance given a specific user and context of use), helping evaluators select a subset

of the most important characteristics to evaluate.

8.6.1 Methodology Used to Poll Subjects

In order to quantify users’ preferences we polled two groups that expose different

needs and goals towards the system. The first group included professional doctors

having a different specialist background (e.g. general physicians, pathologists,
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gynecologists, etc), excluding however specializations that do not involve direct

contact with patients. This requirement stems from the assumption that prac-

titioners who perform medical diagnoses with real patients can assess a medical

speech translator more efficiently. Moreover these subjects work in Switzerland,

where the need to interact in a multilingual environment is intense. The second

group of non-doctors included subjects that can be considered as potential pa-

tients. Their diversity would require a large number of participants in order to

obtain unbiased results. We therefore restricted our study and recruited subjects

that had higher academic background. All participants were between 20-40 years

old and gender was approximately balanced across conditions.

Each participant was asked to fill in a questionnaire consisting of pairwise

comparisons of the characteristics in the model (refer to Appendix E). It was

sent to different doctors and potential patients from which we got 16 and 20

completed surveys respectively. Some of the factors that were taken into account

during the construction of the questionnaire were:

1. Participants have limited or no experience with speech-to-speech translation

systems, so we provided a pictorial representation of the problem. The

background to the poll was explained in a few paragraphs.

2. Participants have no familiarity with the ISO hierarchy and terminology.

Thus, each attribute was expressed with a simplified non-technical state-

ment equivalent to the ISO definition.

3. Participants have a busy schedule, so we limited the time devoted to the

survey to around 15-20 minutes.

By the juxtaposition of statements for each sub-characteristic subjects were

asked to express their opinion by choosing a number in a scale of 1-9 (Table 8.4)

favoring the feature they liked most. For each pair in the questionnaire, they had

to answer to which statement they agreed the most and how strongly.

An example is shown in Figure 8.3 where the left statement corresponds to

learnability and the right one to attractiveness. Note that the focus of the state-

ment was underlined in each case. For a complete list of these statements refer to

Appendix E. The comparisons were limited to attributes under the same quality
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Table 8.4: Pairwise comparison nine-point scale (Source: abstracted from [253])

Intensity of
importance

Definition Explanations

1 Equal importance Two activities contribute
equally to the objective

3 Weak importance of one over
other

Experience and judgment
slightly favor one activity over
another

5 Essential or strong importance Experience and judgment
strongly favor one activity over
another

7 Demonstrated importance An activity is favored very
strongly over another, its domi-
nance demonstrated in practice

9 Absolute importance The evidence favoring one activ-
ity over another is of the highest
possible order of affirmation

2, 4, 6, 8 Intermediate values between the
two adjacent judgments

When compromise is needed

Reciprocals or
above nonzero

If activity i has one of the above
nonzero numbers assigned to it
when compared with activity j
then j has the reciprocal value
when compared with i

A reasonable assumption

Figure 8.3: Example of pairwise comparison of attributes: learnability vs.
attractiveness

215



Table 8.5: Number of mutual comparisons

Items Comparisons Group

Characteristics 6 15 A
Sub-
Characteristics
Functionality 7 21 A
Reliability 3 3 B
Usability 8 28 B
Efficiency 2 1 B
Portability 4 6 B

Total 74

characteristic. Table 8.5 summarizes the number of mutual comparisons needed

(n(n−1)
2

for n attributes). For example, functionality has 7 attributes and thus 21

comparisons. The addition of these numbers yields to 74 comparisons in total.

We decided to split them into two groups, namely A and B, so that each par-

ticipant could complete the survey in a reasonable amount of time. Half of the

doctors were assigned to group A, whereas the other half to group B. A similar

division applies to the patients’ target group.

As stated before for completeness of the model we polled 6 developers to

quantify the relative importance of some infernal characteristics using a survey

similar to that sent to end-users. They were asked to evaluate maintainability

that was not included in the previous analysis, and also efficiency and portability.

Similarly, to Table 8.5 the mutual comparisons were 6 for maintainability, 1 for

efficiency and 6 comparisons for portability.

8.6.2 Methodology Used to Quantify Subjects’ Preferences

The analysis of the answers was based on the Analytical Hierarchy Process (AHP),

which is a multi-criteria decision making method originally developed by [253].

More specifically, AHP is a theory of measurement through pairwise comparisons

and provides priority scales based on the judgments of experts. These compar-

isons represent “how many times more important or dominant one element is

over another element with respect to the criterion or property with respect to
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which they are compared” [254]. There are two key concepts in decision mak-

ing: (1) the alternatives, which represent the available options for a decision and

(2) the criteria, which reflect the important factors that determine this decision.

Consider the example of purchasing a new mobile device, where one can choose

among different devices (alternatives) based on what it is considered important

(criteria). In the pairwise comparisons of AHP, two criteria are juxtaposed side

by side and the decision maker is asked to determine which criterion is more im-

portant and how strongly. In the example of Figure 8.4, usability is 9 times more

important than design.

Figure 8.4: Pairwise comparison scale

We can extend the previous example by adding a third criterion for the de-

cision, namely the price of the device. The matrix that follows represent an

example of possible answers (m: 1,..,9) after pairwise comparing all criteria.

design usability price

A =

design

usability

price

 1 1
9

1
6

9 1 2

6 1
2

1


where:

A (i, j) = m⇒A (j, i) =
1

m
, i 6= j, A (i, j) = A (j, i) = 1, i = j

The priority scales are derived from the principal eigenvector and the principal

eigenvalue of matrix A. For our example the eigenvectors (W ) and eigenvalues

(λ) are calculated as below:
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W =

 0.0881 −0.0440 − 0.0763i −0.0440 + 0.0763i

0.8727 0.8727 0.8727

0.4803 −0.2401 + 0.4159i −0.2401 − 0.4159i



λ =

 3.0092 0 0

0 −0.0046 + 0.1663i 0

0 0 −0.0046 − 0.1663i


The eigenvector (w) corresponding to the largest eigenvalue (λmax=3.0092)

is:

w =

 0.0881

0.8727

0.4803


The normalized principal eigenvector w is calculated by dividing each element

in w with the sum of all elements (=1.441). The derived priority scales show the

relative weights among the things under comparisons. In our case, when choosing

a mobile device usability is of utmost importance (60.56%), followed by price

(33.33%) and last by design (6.11%).

w =

 0.0611

0.6056

0.3333


AHP allow some small inconsistency as every human judgment is not always

consistent, which actually quantifies how much the evaluators’ judgments fulfill

the transitive property (i.e. if a>b and b>c then a>c). The Consistency Index

(CI) is derived from the principal eigenvalue and the number of criteria n as

follows:

CI =
λmax−n

n− 1
=

3.0092− 3

3− 1
= 0.0046
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Table 8.6: Random Index (n: number of criteria)

n 1 2 3 4 5 6 7 8 9 10

RI 0 0 0.58 0.9 1.12 1.24 1.32 1.41 1.45 1.49

In order to assess the value of the consistency index we have to compare it

with an appropriate Random Index (RI), which is an arithmetic mean of random

matrix consistency indexes. Different random indexes can be obtained by altering

the simulation method and the number of generated matrices involved in the

process. In our case we have used the one proposed by [253] as shown in Table

8.6. Finally, the overall Consistency Ratio (CR) of a decision maker relates CI

and RI according to the formula:

CR =
CI

RI
=

0.0046

0.58
= 0.7% < 10%

If CR is smaller or equal to 10%, as in our case, the inconsistency is considered

acceptable.

Figure 8.5: AHP problem hierarchy

AHP models a problem as a hierarchy of sub-problems, which are easier to

evaluate. Each level represents the relationship between the overall goal (level 1),

criteria (level 2), sub-criteria and alternatives (level 3) (Figure 8.5). Accordingly,

we decompose our ISO model into three levels, where the goal (first level) is to

evaluate a mobile speech translator; the top-level quality characteristics of the ISO
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model constitute the second level (e.g. functionality) and the sub-characteristics

the third one (e.g. suitability), which is shown in Figure 8.6.

Figure 8.6: Mapping of our ISO model’s hierarchy to the AHP’s hierarchy

We continue in the next section by presenting the results obtained after ap-

plying the AHP analysis to the answers of the users.

8.7 Results and Discussion

During the software life cycle, quality is measured at different stages: during

development, it is the internal quality of the product that is measured, during

testing or implantation (i.e. when there is an operational version of the product)

external quality is assessed and, finally, when the product is in operation, the

focus is on quality in use. There is a relation between these aspects of quality,

namely it is considered that internal quality has an impact on external quality,

which in turn has an impact on quality in use. Given that quality in use is

dependent on the specific scenario where the software product will be used, we

will only focus on external and internal quality attributes.
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Table 8.7: Weighted quality model for external characteristics (patients: gray
background)

Quality factor Weight % Quality sub-factor Weight %

Functionality 38.53 10.88 Suitability 18.18 12.28
Accuracy 26.29 39.17
Interoperability 10.38 13.37
Security 22.27 17.01
Traceability 9.26 8.61
Exploitability 5.40 4.26
Controllability 8.22 5.30

Reliability 18.04 13.47 Maturity 55.80 48.70
Fault tolerance 38.50 6.20
Recoverability 5.70 45.10

Usability 17.47 9.53 Understandability 4.31 7.63
Learnability 10.24 9.61
Operability 15.83 17.42
Attractiveness 2.37 3.30
Uniformability 9.43 3.97
Trustability 11.87 19.91
Customizability 23.32 23.26
Privacy 22.63 14.90

Efficiency 5.64 30.32 Time behavior 78.38 69.70
Resource utilization 21.62 30.30

Portability 6.40 15.74 Adaptability 22.14 18.95
Installability 14.31 15.54
Co-existence 40.08 26.65
Replaceability 23.47 38.86

Compliance 13.92 20.06

8.7.1 External Characteristics

The result of applying the AHP methodology to the questionnaires gathered is a

weighted quality model, i.e. an ISO-compliant model augmented with preference

judgments. Table 8.7 shows the resulting model; for the first group (doctors)

weights are depicted in the first column and for the second group (patients) in

the second one with the gray background.

From the high-level attributes of the model functionality seems to be the most

important for physicians (38.53%) followed by reliability (18.04%) and usability

(17.47%). For patients efficiency shows the highest weight (30.32%) and surpris-

ingly usability the lowest (9.53%). One explanation could be that patients value

features related to performance (e.g. response time) more than the ones related

to ease of use. Paradoxically, compliance (with hospital regulations) is considered
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more important by patients than by doctors.

At the second level, results corroborated our intuition that accuracy is of ut-

most importance for both target groups (26.29% and 39.17%); it is followed by

security (22.27% and 17.01%) and last by exploitability (5.40% and 4.26% respec-

tively). Also, physicians seem to care about privacy issues more than patients

do (22.63% vs. 14.9%), whereas the latter prioritize customizability (related with

users’ special needs). Attractiveness, receives the lowest rank among all evaluators

(perhaps due to the genre of the task).

Another interesting finding is that physicians consider co-existence very im-

portant, as a newly introduced system should not affect the systems already

deployed in their working environment. Patients on the other hand prioritize the

replaceability of the system, despite the fact that they are normally not involved

in this process. Finally, both groups agree on the sub-attributes of efficiency

(clearly favoring time behavior, the ability of the system to respond quickly),

and they also adopt the same stance for reliability prioritizing the elimination

of failures (maturity). Moreover, patients seem to consider recoverability more

important than fault tolerance.

As in every human assessment, coherence and consistency are an important

matter. This issue is taken care of by calculating the consistency ratio provided

by AHP, which as mentioned earlier, has to be below 10% in order to obtain

reliable results. We have already reported that the initial assessment process

started with more than 12 subjects in each of the two target groups (16 doctors

and 20 non-doctors). However, when calculating the CR on the entire dataset for

each group we found its CR to be too high, risking useless results. We also found

that there is a correlation of individual consistency with the overall consistency

of the model. As we eliminated participants with the highest CR, the overall CR

dropped to an acceptable 10% (approximately). Hence, the results presented in

Table 8.7 were obtained from the answers of the 12 most consistent physicians

and of the 12 most consistent patients.

In Figure 8.7 we present the individual CR for each subject in the target

group, along with the final CR obtained from the 6 most consistent subjects in

the group. It is worth noting that not every subject chosen for the study had

CR < 10%. We should also stress that the final CR is not the average value
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of these six people, but it is obtained after averaging their answers. Removing

inconsistent participants definitely reduces the overall CR and from our point of

view seems to be a safe strategy. To calculate the weights for the attributes for

which we had only one pairwise comparison and thus no CR, all participants were

included in the analysis.

Figure 8.7: Consistency Ratios for the two target groups

This discussion brings to the surface the issue of how many participants one

should recruit in order to choose only consistent subjects. We believe that this is

strongly dependent on the number of items under comparison, something that has

already been raised by [189]. Usability, for example, demands 28 pairwise com-

parisons, hindering consistent subjective judgments. Another potential source of

inconsistency is the formulation of each statement: for high-level characteristics
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the statements embedded multiple concepts and it was there we encountered most

of the inconsistencies. We also observed that physicians exposed lower levels of

inconsistency, maybe due to the fact that they are more familiar with the scenario

of the survey.

Results also evidence the deficiencies of sending questionnaires by email. De-

spite our efforts to state the problem and explain the context of usage, we could

not fully eradicate inconsistencies. One solution could be a short tutorial session

with the participants to ensure that they understand better what they are asked

to evaluate and how to perform this task. Another potential source of inconsis-

tencies is the scale given by AHP, which leaves plenty of room for subjects to

diverge in their answers, given that the choice of any point between the extremes

of the scale is a personal choice (for example, choosing 3 or 5 for a given answer

might be unimportant for a subject, thus choosing either point alternatively).

Finally, upon completion of the survey each participant was asked to express

his/her opinion on different topics, to propose enhancements or to point out de-

ficiencies. In Figure 8.8 we present the answers to four of the questions, being

intention of usage, intention of buying, preference over human interpreters, effi-

cient use of system by patients. Even if both groups seem eager to use a system

like this, patients seem reluctant to buy it (only 31% are positives). Normally,

the system will be offered by the hospital but there may be other competitive im-

plementations that end-users can purchase. Less than 31% in both target groups

express a clear preference (by answering “Yes”) for the system over a human in-

terpreter and lastly, less than half of the participants believe that the system can

be used efficiently by the patients.

These statistics correspond to all the subjects that participated in the survey,

and from our point of view, they are a valuable source of information to be

considered and do not affect the results previously obtained.

8.7.2 Internal Characteristics

As stated before our model includes weights for a set of internal attributes, which

reflect the developers’ or the maintenance personnel’s viewpoint. The set of at-

tributes to be evaluated are maintainability, portability and efficiency. A survey
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Figure 8.8: Subjective opinions of both target groups

similar to that for the external attributes was carried out to generate a weighted

quality model for internal evaluation. The mere difference is that each character-

istic in the questionnaire is expressed with the description taken from ISO/IEC

9126, as the subjects in this target group are accustomed to the terminology. We

sent our survey to 9 developers and we received an equal number of completed

questionnaires.

Figure 8.9: Consistency Ratios of all developers for the two characteristics
groups

We calculated again the individual CR that led us to exclude 3 of the sub-

jects from the analysis and thus we obtained CR=5.55% for maintability and
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Table 8.8: Weighted quality model for internal characteristics

Quality factor Quality sub-factor Weight (%)

Efficiency Time behavior 82.35
Resource utilization 17.65

Maintainability Analyzability 20.30
Changeability 10.03
Stability 58.95
Testability 10.72

Portability Adaptability 28.11
Installability 11.27
Co-existence 50.40
Replaceability 10.22

CR=5.28% for portability. In Figure 8.9 we present the individual CR for each

subject in the developers’ target group, which shows that we could not avoid

inconsistencies even among experts.

As we can see in Table 8.8, developers consider stability of utmost impor-

tance in the group of maintability (58.95%), whereas changeability of the least

importance (10.03%). For portability, developers agree with doctors and rank co-

existence in the first place (50.40%). Concerning efficiency there is a consensus

among all target groups, as they apparently prioritize the response time of the

system.

8.8 Metrics

According to ISO/IEC 9126 - Part 1 [122]: “The levels of certain internal at-

tributes have been found to influence the levels of some external attributes, so

that there is both an external aspect and an internal aspect to most charac-

teristics” (page 14). According to ISO/IEC 9126 - Part 2 [123]: “The external

metrics can only be used during the testing stages of the life cycle process and

during any operational stages.” (page 4), while “The internal metrics may be ap-

plied to a non-executable software product during its development stages (such

as request for proposal, requirements definition, design specification or resource

code).” (page 4). It is therefore possible to propose several internal and external
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metrics for each attribute of the model but it is not practically possible to apply

all of them in an evaluation. To proceed with the evaluation it is necessary to

state the resources allocated first and, on that basis, a subset of the proposed

metrics can be selected for application; this selection also depends on the goal of

the evaluation. In this section we complete this work by proposing useful metric

examples for each external attribute.

After execution of the evaluation, each applied metric will provide a score

for a specific attribute and the final result of the evaluation can be either: (1) a

combination of all partial scores into a single one or (2) it could simply consist

of a series of results presented in such a way that the consumer of the evaluation

obtains an overview of the product’s quality. An example of (1) is taking the

average of all scores as the final score representing the quality of the system and

an example of (2) is presenting partial scores in a graphical way (e.g. spider

graphs), so that the resulting level of quality is analyzed in terms of each metric’s

result.

In Appendix F we propose a set of metrics pertinent to the quality model

defined here. At the panel discussion of a related Coling 2008 workshop [235],

the consensus opinion was that a limited-domain controlled language system has

more chance of success compared to a broad-coverage one. Additionally, the

score for an incorrect translation should be much more negative, compared to the

positive score of a correct translation. The metrics proposed in this section are

therefore tuned according to the genre of the task and the environment of usage.

Albeit not exhaustive the table can serve as a starting point or as a guideline for

introducing similar metrics.

8.9 Conclusions

We defined an ISO-compliant quality model for mobile medical speech translation

systems by taking as a starting point the quality characteristics defined in the

ISO/IEC 9126 standard. The top-level nodes of the hierarchy that defines the

model are ISO characteristics, while some of the sub-characteristics and attributes

are new ones introduced for the specific application. According to ISO the end-

nodes of the model must be measurable attributes. In this respect, we proposed
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a set of metrics that could be applied during the evaluation of a system, some

of them being both internal and external (for example errors detected is internal

if it is applied during testing and external if it is applied during usage) and

others being only external (for example correct diagnosis rate). It can serve as

inspiration to develop a new set of metrics tailored for a specific medical speech

translator. It is worth noting that this work does not cover quality in use (which

includes the characteristics effectiveness, productivity, safety, satisfaction) but

the procedure presented here can be followed to define a weighted quality in use

model with the relevant metrics.

After the creation of the quality model we also polled three groups of subjects

(patients, doctors and developers) to acquire the weights that represent the rel-

ative importance of each characteristic in the model. During this poll we tried

to address some issues related to the design and implementation of surveys. Fur-

thermore, we provided some guidelines that might be useful to others intending to

implement a similar protocol: formulation of statements, number of comparisons,

understanding the tenor of the problem, number of participants and scale for the

comparisons, are some of the factors that should be carefully considered.

At the moment of writing, the new series of ISO/IEC standards that will

replace the 9126 series (called Software Product Quality Requirements and Eval-

uation - SQuaRE ) is still under development and not fully published. Therefore,

one of the future activities will involve the revision of our quality model and

its updating to become SQuaRE-compliant; this task will certainly consist of the

mapping of top-level and sub-characteristics to those in SQuaRE and the revision

of their definitions, in case they change.

We believe that the present work can help evaluators compare similar systems

on a common evaluation ground and could also help developers focus on those

aspects of quality that users deem important based on their answers. It is also

straightforward to apply a similar model in another domain, for example CALL

systems. Despite the fact that each domain may present different needs and

requirements, developers can be inspired by the generic nature of our model or

find areas of overlap in its hierarchical structure.
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Chapter 9

Conclusions & Future Directions

9.1 Overview

In the final chapter of the thesis we summarize the conclusions of this work

along with our contributions. Furthermore, we propose future directions that

we deem pertinent, related to the research questions posed in the introduction

of this manuscript. Specifically, we have organized our study around issues re-

lated to the design and development of multimodal mobile dialogue applications

and investigated architectures that offer efficient and robust systems. During the

next step of our work, we focused on user interaction, where different input and

output modalities were studied in this context. The last part of the thesis dealt

with evaluation techniques that can be used to assess systems of this kind. The

majority of our conclusions were included as part of various peer-reviewed pub-

lications that the author of this thesis has contributed to. For a complete list of

publications the reader can refer to Appendix G.

We started in Chapter 2 by covering diverse subjects on human factors that

influence the interaction between humans and machines, including different user

types, human information processing and memory restrictions, technology adop-

tion life-cycle, social implications, etc. Part of the chapter was dedicated to

multimodal-related technologies along with relevant design guidelines and stan-

dards. We made particular note of the enormous effort involved in past system

development and we familiarized the reader with state-of-the-art systems. We

continued with an overview of today’s mobile world and the special requirements
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that a mobile device imposes on deployment and interaction. Evaluation method-

ologies in this domain were presented in the third part of the chapter, where we

described different tools and practices used throughout the literature of assessing

systems of this kind.

Chapter 3 provided a brief overview of the Regulus Open Source platform

for building rule-based medium-vocabulary spoken dialogue applications. The

major components of the platform and messaging exchange scheme supported by

Regulus were presented and we pointed out where it had to be extended in order

to support the integration with mobile devices. In the second part of the chapter

we focused on three applications already developed with Regulus, a calendar

application, a medical speech translator and a CALL system, that were used in

the experiments of the current thesis.

In the rest of this chapter we present our key contributions and future direc-

tions in respect to each of the areas of interest, as presented in the introductory

chapter: design, interaction end evaluation.

9.2 Design

In Chapter 4 we presented our framework for designing multilingual spoken di-

alogue systems on mobile devices. In this respect, we incorporated two archi-

tectures that present different advantages and disadvantages. More specifically,

the first architecture uses a pure network based recognition scheme and was cre-

ated from scratch. The second extends a commercial platform for cloud-based

computing. Both infrastructures are based on a distributed architecture and use

state-of-the-art integration techniques to combine pre-existing Regulus resources

with commercial speech recognition systems. Our key contributions can be sum-

marized as follows:

• We have extended the Regulus platform to permit hosting of speech-enabled

Regulus applications on mobile devices.

• We have introduced topologies that alleviate the load on end-user devices

and help developers to create scalable applications.
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• We have created frameworks that can be easily adapted for similar appli-

cations.

• We have showed that the performance on the mobile platform is essentially

identical to that on a standard desktop PC.

• Our implemented applications allowed the acquisition of different speech

corpora for a number of languages.

9.2.1 Future Directions

We can see different ways that our work can be extended. Speech modality has

been the main focus of the implemented architectures. However, the growing in-

terest in multimodal interaction necessitates frameworks that are able to exploit

diverse input/output modalities. Augmented reality displays will merge compu-

tational artifacts with physical artifacts improving the potential of mobile devices

and allowing their use as augmented reality tools. In this respect, a new real-

ity formed by overlaying electronic information over the real world will emerge;

speech is just another way to interact in such an environment. Consequently,

efforts towards a multimodal framework for mobile devices can be an area for

future work.

Furthermore, the advent of HTML5 will offer numerous options for creating

speech-enabled application, as many of its features have been designed with the

consideration of being able to run on low-powered devices such as smartphones

and tablets. Flash technology, currently used for the implemented interfaces, is

becoming obsolete. However, the scalability of the framework will make the adop-

tion of HTML5 straightforward, as the underlying protocol scheme distinguishes

between the processing taking place in the back-end and the technology used in

the front-end.
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9.3 Interaction

The three subsequent chapters of the thesis dealt with issues related to interac-

tion. Chapters 5 and 6 focused on output modalities, and Chapter 7 on input

modalities. Different kind of studies were presented in the context of these chap-

ters, utilizing different mixtures of multimedia as output modalities and hand

gestures as input ones. During these studies, we have experimented with di-

verse target groups, in particular school students, experimental subjects recruited

through crowd-sourcing services and people with functional diversity, that present

different needs and goals.

9.3.1 Rephrasing User Input

We argued that for specific kinds of applications it is important to confirm what

the system has understood before producing the output. In this domain we

performed a study, where users had to confirm their spoken input presented

into two different textual representations; the transcription was presented either

unaltered or rephrased. Specifically, we have showed that:

• Accepting a rephrased speech transcription does indeed increase mental

effort compared to when the exact transcription is presented.

• The mental effort is not, however, increased for the subsequent interaction.

• Task performance is increased for the rephrased version as it hides unim-

portant errors.

• Subjects exhibit a strong preference for either rephrasing or repeating their

input after a misrecognition.

• There is evidence to suggest that users feel more confident in the system’s

ability to deal with misunderstandings when the rephrased version is used.
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9.3.2 Adding Multimedia Prompts in CALL-SLT

Concerning the addition of multimedia in CALL-SLT, we first used images and

text as prompts. The specific experiment evolved as a study around gender

differences in human-computer interaction. Both groups had to use the system

and the prompts were either textual representations or sequence of images. So:

• Users tend to interact more rapidly when introduced to image prompts.

• Male subjects prefer images and female ones text.

• Female users speak much less loudly when they are prompted with images

instead of text.

In the second multimedia experiment we realized prompts as a combination

of a video segment and a shorter text string. The person in the video either made

affirmative statements that users had to reproduce or asked questions that users

were supposed to answer. In the first case study we performed a comparison of

the same system with a text-only version and a video version. Our results can be

summarized as follows:

• Users found it more attractive to interact with a system which gave prompts

in video form.

• More data were acquired when video prompts were used.

In the second video case study we tried to address the issue of whether speech

recognition feedback helps in a CALL system. So:

• We could justify our claim that speech recognition helps the student improve

their speaking ability.

• CALL systems evaluations need to incorporate a control group during the

experiment, otherwise they run the risk of misinterpreting the obtained

results.

The final test in the chapter presented some early results after designing a

game in a social network. Our intention was to provide an inspiration and useful

guidelines to others intending to implement similar applications.
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9.3.3 Multimodal Input Using Hand Gestures

In Chapter 7 we described a prototype version of a speech-enabled conversation

partner hosted on a mobile tablet computer, and presented a series of evalua-

tion tasks with different target groups. Specifically, we introduced a concise and

intuitively meaningful gesture set that can be used to trigger commands to any

spoken dialogue system. We also performed a series of classification tests for this

application task, compared our own set of gestures to ones proposed by users

and examined their social acceptability. Our contributions can be summarized as

follows:

• We incorporated different methods for classifying input gestures. Hidden

Markov Models present the lowest error rate. However, less computationally

intensive methods also offer low rates.

• We implemented two interfaces in this domain, namely a push-and-hold and

an open-accelerometer one.

• Interacting with gestures does impose a small mental overhead.

• There is no significant degradation in average task score for gesture inter-

faces.

• Our gesture set exhibits high social acceptability in different public places

and in front of different audiences.

• Users say they feel comfortable while performing the gestures.

• Users express strong agreement that gesture interfaces can help.

• We provide guidelines for designing socially acceptable gesture interfaces.

• We address design issues after recruiting subjects from less representative

target groups.

• A corpus from the gestures performed by different people was also created.
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9.3.4 Future Directions

There are numerous ways that user input can be presented for confirmation in

a spoken dialogue system, depending on the scenario under study, target users,

situation induced disabilities, etc. In our case this was done with textual rep-

resentations; we do not need, however, to restrict ourselves to this approach.

Different mixtures of output modalities, e.g. text-to-speech, multimedia, etc, can

be used to achieve the same task, and this can be a direction for future work.

Adding multimedia in our CALL system has been a way to motivate students

and enhance their engagement with the system. We can see various possibilities

for future contributions in this direction. The proliferation of social networking

services, for example, has revolutionized the way people around the world interact

and communicate. Embedding a system like CALL-SLT in a social network will

provide new opportunities for achieving the real goal of CALL systems, namely

improving language skills of students. Another possible area for enhancing the

engagement of students is by introducing gamification techniques into the system.

Gamification is a new trend in marketing, which exploits the fact that people

tend to deploy game mechanics in non-game based contexts every day. Adding

elements of these kind into a CALL system and possible combining them with a

social network will bring new opportunities in user interaction.

As smartphones are becoming the mass multimodal platform of the future,

new input modalities will be offered to developers. For example, a gesture-driven

interface, combined with eye-tracking and speech recognition, would provide an

even more natural interaction paradigm. Another interesting area concerns the

affective aspect of communication, where emotions based on their physiological

manifestations (e.g. facial expressions), constitute a complementary knowledge

source for guessing the user’s intentions. The main question is how the combina-

tion of all these input modalities can be fused together into an effective system.

9.4 Evaluation

In Chapter 8 we proposed a quality model based on the ISO/IEC 9126 stan-

dard that could serve as a basis for comparison among mobile medical speech
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translation systems. We believe that there is currently no methodology that can

provide a fair comparison framework; our intention has been to explore ways to

alleviate this deficiency and introduce the necessary tools as part of this process.

Specifically:

• We defined an ISO-compliant quality model for mobile medical speech trans-

lation applications.

• We polled three diverse groups of subjects to elicit what features are deemed

important.

• We proposed a set of relevant metrics.

• We addressed issues related to the design and implementation of similar

surveys.

• Our methodology can be used as an inspiration for creating similar models

for diverse speech-enabled systems.

9.4.1 Future Directions

At the moment of writing, the new series of ISO/IEC standards that will replace

the 9126 series (called Software Product Quality Requirements and Evaluation -

SQuaRE ) is still under development and not fully published. A future activity

will thus involve the revision of our quality model and its updating to become

SQuaRE-compliant; this task will certainly consist of the mapping of top-level

and sub-characteristics to those in SQuaRE and the revision of their definitions,

in case they change.

Another potential future extension of our work would be its combination with

the FEMTI framework [222], also developed in our group. FEMTI is a framework

for evaluating machine translation systems and is intended to help evaluators con-

struct a quality model based on the expected context of use of a particular piece

of MT software. Unlike our model, FEMTI focuses on the MT task, whereas we

focus on a particular domain - medical translation systems - and we examine their

evaluation from a holistic viewpoint. We can see, however, possible extensions

by combining both works.
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Appendix A

Data Analysis Tools

A. 1 Used Metrics

In the specific appendix we include the definition of metrics used throughout this

work, which include:

• Word Error Rate (WER) - The word error rate is the most commonly

used metric to evaluate speech recognition systems. It expresses the average

number of word errors taking into account three error conditions. Substi-

tution errors when the reference word is replaced by another one, insertion

errors when a word is included that was not in the reference text and dele-

tion errors when a word in the reference transcription is excluded. WER is

expressed as the sum of these errors divided by the total number of refer-

ence words. WER is not a probability, so it can be greater than 100% when

insertions are more than the number of words in the reference text. WER

is expressed by the following formula:

%WER =
(insertions+ substitutions+ deletions)

word count
· 100%

• It a similar fashion the Sentence Error Rate (SER) is defined as the
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percentage of sentences that contain at least one error in respect to the total

number of sentences spoken. Semantic Error Rate (SemER) indicates

whether the semantic information of the input was correctly understood.

It is defined as the percentage of sentences that were semantically correct

in respect to the total number of sentences spoken. Task Error Rate

(TER) is defined as the percentage of correct tasks performed in respect

to the total number of tasks assigned.

• Real-Time Factor (xRT) - The real time factor is a measure of the

time needed to decode an utterance compared to its audio length. For an

utterance of 5 second a decoding time of 10 seconds yields to a recognition

performance equal to 2xRT.

• Out-of-Vocabulary Rate (OOV) - The out-of-vocabulary rate is the

percentage of words in a specific text, which are not included in the recog-

nizer’s vocabulary. In order to reduce the error rate due to OOV we can

increase the size of the vocabulary.

A. 2 Interquartile Plots

Interquartile plots [289], also known as box plots or box-and-whisker diagrams, are

a convenient way of representing visually information about groups of numerical

data. For example let’s say that we want to present the distribution of grades

after the final exam in physics. As we can observe in the interquartile plot of

Figure A.1, we split the grades group into four sets (quartiles) containing the

25% of the samples. The red vertical line is the median value that splits the

grades group into two sets containing each the 50% of the data.

The specific visualization permits us to make assumptions like:

• 25% of the students scored between 70 and 75 on the test

• The upper 25% of the scores is more spread out than the lower 50%

• The high score was a 100
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Figure A.1: Final exam grades in Physics (Adapted from:
www.classpad101.com)

• The low score was 60

• The interquartile range (IQR) is Q3 - Q1=85 - 70 = 15. So, the inner 50%

of the scores are within 15 points of each other

Sometimes an observation in the dataset (called outlier) lies an abnormal

distance from the other samples. Is the analyst that should determine if these

samples will be included in the interquartile plot. In order to exclude them we

can change the low and the upper limit in the diagram. A common approach on

that is to choose “Q1 - 1.5·IQR” as the minimum value and “Q3 + 1.5·IQR” as

the maximum. As seen in Figure A.2 the outliers are sketched with circles.

Figure A.2: Interquartile plot with outliers
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Appendix B

Rephrasing User Input

B. 1 Subjective Evaluation

In this section we present the results of the subjective evaluation included in

Chapter 5, Section 5.4. Table B.1 summarizes the questions asked in the exit

questionnaire, whereas Figure B.1 presents the box-plots of the results from the

answers of all participants.

241



242



Figure B.1: Subjective evaluation box-plots for text prompts
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Table B.1: Calendar study exit questionnaire

Level of understanding “How well did you feel understood by the sys-
tem?”

Overall impression “What was your overall impression of the sys-
tem?”

Easiness “The system was easy to use.”

Conformability “You were comfortable working with the sys-
tem.”

Difficulty of learning to use “You found it hard to learn to use the sys-
tem.”

Level of control “You felt in control of the system.”

Usefulness of language us-
age

“Being able to use language to interact with
the system was helpful.”

Slow reaction “The system reacted too slowly to your re-
quests.”

Level of processing “In your opinion the system processed your
specifications correctly.”

More help “You were comfortable working with the sys-
tem.”

Clear up problems “Misunderstandings could be cleared up eas-
ily.”

Handle without problems “You were able to handle the system without
any problems.”

Adequately informed “You felt adequately informed about the sys-
tem’s possibilities.”
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Appendix C

Multimedia in CALL-SLT

C. 1 Gender Voice Characteristics

We present the probability density functions of the pitch, intensity, 1st - 5th

formant for male and female subjects of the experiment presented in Chapter 6,

Section 6.2.2. Each graph corresponds to the mean value of each measurement for

one of the two target groups. The distributions were approximated using kernel

density functions.
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Figure C.1: PDF of the pitch, intensity, 1st - 5th formant for male and female
subjects
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C. 2 Subjective Evaluation (CALL-SLT)

We provide the results (Figure C.2) of the answers to the questionnaire of Table

C.1 from the study presented in Chapter 6, Section 6.2.2.
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Figure C.2: Subjective evaluation box-plots for image prompts

Table C.1: CALL-SLT exit questionnaire

Difficulty “The game was very difficult.”
Easiness “The game was very easy.”
Likeness “I liked learning English with this sys-

tem.”
Helped improve level “The system help me improve my level

in English.”
Future usage “I will use again this system in the fu-

ture.”
Use another domain “I would use a similar system that cov-

ered another domain.”
Recommend to others “I will recommend this system to my

friends that want to learn English.”
No focus on vocabulary “I would prefer a game that did not fo-

cus on the vocabulary.”
More interactive “I would prefer a game that was more

interactive.”
Easiness on what to say “I understood easily what I had to say

in English.”
Help what to say “The help, helped me find what I had

to say.”
Helped on bad pronunci-
ation

“The system, helped me identify what I
pronounced badly.”

Well understood “I managed to be understood by the
computer.”

250



Appendix D

Hand Gestures Evaluation

D. 1 Gesture Patterns

In this section we provide the visual representation of the movement patterns

for the gestures proposed in Chapter 7. Specifically, Figure D.1 contains the

acceleration paths for each one of the six gestures in the ZX, YX and ZY planes.

These plots are indicative as they correspond to the logged data from one of the

subjects.
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Figure D.1: Acceleration in different planes for each of the gestures

D. 2 Gestures Proposed by Users

Table D.1 shows the gestures improvised by the eight participants of the gestures

survey presented in Chapter 7, Section 7.5. We obtained these recommendations

before users were exposed to our own repertoire of gestures.

Table D.1: Gestures proposed by users

User id Gesture Description

next From the initial position tip the tablet left

previous From the initial position tip the tablet right

1 help From the initial position tip the tablet downwards

start rec From the initial position rotate the tablet clockwise

stop rec From the initial position rotate the tablet clockwise

abort From the initial position flip the tablet

next From the initial position tip the tablet right

previous From the initial position tip the tablet left

2 help From the initial position lean forward and bring the tablet
close to the head

start rec From the initial position lean the head towards the device

stop rec Move the head away from the device

abort In the initial position shake the tablet right and left
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Table D.1 – Continued

User id Gesture Description

next From the initial position shake the tablet backward forward
above the shoulder

previous From the initial position shake the tablet forward backward
above the shoulder

3 help From the initial position raise the arm and tip the tablet
upwards

start rec From the initial position move the tablet so that the micro-
phone is in the front of the mouth (this involves rotating the
tablet by about 90 degrees)

stop rec Move the tablet away from the mouth again to the initial
position

abort In the initial position shake the tablet right and left

next From the initial position rotate the tablet clockwise

previous From the initial position rotate the tablet anticlockwise

4 help From the initial position shake the tablet clockwise-
anticlockwise

start rec From the initial position move the tablet so that the micro-
phone is in the front of the mouth (this involves rotating the
device by about 90 degrees)

stop rec Move the tablet away from the mouth again to the initial
position

abort From the initial position flip the tablet

next From the initial position extend the arm, with the display
towards the face, and shake the tablet to the right

previous From the initial position extend the arm, with the display
towards the face, and shake the tablet to the left

5 help From the initial position extend the arm, with the display
towards the face, and make a circle by moving the tablet
clockwise

start rec From the initial position extend the arm, with the display
against the face, and bring the microphone towards the
mouth

stop rec Move the tablet away from the mouth and shake it two times
downwards

abort From the initial position shake the tablet two times down-
wards

next From the initial position tip the tablet right

previous From the initial position tip the tablet left
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Table D.1 – Continued

User id Gesture Description

6 help From the initial position shake the tablet clockwise-
anticlockwise

start rec From the initial position tip the tablet downwards

stop rec From the initial position tip the tablet downwards

abort From the initial position flip the tablet

next From the initial position tip the tablet right

previous From the initial position rotate the tablet clockwise

7 help In the initial position shake the tablet right and left

start rec From the initial position move the tablet so that the micro-
phone is in the front of the mouth (this involves rotating the
device by about 90 degrees)

stop rec Move the tablet away from the mouth again to the initial
position

abort From the initial position flip the tablet

next From the initial position move the tablet right

previous From the initial position move the tablet left

8 help From the initial position move the tablet upwards

start rec In the initial position shake the tablet right and left

stop rec From the initial position move the tablet downwards

abort From the initial position shake the tablet downwards two
times
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Appendix E

The ISO Questionnaire

In this Appendix we provide the questionnaire we sent to the participants of the

survey in Chapter 7. The first part of the questionnaire offers an overview of the

system along with a description of the usage scenario. The aim of the evaluation

is explained in the second part. Finally, participants had to fill a demographic

questionnaire before starting the evaluation.

The prototype: In our group at the University of Geneva we have developed

a prototype system that tries to address the issue of communication between pa-

tients and doctors, who do not speak the same language. It uses state-of-the art

technologies like speech recognition and machine translation and runs on a mo-

bile device. This medical speech translator currently supports translation between

different language pairs (English, French, Japanese, Spanish and Arabic) and for

different diagnosis domains, such as headaches or sore throat.

How it works: The doctor speaks to the mobile in his language and the sys-

tem recognizes the meaning out of his speech. It then performs the translation to

the patient’s language and speaks it aloud by using a synthetic voice. The patient

can provide his answer in a similar manner and in this way the communication

between the two parties is performed. Besides the diagnosis questions, a doctor
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can ask the patient to perform specific actions like sit, cough, turn around, etc.

Proposed scenario of use: We imagine a patient carrying with him the

device as he goes through the different stages of the health care system, which

besides the typical diagnosis scenario between the doctor and the patient may

involve interaction with other staff in the hospital, for example with a secretary

at the welcome reception desk or with a nurse during an examination procedure

or hospitalization.

Evaluation of the prototype: An important part of the prototype’s devel-

opment is finding out whether it has the appropriate features to be useful in the

scenario proposed above; this stage of the development (referred to as evaluation

or assessment) requires the participation of potential users of the system, in this

case, of doctors or patients. Therefore, you can help us assess the prototype by

providing your feedback about the features you would like such a system to have.

This task is of enormous importance to us and shall take you no longer than 20

minutes.

The questionnaire that you will fill in contains pairs of statements for which

you should express your opinion by choosing a number in a scale of 1-9 favoring

the feature you like most. For each item in the questionnaire, you should answer

to which statement you agree the most and how strongly. The 1-9 scale from which

you choose should be interpreted as: 1 = Neutral (or “I don’t have a preference for

either feature”), 2 = slightly agree, 9 = strongly agree and numbers between 3 - 8

represent agreement in increasing strength. As shown in the following example,

258



Table E.1: Demographic Questionnaire

Sex: Male Female
Age: >19 20-30 31-40 41-50 >51
Are you a doctor? Yes No
If not, what is
your profession?
Have you ever
heard about
or used similar
systems?

Yes No

How do you rate
your technological
literacy?

Bad Fair Medium Good Excellent

among two criteria considered in the purchase of a mobile phone a user declares

the highest preference (9-points in the right) to the easiness of use compared to

the modern design.

Before starting, take a minute to fill the short demographic questionnaire in

Table E.1.

You can now proceed and provide your judgments with no time limit. Also

note that sometimes it may take 1-2 seconds for your choice to be registered. Af-

terwards save the file and send it back to us to: Nikolaos.Tsourakis@unige.ch

Thank you for making our system better!

259



Table E.2 shows how each characteristic and sub-characteristic of our ISO

model was expressed with a statement to help doctors or potential users under-

stand the attributes they had to compare.

Table E.2: Paraphrased definition of the sub-characteristics

Suitability “The system should be able to replace trained
translators by supporting as many language pairs,
diagnosis domains and usage environments as
needed.”

Accuracy “The system should perform high quality translation
due the sensitivity of the task.”

Interoperability “The system should be able to facilitate the
communication /interaction between different sys-
tems. For example information about prescribed medi-
cation should be available to the corresponding person-
nel or system.”

Security “The system should store and access all the informa-
tion gathered in a restricted manner, avoiding mali-
cious access/use, destruction or disclosure.”

Traceability “The system should trace patients’ activity along the
pathway. For example identify possible problems, per-
form correct pricing of all the medical praxes, etc.”

Exploitability “The system should be able to exploit patients’
idle time by offering activities to familiarize them-
selves with the system while they wait for the next ex-
amination.”

Controllability “The system should allow the doctor to control how a
patient interacts with the application.”

Maturity “The system should avoid errors that can lead to its
failure.”

Fault toler-
ance

“The system should have a backup plan if something
goes wrong. For example, locally save the information
collected so far and eventually help trained personnel
to take over.”
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Table E.2 – Continued

Recoverability “The system should recover as soon as possible to its
previous state after failure. For example restore all
data of every interaction that took place so far.”

Understand-
ability

“The system should be able to help patients
understand easily what it is supposed to do at any sit-
uation.”

Learnability “The system should be able to help patients learn easily
how to use it.”

Operability “The system should have the ability to be
operated easily by the patients.”

Attractiveness “The system should be attractive to users.”

Uniformability “The system should provide patients a
uniform interaction scheme, independently of the
stage they are at (welcome desk, laboratory, etc).”

Trustability “The system should be able to enhance patients’ trust
towards it by showing them that it performs correctly
the tasks it was designed for.”

Customizability “The system should be able to take into account pa-
tients’ special needs, like weak sight, hearing problems,
etc.”

Privacy ability “The system should take into account
issues of privacy. For example if patients are
reluctant to use the device revealing the conversation
in front of others, they should be allowed to answer
questions by clicking a yes/no button.”

Time behavior “The system should respond quickly after an interac-
tion with the patient.”

Resource uti-
lazation

“The system should use the resources efficiently. For
example, avoid unnecessary heavy operations to make
the battery last longer.”
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Table E.2 – Continued

Adaptability “The system should be adaptable in order to be used in
different environments such as different devices, oper-
ating systems, etc.”

Installability “The system should have the ability to be easily
installed.”

Co-existence “The system should co-exist with other infrastructure
and systems in the hospital that may use the same
resources e.g. the network bandwidth.”

Replaceability “The system should have the ability to be easily
updated to a newer version or easily replaced by a new
system with the same purpose.”
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Appendix F

The ISO Model Metrics

In the current Appendix we propose a set of metrics pertinent to the quality model

defined in Chapter 7, which are summarized in Table F.1. For each characteristic

and sub-characteristic we provide various kind of metrics (first column) that try

to assess the value of a mobile medical speech translator from a different angle

(second column).

Table F.1: Metrics of the ISO model for each characteristic and
sub-characteristic

Functionality

Suitability

ENV: Number of environments supported
(the higher the better)

How many environments are sup-
ported?

LNG: Number of languages supported
(the higher the better)

How many languages are sup-
ported?

DOM: Number of domains supported
(the higher the better)

How many interaction domains are
supported?

DCM: Domain combination support

DCM =

{
1, yes
0, no

Can the system combine domains
during the interaction?
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Table F.1 – Continued

Accuracy

CDR: Correct diagnosis rate
(the higher the better)

CDR =
∑ND

i=1 CDRi

ND %
ND: Number of diagnosis domains
CDRi = NCDi

TDi
%

CDRi: Correct diagnosis rate for the domain
i
NCDi: Number of correct diagnoses for the
domain i
TDi: Number of total diagnoses for the do-
main i

What is the correct diagnosis rate?

Recognition Quality (Accuracy)

Per language WER (%)
(the lower the better)

What is the word error rate?

Per language SER (%)
(the lower the better)

What is the percentage of sen-
tences, where there is at least one
error in recognition?

Per language SemER (%)
(the lower the better)

What is the percentage of sen-
tences, where there is an error in
the semantic interpretation?

Per language OOV (%)
(the lower the better)

What is the percentage of words
out of the system’s vocabulary?

Per language Perplexity
(the lower the better)

What is the perplexity rate?

Translation Quality (Accuracy)

BLEU [215], NIST WNM [7], mWER
[198], mPER [284], adequacy, fidelity
[313], hter [268] (per language)

How good is the translation?

CTR: Correct translated sentences percentage
(the higher the better)

CTR =
∑NIS

i=1 Ti

NIS %
NIS: Number of input sentences

Ti =

{
1, correct transl.
0, not correct transl.

Ti: Correct translation or non correct trans-
lation of sentence i

What is the total percentage of cor-
rectly translated sentences?
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Table F.1 – Continued

TM: Translation methodology
(rule-based preferable for safety-critical trans-
lation)

TM =

{
1, rule− based
0, statistical

Is the translation statistic or rule-
based?

TSP: Translation score
(the higher the better)

TSP =
∑NTS

i=1 IiTSi∑NTS
i=1 Ii

NTS: Number of translated sentences

Ii =


1, low
2, medium
3, high

Ii: Importance of task i

TSi =

{
10, correct
−100, wrong

TSi: Translation score of sentence i

Does an incorrect translation re-
ceive a higher negative score com-
pared to the score for correct trans-
lation?

TTS quality (Accuracy)

INL: Intelligibility (MOS [126]) What is the Mean Opinion Score
(MOS) of intelligibility?

TH: Talking head support
(support is preferable)

TH =

{
1, yes
0, no

Is a talking head used that when
added to a natural voice enhanced
intelligibility [22]?

NTL: Naturalness (MOS [126]) What is the MOS of the natural-
ness of the synthetic voice?

LIK: Likeability (MOS [126]) What is the MOS of likeability of
the synthetic voice?

EX: Expressiveness consideration

EX =

{
1, yes
0, no

Does the TTS output consider the
expressiveness of the input speech?

Interoperability

IO: Interoperability support

IO =

{
1, yes
0, no

Is information exchanged between
the different peers of the system?

INC: number of interconnections
(the higher the better)

How many interconnections with
other equipment in the hospital can
the system support?

Security

DAR: Data access restrictions

DAR =

{
1, yes
0, no

Is the access to patient’s data re-
stricted?
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Table F.1 – Continued

DEC: Data encryption capability

DEC =

{
1, yes
0, no

Is the data encrypted?

FW: Firewall support

FW =

{
1, yes
0, no

Is the system combined with a fire-
wall?

DSL: Data security after loss

DSL =

{
1, yes
0, no

Does the system consider the secu-
rity of data after loss or theft of the
device (e.g. encrypting the data on
the device)?

EVS: Eavesdropping consideration

EV S =

{
1, yes
0, no

Does the system consider eaves-
dropping problems?

Traceability

TRC: Trace capability

TRC =

{
1, yes
0, no

Can the system trace the actions
taken in the path to health care?

Exploitability

EXA: Extra activities capability

EXA =

{
1, yes
0, no

Does the system provide extra ac-
tivities during the patients’ idle
time?

Controllability

INS: Number of interaction strategies
(the higher the better)

How many interaction strategies
can be applied on the device by
trained personnel?

Reliability

Maturity

PED: Percentage of errors detected
(the higher the better)
PED = ED

EP %
ED: Errors detected
EE: Errors expected

How many errors were detected ac-
cording to the ones expected from
previous deployments and in a spe-
cific period of time?

SFE: Percentage of system failure errors
(the higher the better)
SFE = EO

ED%
EO: Errors occurred
EE: Errors expected

How many errors led to system’s
failure according to the ones ex-
pected from previous deployments
and in a specific period of time?
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Table F.1 – Continued

PTP: Percentage of tests performed
(the higher the better)
PTP = TP

TR%
TP: Tests performed
TR: Tests required

How many tests were performed to
identify problems in relation to the
tests required?

NSF: Number of system failures
(the lower the better)

How many failures occurred in a
specific period of time?

Fault tolerance

NBP: Number of backup plans
(the higher the better)

How many backup plans are sup-
ports by the system, e.g. connect
to a trained interpreter?

Connectivity (Fault tolerance)

LM: Local mode

LM =

{
1, yes
0, no

Is the system able to switch to local
mode if no connectivity?

SS: Server switch capability

SS =

{
1, yes
0, no

Is the system able to switch to an-
other server providing the neces-
sary services?

Recoverability

SSD: Save session data

SSD =

{
1, yes
0, no

Is the system able to save the ses-
sion’s data?

SR: State resume capability

SR =

{
1, yes
0, no

Can the patient resume effortlessly
to the last state before the error oc-
curred?

Time needed to recover (Recoverability)

RT: Recover time in seconds
(the lower the better)

What is the number of time needed
to restart/restore system into oper-
ation?

Cache memory (Recoverability)

CA: Caching capability

CA =

{
1, yes
0, no

Does the system support caching of
data in order to resume faster?

Usability

Understandability

LSA: Lost situation awareness percentage
(the lower the better)
LSA = LCI

TI %
LCI: Lost context interactions
TI: Total number of interactions

What is the number of times a user
uttered a command in a context
that it was not supported?
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Table F.1 – Continued

HRP: Help request percentage
(the lower the better)
HRP = HR

TI %
HR: Number of help requests
TI: Number of interactions

How often do patients address to
the personnel for help with the in-
teraction?

UND: Total understandability
(the higher the better)

UND =
∑NT

i=1 IiUNDi∑NT
i=1 Ii

NT: Total number of tasks

Ii =


1, low
2, medium
3, high

Ii: Importance of task i

UNDi =


1, very little
2, little
3, roughly
4, much
5, very much

UNDi: Understandability of task i

Do users understand what to say?

RI: User’s input is either rephrased or not
before presentation
(rephrasing is preferable)

RI =

{
1, rephrased input
0, raw input

During interaction do users confirm
their raw recognized input or is this
input rephrased in order to con-
sider the context of the dialogue or
other dialogue constrains?

ICT: The average time needed to confirm or
not the input after its presentation (in sec)
(the lower the better)

ICE: Input confirmation error
(the lower the better)
ICE = WC

TI %
WC: Wrong confirmation (bad input consid-
ered as correct and vice versa)
TI: Total number of inputs

What is the complexity of the
rephrased input?

DSM: Availability of a disambiguation mech-
anism

DSM =

{
1, yes
0, no

If the user does not understand a
word in the output, is there a mech-
anism to disambiguate it (e.g. a
synonym or an iconic picture)?
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IBS: Interactions before speaking
(the lower the better, ideally equal to 0)

How many times users interact
with the device (e.g. request sys-
tem’s help) before start speaking?

Learnability

FT: Familiarization time (min)
(the lower the better)

After how much time does a user
consider that he is familiar with the
system?

HM: Availability of a help module

HM =

{
1, yes
0, no

Is there a help module?

DMN: Availability of demonstrations

DMN =

{
1, yes
0, no

Are demonstrations of usage avail-
able?

DO: Availability of documentation

DO =

{
1, yes
0, no

Is the system properly docu-
mented?

Operability

SIS: Simplicity score
(the higher the better)

SIS = 1
ANW

ANW: Average number of widgets

ANW =
∑ND

i=1 NWi

ND
ND: Number of displays (different represen-
tations of the interface)
NW: Number of widgets on the display i

How simple to use is the interface?

LA: Location aware functions availability

LA =

{
1, yes
0, no

Does the application use location
aware functions where applicable?

LAU: Location aware update functions

LAU =

{
1, yes
0, no

Does the location aware functions
update output according to the
user’s position?
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CTF: Completion time factor
(the lower the better)

CTF =
∑NT

i=1 IiACTi∑NT
i=1 Ii

Ii =


1, low
2, medium
3, high

Ii: Importance of task i

ACTi: Average completion time of task
i
NT: Number of tasks

What is the correlation between
time and the completion of tasks?

IF: Interactions factor
(the lower the better)

IF =
∑NT

i=1 IiANIi∑NT
i=1 Ii

Ii =


1, low
2, medium
3, high

Ii: Importance of task i
ANIi: Average number of interactions to
complete of task i
NT: Number of tasks

What is the number of interactions
needed to complete the tasks?

NLC: Noise level compensation support

NLC =

{
1, yes
0, no

Does the system compensate to dif-
ferent noise levels (e.g. use differ-
ent acoustic models or playback au-
dio louder)?

ER: Error recovery capability

ER =

{
1, yes
0, no

Can users correct errors triggered
by previous interactions?

MS: Modality synergies support

MS =

{
1, yes
0, no

Does the system support modali-
ties synergies?

SMC: Seamless modality change support

SMC =

{
1, yes
0, no

Is the change in modality synergies
done seamlessly?

EFM: Eye-free mode support

EFM =

{
1, yes
0, no

Can the system work in eye-free
mode, e.g. during a special exami-
nation, where the user cannot look
at the device?
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HFM: Hands-free mode support

HFM =

{
1, yes
0, no

Can the system work in hands-free
mode?

SAT: Total satisfaction
(the higher the better)

SAT =
∑NEN

i=1 IiSi∑NEN
i=1 Ii

NEN: Number of environments

Ii =


1, low
2, medium
3, high

Ii: Importance of environment i

Si =


1, very low
2, low
3, medium
4, high
5, very high

Si: Satisfaction in environment i

How satisfied is the user with the
system in general?

Attractiveness

LKI: Likeability of interface (MOS [126]) What is the Mean Opinion Score
(MOS) of the interface likeability?

LKT: Likeability of TTS (MOS [126]) What is the Mean Opinion Score
(MOS) of the TTS likeability?

Uniformability

UNI: Total uniformability
(the higher the better)

UNI =
∑NEN

i=1 Ui

NEN %
NEN: Number of environments

Ui =

{
1, uniform
0, non uniform

Ui: Uniformability in environment i

How uniform is the interaction in
every environment?
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Trustability

TRS: Total trustability
(the higher the better)

TRS =
∑NEN

i=1 IiTi∑NEN
i=1 Ii

NEN: Number of environments

Ii =


1, low
2, medium
3, high

Ii: Importance of environment i

Ti =


1, very low
2, low
3, medium
4, high
5, very high

Ti: Trustability of environment i

To which extent do users feel trust
towards the system?

Customizability

SPN: Number of special needs considered
(the higher the better)

To which extent does the system
take user’s special needs into ac-
count?

EUI: Exploitation of user interaction

EUI =

{
1, yes
0, no

Does the system exploit what it
learns during user interaction?

SAD: Speaker adaptation functionality

SAD =

{
1, yes
0, no

Does the system adapt to the user’s
voice?

Privacy ability

PV: Privacy considerations

PV =

{
1, yes
0, no

Does the system take into account
privacy issues of the user?

Efficiency

Time behavior

THR: Number of successfully completed tasks
per unit time
(the higher the better)

What is the throughput?
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LTM: Latency measure
(the lower the better)

LTM =
∑NT

i=1 IiALi∑NT
i=1 Ii

ALi: Average latency of task i
NT: Number of tasks

Ii =


1, low
2, medium
3, high

Ii: Importance of the task i

What are the delays typically in-
curred in system’s response time?

Resource utilization

NCU: Number of concurrent users
(the higher the better)

How many concurrent users are
supported?

BTU: Battery utilization in minutes
(the higher the better)

What is the mean time of appli-
cation usage until battery is dis-
charged?

MU: Memory utilization
(the lower the better)
PU: Processor utilization
(the lower the better)

What are the memory and the pro-
cessor utilization?

EAD: Energy aware design

EAD =

{
1, yes
0, no

Does the system use energy aware
design that allows scalability in
Quality vs. Energy of not critical
tasks?

Maintainability

Analyzability

BUR: Bug report capability

BUR =

{
1, yes
0, no

Does the system provide users
and maintainers with a bug report
mechanism?

LOR: Log report capability

LOR =

{
1, yes
0, no

Does the system provide users
and maintainers with a log report
mechanism?

DFC: Diagnostic functions capability

DFC =

{
1, yes
0, no

Does the system provide functions
to diagnose possible causes of fail-
ure (e.g. bandwidth diagnostic,
connectivity, etc)?

Changeability

HTC: Hours to implement a change
(the lower the better)

How many hours are necessary to
implement a specific change?
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CTC: Cost to implement a change
(the lower the better)

What is the cost to implement a
specific change (measured in per-
sons/hour)?

PCC: Parameter change capability

PCC =

{
1, yes
0, no

Can users/maintainers change pa-
rameters?

NDS: Number of parameters that can be
changed
(the higher the better)

How many parameters can be
changed by users/maintainers?

Stability

STB: Stability capability

STB =

{
1, yes
0, no

Is the software able to function nor-
mally after modifications?

Testability

MDL: Modularity capability

MDL =

{
1, yes
0, no

Is the system designed by modules,
so that testability has minimal im-
pact?

TEC: Testing capability

TEC =

{
1, yes
0, no

Does the system have an interface
to testing frameworks (to perform
operational/functional testing)?

Portability

Adaptability

NDS: Number of different devices supported
(the higher the better)

Does the application adapt to dif-
ferent devices?

FD: Future design consideration

FD =

{
1, yes
0, no

Is the software designed for next
generation devices?

Installability

DI: Difficulty of installation
(the lower the better)

DI =
∑NDT

i=1 DIi
NDT

NDT: Number of the device types

DIi =
∑NDi

j=1 ITij

NDi
,

DIi: Difficulty of installation on device of
type i
ITij: Installation time of device j of type i
NDi: Number of devices of type i

How difficult to install is the sys-
tem?
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NDR: Number of dependent resources
(the lower the better)

Does the system depend on the in-
stallation of other resources?

Co-existence

CEC: Co-existence capability

CEC =

{
1, yes
0, no

Does the system consider the com-
mon resource requirements of other
systems in the same environment?

Replaceability

DU: Difficulty of update
(the lower the better)

DU =
∑NDT

i=1 DUi

NDT
NDT: Number of the device types

DUi =
∑NDi

j=1 IUij

NDi
,

DUi: Difficulty of update on device of
type i
IUij: Update time of device j of type i
NDi: Number of devices of type i

How difficulty to update is the sys-
tem?

PSI: Percentage of software items reused
(the higher the better)

PSI = USI
OSI %

USI: Number of reused software items
OSI: Number of the old software items

How many software items can be
reused in the replacing system?

Compliance

NRC: Number of regulations compliance
(the higher the better)

What is the number of regulations
(norms, standards) with which the
system complies?
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Appendix G

List of Publications

• Multimodal I/O

1. “Using Hand Gestures to Control Mobile Spoken Dialogue Systems”, N.

Tsourakis. Springer International Journal on Universal Access in the In-

formation Society (UAIS) - Special issue on Mobile Accessibility, 2013.

2. “A Corpus for Gesture-Controlled Mobile Spoken Dialogue Systems”, N.

Tsourakis and Manny Rayner. Proceedings of the Eighth ELRA Interna-

tional Conference on Language Resources and Evaluation (LREC), 2012,

Istanbul, Turkey.

3. “A Gestured-Controlled Internet-Based Spoken Conversation Partner on a

Mobile Device”, N. Tsourakis, Manny Rayner and M. Fuchs. Proceedings

of the INTERACT Workshop on Mobile Accessibility (MOBACC), 2011,

Lisbon, Portugal.

4. “Examining the Effects of Rephrasing User Input on Two Mobile Spoken

Language Systems”, N. Tsourakis, A. Lisowska, M. Rayner and P. Bouil-

lon. Proceedings of the Seventh ELRA International Conference on Lan-

guage Resources and Evaluation (LREC), 2010, Valletta, Malta.
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• Systems Quality

1. “Evaluating the Quality of Mobile Medical Speech Translators based on

ISO/IEC 9126 series: Definition, Weighted Quality Model and Metrics”,

N. Tsourakis and P. Estrella. IGI International Journal on Reliable and

Quality e-Healthcare (IJEQEH), vol. 2:2, pp. 1-20, 2013.

2. “An ISO-based Quality Model for Evaluating Mobile Medical Speech Trans-

lators”, N. Tsourakis and P. Estrella. Proceedings of the Second Interna-

tional ICST Conference on Wireless Mobile Communication and Healthcare

(MobiHealth), 2011, Kos Island, Greece.

• Architectures for Mobile Platforms

1. “A Scalable Architecture for Web Deployment of Spoken Dialogue Sys-

tems”, M. Fuchs, N. Tsourakis and Manny Rayner. Proceedings of the

Eighth ELRA International Conference on Language Resources and Evalu-

ation (LREC), 2012, Istanbul, Turkey.

2. “From Desktop to Mobile: Adapting a Successful Voice Interaction Platform

for Use in Mobile Devices”, N. Tsourakis, A. Lisowska, P. Bouillon and M.

Rayner. Proceedings of the Third ACM MobileHCI Workshop on Speech

in Mobile and Pervasive Environments (SiMPE), 2008, Amsterdam, the

Netherlands.

3. “Building Mobile Spoken Dialogue Applications Using Regulus”, N. Tsourakis,

M. Georgescul, P. Bouillon and M. Rayner. Proceedings of the Sixth ELRA

International Conference on Language Resources and Evaluation (LREC),

2008, Marrakech, Morocco.

4. “Degradation of Speech Recognition Performance over Lossy Data Net-

works”, D. Pratsolis, N. Tsourakis and V. Digalakis. Proceedings of the

Third ACM International Workshop on Wireless Multimedia Networking

and Performance Modeling (WMuNeP), 2007, Chania, Greece, pp. 88-91.
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5. “An Architecture for Multimodal Applications over Wireless Data Net-

works”, N. Tsourakis, D. Pratsolis, C. Harizakis and V. Digalakis. Pro-

ceedings of the IET International Conference on Intelligent Environments,

2006, Athens, Greece, Vol. I, pp. 221-227.

6. “Large Vocabulary Continuous Speech Recognition in Greek: Corpus and

an Automatic Dictation System”, V. Digalakis, D. Oikonomidis, D. Prat-

solis, N. Tsourakis, C. Vosnidis, N. Chatzichrisafis and V. Diakoloukas.

Proceedings of the ISCA International Conference Interspeech/Eurospeech,

2003, Geneva, Switzerland, pp. 1565 - 1568.

• Machine Learning

1. “Discriminative Learning Using Linguistic Features To Rescore N-Best Speech

Hypotheses”, M. Georgescul, M. Rayner, P. Bouillon and N. Tsourakis.

Proceedings of the IEEE/ACL 2008 Workshop on Spoken Language Tech-

nology, 2008, Goa, India, pp. 97-100.

2. “A Generic Methodology of Converting Transliterated Text To Phonetic

Strings. Case Study: Greeklish”, N. Tsourakis and V. Digalakis. Proceed-

ings of the ISCA International Conference Interspeech/Eurospeech, 2007,

Antwerp, Belgium, pp. 1785-1788.

• CALL Systems

1. “A Textbook-based Serious Game for Practising Spoken Language”, C.

Baur, M. Rayner, N. Tsourakis. Proceedings of the 6th International

Conference of Education, Research and Innovation, (ICERI), 2013, Seville,

Spain.

2. “Methodological Issues in Evaluating a Spoken CALL Game: Can Crowd-

sourcing Help Us Perform Controlled Experiments?”, M. Rayner, N. Tsourakis.

Proceedings of the Interspeech Workshop on Speech and Language Tech-

nology in Education (SLaTE), 2013, Grenoble, France.
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3. “A Web-Deployed Swedish Spoken CALL System Based on a Large Shared

English/Swedish Feature Grammar”, M. Rayner, J. Gerlach, M. Starlander,

N. Tsourakis, A. Kruckenberg, R. Eklund, A. Jönsson, A. McAllister.

Proceedings of the SLTC Workshop on NLP for CALL, 2012, Lund, Sweden.

4. “A Game on Pronunciation Feedback in Facebook”, N. Tsourakis. Pro-

ceedings of the International Symposium on Automatic Detection of Errors

in Pronunciation Training (IS ADEPT 2012), Stockholm, Sweden.

5. “Evaluation of a Mobile Language Learning System Using Language-Neutral

Prompts”, N. Tsourakis, Manny Rayner and P. Bouillon. Proceedings of

the Interspeech Workshop on Speech and Language Technology in Educa-

tion (SLaTE), 2011, Venice, Italy.

6. “Speech Recognition For Online Language Learning: Connecting CALL-

SLT and DALIA”, P. Bouillon, C. Cervini, A. Mandich, M. Rayner, N.

Tsourakis. Proceedings of the International Conference on ICT for Lan-

guage Learning, 2011, Florence, Italy.

7. “For a Fistful of Dollars: Using Crowd-Sourcing to Evaluate a Spoken Lan-

guage CALL Application”, M. Rayner, I. Frank, C. Chua, N. Tsourakis

and P. Bouillon. Proceedings of the Interspeech Workshop on Speech and

Language Technology in Education (SLaTE), 2011, Venice, Italy.

8. “A Student-Centered Evaluation of a Web-Based Spoken Translation Game”,

P. Bouillon, M. Rayner, N. Tsourakis and Qinglu Zhang. Proceedings of

the Interspeech Workshop on Speech and Language Technology in Educa-

tion (SLaTE), 2011, Venice, Italy.

9. “Evaluating A Web-Based Spoken Language Translation Game for Learning

Domain Language”, P. Bouillon, S. Halimi, M. Rayner and N. Tsourakis.

Proceedings of the International Technology, Education and Development

Conference, (INTED), 2011, Valencia, Spain.

10. “A Multilingual Platform for Building Speech-Enabled Language Courses”,

M. Rayner, P. Bouillon, N. Tsourakis, J. Gerlach, C. Baur, M. Georgescul
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and Y. Nakao. Proceedings of the Interspeech Workshop on Second Lan-

guage Studies: Acquisition, Learning, Education and Technology (L2WS),

2010, Tokyo, Japan.

11. “A Multilingual CALL Game Based on Speech Translation”, M. Rayner,

P. Bouillon, N. Tsourakis, J. Gerlach, M. Georgescul and Y. Nakao. Pro-

ceedings of the Seventh ELRA International Conference on Language Re-

sources and Evaluation (LREC), 2010, Valletta, Malta.

• Medical Translation Systems

1. “Design Issues for a Bidirectional Mobile Medical Speech Translator”, N.

Tsourakis, P. Bouillon and M. Rayner. Proceedings of the Fourth ACM

MobileHCI Workshop on Speech in Mobile and Pervasive Environments

(SiMPE), 2009, Bonn, Germany.

2. “Many-to-Many Multilingual Medical Speech Translation on a PDA”, P.

Bouillon, G. Flores, M. Georgescul, S. Halimi, B. A. Hockey, H. Isahara,

K. Kanzaki, Y. Nakao, M. Rayner, M. Santaholma, M. Starlander and N.

Tsourakis. Proceedings of the Eighth Conference of the Association for

Machine Translation in the Americas (AMTA), 2008, Waikiki, Hawaii, pp.

314-323.

3. “Comparing Two Different Bidirectional Versions of Limited-domain Med-

ical Spoken Language Translator MedSLT”, M. Starlander, P. Bouillon, G.

Flores, M. Rayner and N. Tsourakis. Proceedings of the Twelfth Euro-

pean Machine Translation Conference (EAMT), 2008, Hamburg, Germany,

pp. 174-179.

4. “The 2008 MedSLT System”, M. Rayner, P. Bouillon, J. Brotanek, G. Flo-

res, S. Halimi, B. A. Hockey, H. Isahara, K. Kanzaki, E. Kron, Y. Nakao,

M. Santaholma, M. Starlander and N. Tsourakis. Proceedings of the

Coling Workshop on Speech Processing for Safety Critical Translation and

Pervasive Applications (SLT4MED), 2008, Manchester, UK, pp. 32-35.
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5. “Developing Non-European Translation Pairs in a Medium-Vocabulary Med-

ical Speech Translation System”, P. Bouillon, S. Halimi, Y. Nakao, K. Kan-

zaki, H. Isahara, N. Tsourakis, M. Starlander, B. A. Hockey and M.

Rayner. Proceedings of the Sixth ELRA International Conference on Lan-

guage Resources and Evaluation (LREC), 2008, Marrakech, Morocco.

6. “A Bidirectional Grammar-Based Medical Speech Translator”, P. Bouillon,

G. Flores, M. Starlander, N. Chatzichrisafis, M. Santaholma, N. Tsourakis,

M. Rayner and B. A. Hockey. Proceedings of the ACL Workshop on

Grammar-Based Approaches to Spoken Language Processing (SPEECH-

GRAM), 2007, Prague, Czech Republic, pp. 41-48.
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